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      Online/Adaptive Control

      
        In the real world we cannot prepare for all possible situations in advance.
        Our algorithms adapt a control policy to an adversarial time-varying environment with regret guarantees.
        For parameterized policies, our
        
          gradient-based method
        
        substantially generalizes previous work,
        including a local result for nonconvex settings.
        For finite policy sets, our
        
          switching-based method
        
        can select the best black-box controller even if some are unstable.
      

    

  


  
    
      
        
      
    

    
      Reinforcement Learning 

      
        Directly optimizing a policy by strategic trial-and-error
        can improve performance and reduce effort compared to classical methods.
        For example,
        
          our sim-to-real transfer for quadrotors.
        
        However, RL can also be unreliable, and its theory
        (such as
        
          our work on REINFORCE)
        does not currently extend to the complexity of robots.
        Developing reliable RL algorithms for robotics requires further theoretical insights.
      

    

  


  
    
      
        
      
    

    
      Planning and Control with Learning Components

      
        Planning and control with learned models can be a final goal or a subroutine of model-based reinforcement learning.
        For deformable objects (shown),
        the full state is partially observable,
        so we
        
          learn an abstract state-space model
        
        from input-output data using a recurrent neural network.
        We then apply nonlinear estimation and control techniques to the learned model.
      

      
        video graphics by David Millard
      
    

  





research philosophy


  
    
      
        
      
    

    
      Problem Structure and Tractability

      
        Current theory on learning to control provides guarantees under strong assumptions that exclude many robotic applications.
        But heursitic algorithms can work well in practice.
        To close this gap, we need a more sophisticated understanding of 
        why the problem instances arising in robotics are often tractable.
      

      
        Animation shows a topological phenomenon from
        
          our work on suboptimal coverings,
        
        a framework to quantify the "size" of infinite sets of control tasks.
      

    

  


  
    
      
        
      
    

    
      Robotics Foundations

      
        Robot learning algorithms cannot be reliable unless the underlying hardware and software are reliable too.
        I co-developed
        (with  Wolfgang Hönig)
        the Crazyswarm
        platform to control 49+ quadrotors from one PC.
        Crazyswarm is widely used in universities worldwide for multi-robot research, including
        
          our work on multi-quadrotor planning
        
        and
        
          its extension.
      

      
        Some of my other open-source libraries are
        listed below.
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* = equal contributors.
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    Characterizing and Improving Robot Learning: A Control-Theoretic Perspective.
    
James A. Preiss.
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    [pdf]
    

  





open source software


	
    crazyswarm -
    our full stack for flying 49+ Crazyflie quadcopters in a motion capture space.
    Includes object tracking, improved radio protocols, onboard sensor fusion, nonlinear controller, onboard trajectory planning, ROS node, and Python scripting.
  
	
    mlpfile -
    a library for fast evaluation of multilayer perceptron neural networks in realtime applications.
    Includes file format, Jacobians, online gradient descent, and allocation-free code generation.
  
	
    reproducible papers -
    using Makefiles to make a complete paper, including experiments, reproducible from a few shell commands.
  
	
    pypdfdeck -
    PDF slideshow presenter for Beamer users.
    Deployed in the field for my Ph.D. defense :)
  
	
    smoothener -
    convert multi-robot waypoint sequences into smooth piecewise polynomial trajectories.
    Implementation of the continuous portion of our IROS 2017 paper.
  
	
    cmath3d -
    single-header C library for 3d math (vectors, quaternions, 3x3 matrices).
  
	
    quatcompress -
    single-header C library to compress a quaternion into 32 bits.
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