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Abstract— In order to better understand human navigation,
way-�nding, and general spatial behavior, we are conducting
research into the effects of social interactions among individuals
within a shared space. This paper describes work in the inte-
gration of instrumentation of active public areas, macroscopic
modeling, microscopic simulation, and experimentation with
human subjects. The aim is to produce empirically grounded
models of individual and collective spatial behavior. We describe
the challenges and lessons learned from our experience with
data collection, construction of tractable models, and pilot
experiments.

I. INTRODUCTION

Whether it be shopping malls, parks, communal gardens or
even corridors, signi�cant portions of our daily lives are
spent moving through spaces intended for groups of people.
Ideally, shared spaces should permit people to achieve their
varied goals with minimal inconvenience. Furthermore, in
the event of an emergency, the space should enable effective
management of crowds so as to minimize injury and loss
of life. Well-designed spaces could do more than merely
promote ef�ciency—they can shape the experience and social
interactions within the occupying groups. The successful
design of such spaces requires an understanding of the
collective spatial behavior of groups of people.

A predictive theory of human navigation and way-�nding
within a social context has applications beyond architecture
and building design. Models of such behavior could be
used within robots and smart-spaces in order to reason
about the collective properties of groups and crowds. As
yet, few researchers in human-robot interaction have applied
macroscopic models in an online sense, despite the fact that
robots are increasingly expected to locomote naturally in
areas with numerous moving people.

We have formed a multi-institutional collaboration to
study this problem of characterizing the dynamics of human
spatial behavior. The ultimate goal is to provide principled
models and tools to inform the architectural design of spaces
optimized for shared use, and develop technologies that
can enable the accurate detection of life-threatening over-
crowding scenarios for effective intervention. Furthermore,
the data collected and models developed by this effort
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have much promise for use in on-line autonomous systems
intended to interact with large numbers of people.

Our speci�c focus is on the development of practically
testable quantitative models that are based on human be-
havioral data collected through the long-term deployment
of sensors in active public spaces and from controlled
experiments using VR-simulations of such spaces. To this
end, we have a partnered with the California Science Center
(CSC) in Los Angeles. The CSC is a public museum in which
science and technology are made accessible to children. The
museum provides a wide spectrum of environmental features
ranging from small areas with high topological complexity
(e.g., cafeteria, museum shop), to wide open spaces (e.g.,
large exhibit halls), to junctions, corridors, etc. The museum
attracts visitors in a variety of group sizes, boasting an
average of 4,000 visitors per day. The result is a range of lo-
cal (e.g., exhibit watching, following, walking together)and
global (e.g., lanes, queuing, potential evacuation) collective
behaviors. The museum has graciously provided �oor plans
and extensive access to the premises, including permission
to instrument areas with sensors.

This CSC environment is being used as the basis for three
converging lines of inquiry: (1) how can high �delity data
on crowd behavior be effectively collected and analyzed; (2)
how can the observed patterns of crowd behavior be modeled
and predicted using macroscopic mathematical models; and
(3) what are the characteristics of individual behavior in
populated spaces and how can they explained using cognitive
models. This paper presents preliminary �ndings from these
investigations and identi�es some of the key challenges
encountered.

Section II describes the instrumentation, models and their
interplay in macroscopic modeling of peoples' movement
in an area in the museum called the Life Tunnel and Cell
Theatre exhibit. This is a permanent museum exhibit essen-
tially comprising of corridor space with structured branches
at which navigational choices are made. Section III describes
our use of a virtual reality model of the CSC �rst �oor
to conduct controlled laboratory experiments to study how
human subjects perceive and navigate crowded spaces when
route planning is under-constrained and many potential paths
are feasible.



(a) The Life Tunnel and Cell Theatre exhibit with labelling of regions used in the models.

(b) Initial camera placement (c) Cameras for human annota-
tions

(d) People and cameras for real-
time observation

(e) Laser ranging devices

Fig. 1. Maps of the Life Tunnel exhibit showing details of sensor placement.

II. SENSING AND MACROSCOPIC MODELING OF
GROUP BEHAVIOR: LIFE TUNNEL EXHIBIT

We have instrumented a part of the museum with sensors
to enable individuals and groups to be tracked, and are
developing a model of how the distribution of museum
visitors changes over time. The Life Tunnel and Cell Theatre
are permanent exhibits that form part of the CSC's interac-
tive display on life forms in the north west corner of the
museum's second �oor. Figure 1(a) shows the layout of the
exhibit, the entire space is approximately 20 meters long
from the west door to the east door. The curved northern
wall has several interactive displays, microscopes and televi-
sions describing bacteria, viruses, and similar demonstrations
involving organisms. The area marked “Cell Theatre“ has
a central circular display in which both video and live
demonstrations are presented periodically.

A. Data collection and instrumentation

Our primary interest is in understanding the collective
dynamics of people as they move through the exhibit. Due
to the dif�culties involved in identifying individuals forthe
purposes of tracking (particularly due to occlusions), we
decided to focus on obtaining estimates of the aggregate
numbers of visitors for windows on the order of several
seconds. We have attempted to use a variety of sensors in
order to gain such estimates. This is a weaker formulation
of the general tracking problem since one need not identify
and associated data from individuals across multiple frames,
and consequently the solution will not generate trajectory
estimates.

The �rst attempt to monitor the entire exhibition space
was through two ceiling-mounted cameras. The exhibit's
low ceilings meant that cameras needed to be �tted with
�sh-eye lenses to ensure complete visibility. We decided
that the placement of more than two cameras would be

infeasible due to the infrastructure required, and the desire
to interfere with the exhibit as little as possible. Figure 1(b)
shows the placement of the cameras on the occasions in
which we recorded data for several hours. We initially hoped
that automated processing could provide estimates for the
numbers of people at the regions delineated with dashed lines
in Figure 1(a).

The video stills in Figure 2 show the output produced by
one of the cameras. The images show that museum visitors at
the either end of the exhibit are reduced to only a few pixels
and have minimal contrast differences between them. We
concluded that human annotation would be the most success-
ful method for processing this video. In order to annotate the
video, the two video streams were �rst synchronized using a
marker event while collecting the data. The �ow of visitors
moving between each exhibit was counted for a ten second
window. For example, we estimated the number of people
inside the Cell Theatre by comparing the number entering
and exiting in the time window. Similarly, for the entrances
we counted both direction of �ow entering and leaving the
exhibit as source data. In areas that are completely visible,
the number of people can be counted directly rather than
calculating it on the basis of the �ux. Figure 3 shows the
resulting data.

Fig. 3. Time series of the number of people in sub-regions of the Life
Tunnel. (From annotated video, coarse grained model with four sub-regions.)



(a) (b) (c) (d)

Fig. 2. Video stills from a ceiling mounted �sh-eye camera and the simultaneous laser range reading.

Next, we experimented with the placement of cameras
with standard lenses. Figure 1(c) shows an arrangement
which failed to give suf�cient coverage of the exhibit, but
was very useful for accurately counting people crossing a
particular threshold. Unfortunately counting people by hand
is extremely tedious; in our experience, in an hour of video
can take up to two hours to annotate. Since multiple cameras
are needed to give reasonable coverage, the total annotation
time must be multiplied by the number of cameras. We
attempted a real-time annotation by employing a group
of student volunteers spread so as to increase the spatial
resolution of the data. Figure 1(d) shows the division of
labor: the lines separating the modeling sub-areas of the
exhibit were marked on the �oor. Seven people took up the
positions shown in �gure and counted the visitors crossing
the line in either direction. This was done in a synchronized
fashion with a lead timer signaling each period of 10 seconds.

This counting task is quite challenging, as evidenced by
the fact that annotating video footage typically takes longer
than real-time. In order to address this, a second stage of
data recti�cation was performed. The east camera was simply
used to measure movement through that doorway,but the
west camera was positioned so as to cover the same area
as one of the counters. We used it to estimate the error in
real-time annotation in order to give some measure of the
difference in reliability between collecting statistics from
video and in real-time. The collected data have a natural
sanity check in that no area should ever have negative
pedestrians. In cases where an anomaly was detected, laser
data (described in detail below) were used to crosscheck
and repair the annotation. The most common error appears
to have been switching the east-to-west and west-to-east
columns at page boundaries. Additionally, we now believe
that the differences in real-time counting ability are ex-
tremely large. Any estimate of error rate of one individual,
based on a video ground truth, does not generalize to the
remaining six counters. Figure 4 shows the resulting counts
within each region, constructed by adding and subtracting
the counts at each edge. For example, if there aren people
in area E1a at timet0, then at timet1 = t0 +10 seconds one
hasn+ P1ws + P2sw � P1sw � P2ws people whereP1ws is the
number of people crossing the line of position 1 from west to
east,P1sw the number of people crossing from east to west,

P2ws the number of people crossing the line of position 2
from west to east, andP2sw the number of people crossing
from east to west. Some unresolved negative counts remain,
although are not shown in the �gure.

With each use of the video cameras two laser ranging
devices were deployed in the Life Tunnel. These are time
of �ight devices that measure distance to an obstacle (to
within � 2mm) at an angular resolution of2� at about
50Hz. Figure 1(e) shows their positions, the shaded region
representing the area in which sensor readings are received.
The infrastructure, transport overhead, and space taken bythe
devices mean that only two such devices can be conveniently
deployed in the Life Tunnel without severely interfering with
the visitor's experience. The lasers' readings are indepen-
dently logged to disk, with the two computers maintaining
synchronized clocks.

Several standard Bayes' �lter techniques for tracking
individuals (e.g., [3, 4]) were applied to the captured data.
Each failed due to severe and frequent occlusions. Figure 2
shows laser data from the single west laser for each video
still. Notice that people are easy to distinguish from the back-
ground, but that it is extremely challenging to estimate group
size simply from the area of sensor readings. In particular,
the data association component is extremely challenging. A
single person may produce multiple readings, while a single
reading may represent multiple people. This noisy many-to-
many relationship proves to be a major challenge for software
packages that have been designed and evaluated in sparse
environments often with several independent readings from
overlapping laser sensing �elds.

In keeping with the original observation, initially we had
believed that tracking would be unnecessary so long as
reasonable estimates of the occupancy of each location could

Fig. 4. Time series of the number of people in sub-regions of the Life
Tunnel. (From real-time counts, �ne grained model with seven sub-regions.)



Fig. 5. Model based on transitions to neighboring areas.

be ascertained. Experiences with our data have highlighted
several tracking challenges. In the Life Tunnel scenario,
people may move rapidly and then stop for long periods
of time to read or listen to the exhibit. This can require
a noisy action model. Such models typically mean that
probability mass is lost extremely rapidly when occlusions
occur. As a result, one of the core functions of the tracking
infrastructure, namely maintaining belief through time, fails.
Furthermore, because the lasers have few readings in the Cell
Theatre itself, the only way to estimate the number of people
occupying the space is to count people who enter and exit
at each door. Tracking software has a far greater success in
tracking people leaving the sensing area than just entering.
In the former case, the belief function (particles, grids,
Kalman �lters) has converged and is doing a reasonable job
of predicting and following the observed trajectory. In the
latter case, no prior history helps to distinguish the reading
from spurious noise, and consequently it may take several
time steps to detect that the readings are in fact a visitor.
The result is the position of the lasers and the shape of the
environment mean that people moving into the Cell Theatre
are more easily tracked than those leaving. When run on
hours of data, this difference manifests itself in estimates for
visitors well beyond the Theatre's capacity.

B. Modeling

First we constructed a simple phenomenological model
of how the distribution of museum visitors in the exhibit
changes over time by modeling the collective behavior of
an homogeneous group of visitors, each of whom can be
represented as a Markov process [5]. The diagram in Figure 5
shows the one-way �ow condition which can be easily
translated into a set of coupled differential equations that
describe the dynamics of collective behavior. In one-way
�ow, visitors enter from the west (left of the �gure) and
exit to the east (right side).

The variables of the model areN i (t) the average number
of visitors at exhibiti at time t. This number changes over
time due to transitions between the exhibits. These transi-
tions, represented diagrammatically by arrows, are given by
wij , the rate of making a transition from exhibiti (or source)
to exhibit j (or sink) at timet. And the model assumes
that transition rates do not change in time. Moreover, a
constant number of visitors enter the exhibit in unit time.

Fig. 6. Model constructed based on the empirical transitionrate data.

The mathematical model is given by the equations below:

d N1(t )
dt

= ws1s � w12 N1(t )

d N2(t )
dt

= w12 N1(t ) � w23 N2(t )

d N3(t )
dt

= w23 N2(t ) � w3k N3(t )

d N4(t )
dt

= ws4s � w4k N4(t )

The transition ratewij is the probability a visitor will move
from exhibit i to exhibit j in unit time. In this simple model
wij = 1� � (N j � C j )

� i
, where � i is the mean exhibit viewing

time of the exhibiti , Cj is the capacity of the exhibitj , and
� (�) is a step function. The meaning of the transition rates
is as follows: an agent decides to transition from the current
exhibit i to the next exhibitj with a probability that depends
both on how long it takes to view the current exhibit and
how crowded the next exhibit is. If the number of people at
exhibit j is at, or exceeds, the capacity of the exhibit, agents
at i will wait until it becomes less crowded. This formulation
allows us to take into account the effect collective behavior
(crowding) has on the individual. The sink and source have
essentially in�nite capacity and no associated viewing times,
the transition rates leading to and from them have simpler
forms:

ws1 = 1 � � (N1 � C1); w3k = 1
� 3

ws4 = 1 � � (N4 � C4); w4k = 1
� 4

Modeling museum visitors behavior as one-way �ow may
be appropriate for special exhibitions, where there is usually
a single entrance, a single exit, and agents are encouraged
(via recorded guides, museum docents, or simply pressure
from behind) to move in a single direction through the
exhibits. One-way �ow, however, is not appropriate for the
CSC, where people can enter the Life Tunnel exhibit from
either end. We can take this into account by describing the
�ow between the exhibits as two-way �ow. This is done by
replacing the arrows in Figure 5 with bidirectional arrows.
New arrows introduce new terms into equations describing
how the numbers of agents at each exhibit change in time.
Equations for this two way model are as follows:

d N1(t )
dt

= ws1s1 � w12 N1(t ) + w21 N2(t ) �
N1(t )

� 1

d N2(t )
dt

= w12 N1(t ) � w23 N2(t ) + w32 N3(t ) � w21 N2(t )

d N3(t )
dt

= w23 N2(t ) � w32 N3(t ) + ws3s2 � w3k N3(t )

d N4(t )
dt

= ws4s1 � w4k N4(t ) + ws4s2



This initial model simpli�ed the condition by aggregating
each pair of exhibits, so it only contains 4 exhibits which
cannot represent the real exhibits scenario which contains
7 exhibits. In other words, these models of one-way and
bi-directional �ow operate at a spatial resolution equivalent
to the data collected from the overhead cameras (shown in
Figures 1(c) and 3). Note also that this model used idealized
transition rates. We address these problems in the following
section.

C. Transition Rates
The initial model used constant transition rates which

cannot explain the �uctuations existing in the experimental
data. After working with the initial model, we decided to
add a stochastic term to the transition rates. Let� �

i be a
random variable which is normally distributed with mean
� i and variance� 2 where � is a constant. Then the form
changes to:

wij =
1 � � (N j � Cj )

� �
i

; � �
i � N (� i ; � ):

We can estimate qualitative transition rates between dif-
ferent exhibits from the video data.1 This gives us a way to
construct a dynamical model that is based on empirical data.
The results of transitions collected from the data Figure 4
are shown in Figure 7. The number of people transitioning
between exhibits within the data was averaged to yield the
empirical transition rates in Table I.

D. Current model

From Table I, we �nd a very high transition rate from the
west entrance to exhibits 1a and 1b. Similarly, there is a high
transition rate among neighboring exhibits. These features
observed in the empirical data resulted in the construction
of a new model. Figure 6 shows a model with edges added
to re�ect the observations made on the empirical data.

Using the same modeling methodology, we translate the
diagram Figure 6 to equations describing how the average
number of visitors at each exhibit changes in time.

The re�ned model can be applied to the initial coarse-
grained data by using visitor counts exhibits1a and 3b as
values for the west and east sources, respectively. Figure 8
shows the results with parameters1 representing the number
of visitors entering from the west entrance, ands2 represent-
ing visitors entering the east entrance.

It is most natural to apply this model to the data collected
at the same spatial resolution. Figure 9 shows the model's
solutions for initial conditionsN i (t = 0) = 0 for all i ;
and using parameterss1 equal to the �ow entering from
the west, ands2 equal to the �ow entering from the east
entrance. The mean viewing times for the exhibits were
� i = f 2; 2; 2; 2; 2; 2; 9g and exhibit capacities were chosen
to bec = f 10; 10; 10; 10; 10; 10; 50g, same as before.

1We could similarly estimate the quantitative values for thetransition
rates, but doing so would require us to track individual visitors, in order
to compute the distribution of exhibit viewing times, whichis beyond the
scope of the project.

(a) West entry & exit (b) Area E1a

(c) Area E1b (d) Area E2a

(e) Area E2b (f) Area E3a

(g) Area E3b (h) Cell Theatre

Fig. 7. Transition rates from data collected for each exhibit area by direct
real-time observation.

Fig. 8. Predicted occupancy of each sub-region of the re�nedmodel on
coarse grained data of Figure 3.

The models predictions shown Figure 8 appear qualita-
tively similar to the data shown in Figure 3, while the
same cannot be said for Figure 9 and the respective data
in Figure 4. We attribute this to three factors: First, the data
in Figure 4 are of a much lower density than that shown in
Figure 3. Second, the quality of the Figure 4 data, because
of the collection methodology used, depends critically on the
counting skills of each and every individual counter, and a
single failure devalues the estimates at neighboring locations.
As noted above, the existence of negative values is evidence
of such errors in this data set. Third, while the in�ow of
people into the exhibit is directly measured, the �ow of
people exiting was simply calculated from the model rather
than measured.

III. COGNITIVE MODELING OF INDIVIDUAL
BEHAVIOR IN A VIRTUAL POPULATED SPACE:

MUSEUM FIRST FLOOR

The work described earlier focused on the behavior of
groups of people in a relatively simple and navigationally
constrained environment. Here our attention turns to large



To n From West Entrance Area 1a Area 1b Area 2a Area 2b Area 3a Area 3b Cell Theatre East Entrance
West Entrance 0: 667 0 0 0 0 0 0: 394 0
Area 1a 0: 727 0: 242 0: 091 0: 061 0: 030 0 0: 333 0
Area 1b 0: 182 0: 212 0: 273 0 0: 155 0 0: 394 0
Area 2a 0: 061 0: 242 0: 212 0: 091 0: 091 0 0 0
Area 2b 0 0 0 0: 212 0: 091 0: 030 0: 030 0
Area 3a 0 0: 030 0: 152 0: 061 0: 152 0: 182 0: 061 0
Area 3b 0 0 0 0: 152 0: 061 0: 061 0 0
Cell Theatre 0 : 061 0: 212 0: 152 0: 061 0: 182 0: 242 0: 030 0
East Entrance 0 0 0 0 0 0 0 0: 030

TABLE I

AVERAGED TRANSITION RATES FROM COLLECTED DATA.

Fig. 9. Predicted occupancy of each sub-region of the re�nedmodel on
�ne grained data of Figure 4.

spaces with medium-to-high levels of topological complexity
and several open areas. Additionally, instead of considering
macroscopic models, the focus here is on understanding
the cognitive determinants of how an individual's spatial
behavior is affected by others.

A. Approach

Architects and urban planners have long studied how an
environment's spatial con�guration affects the dif�cultyof
way-�nding, i.e. going from a locationA to a desired goal-
locationB . Here, we consider an extension of this problem,
namely, how does spatial con�gurationand the distribution
of people in the space in�uence way-�nding dif�culty. Desk-
top Virtual Reality (VR) models are a useful and widely used
tool in spatial navigation research [1, 2, 6, 7]. We exploited
this approach to conduct controlled laboratory experiments
on human subjects. VR has the useful (and unique) property
that it allows different subjects to interact with the same set
of agents, thereby producing repeatable “social” experiments.

The �rst �oor of the CSC was chosen as the preliminary
test-bed for our empirical, VR investigations. Figure 10
shows the blueprint of CSC's �rst �oor. To emulate this
setting, we developed a VR setup that (i) had features and
layout complexity comparable to those of the actual museum,
and (ii) could be populated with arti�cial agents (or “bots”)
capable of exhibiting scripted behavior to emulate the social
setting of a museum. Our VR setup enables subjects to
navigate freely through the environment using a joystick.

The customized VR system was developed by Digital
Artefacts Inc using the DI-Guy engine2. It has basic
collision detection capabilities that prevent a subject from
moving through walls or through agents in the museum.
This constraint effectively makes the agents into obstacles.
The VR system also has a large collection of different agent

2Digital Artefacts Inc., 119 Technology Innovation Center,Oakdale
Campus, Iowa City, IA. DI-Guy is a product of Boston DynamicsInc.,
78 Fourth Avenue, Waltham, MA

Fig. 10. Layout of �rst �oor of California Science
Center. Photographs of this �oor can be seen at
http://robotics.usc.edu/interaction/nsfhsd/csc-reco n.php .
The rectangular bounding box of the �oor is approximately 115m � 60m
in size.

“personalities” (i.e. old woman, policeman, child, man in a
wheelchair, etc.) that are used to populate the museum, and
each agent has a variety of readily interpretable naturalistic
motions (e.g. talking, standing and waiting, sitting, and
eating, etc.).

B. Experiment

In a familiar environment where both the current location
A and the goal-locationB are known, �nding a path fromA
to B that, say, minimizes the distance or time taken is a route-
planning problem. This can be non-trivial problem depending
on the geometry of the space. However, the dif�culty of this
problem is signi�cantly increased when either of both the
following is true: (1) the space is unfamiliar; and (2) the goal-
location is unknown or uncertain. When the goal-location is
unknown, one would expect that a person familiar with the
environment would have a distinct performance advantage in
effectively searching the space to �nd it over a person who
is unfamiliar with the space.

Here, we investigated if this advantage would hold true
in a populated space as well. We hypothesized that the
added cognitive load associated with navigating through a
populated space could impact this performance advantage.
The motivation for posing this question is that in museums,
visitors often vary in their extent of familiarity with the
spatial layout or with the location of particular goals.

To test this hypothesis, we designed a task that forces
subjects to pay attention to each of the agents in the museum



Fig. 11. Sample screenshot of what the subject sees while performing the
search task. The the image in the upper right hand corner shows the current
target, who in this case is also present in the scene.

and to their locations in order to achieve high performance
levels. The basic protocol is as follows. The subject is
required to perform a series of nested way-�nding tasks.
The overall task occurs in a series ofn rounds. At the start
of round i , the subject is shown an image of an agent or
target Ti that is maintained for the duration of the round.
The subject's task is to �nd the location of this target and has
to verify that they have indeed found the target by actually
going to the location from their current location. The subject
is deemed to have successfully found a target if they come up
within a prede�ned distance of the target. When successful
veri�cation occurs, the round ends. The next round following
this same protocol begins immediately. This continues tillthe
subjects have successfully found alln targets. The subjects
are instructed to perform this task as rapidly as possible, i.e.
minimize the overall time taken.

A screen shot of what a subject sees while doing the task
is shown in Figure 11.

This task was used to compare the performance of two
groups of subjects, one consisting of subjects who were
familiar with the layout and the other having naive subjects.

C. Methods

We ran a pilot experiment to test this hypothesis with a
small number of subjects (8 subjects - 5 male, 3 female).

Each subject completed a “sense of direction” question-
naire followed by a practice session in a virtual maze, which
was meant to familiarize them with the task and with the use
of the joystick. Following this, the main task was explained
to them. Subjects were divided into two groups. One group
received a virtual “�ythrough” tour of the empty museum
before performing the task while the other group did not.
This second group is referred to as the “online” group as
they had to make decisions about where to search for the
targets as they performed the task as the layout was unknown.
Each subject in the �ythrough group received either a tour
that went clockwise or counterclockwise along the entire
perimeter of the museum.

All subjects were placed in the populated museum at the
main entrance, and were instructed to �nd each of the8
targets as rapidly as possible. Which of these agents would
be the targets was not known to the subject beforehand. On
completion, the subjects were asked to recall the description
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Fig. 12. Total time taken by each subject to �nd8 targets.

of the eight targets seen and the order in which they were
seen. Following this, they were asked to draw a sketchmap
of the museum with as much detail as they could remember,
and mark the locations of each of targets on the map.

The museum was populated by66 agents in all, of which
8 were targets. The locations of7 of the 8 targets were
such that they were not directly visible from the position
of the previous target or from the starting location, in the
case of the �rst target. The remaining agents were distributed
pseudo-uniformly around the museum with each being alone
or in small groups of less than4. A small fraction of the
agents constantly moved through the museum, but the targets
remained static. The use of small group size and limited
movement of the agents was done to reduce the need for
route-planning around crowds.

D. Results

The predictions for the experiment were that we would
expect all subjects to perform a systematic sweep of the space
for the �rst few targets as they had not been seen before,
but the behavior would transition into a more dominantly
memory-guided search for the later targets. Furthermore, as
the “online” group was not familiar with the space before-
hand, we predicted that this would lead to comparatively less
systematic search patterns for this group.

The results of seven of the eight subjects were analyzed
as one subject was excluded for very poor performance. The
time taken is shown in Figure 12. The minimum time to
perform this task when the layout of the museum is known
as well as the locations of all the targets is approximately
4.5 minutes. As expected, it took the subjects signi�cantly
longer,� 8 to 15 minutes, to �nd all8 targets.

When the distance taken by each subject is considered
per target as shown in Figures 13(a) and 13(b), we see that
the �rst two targets are associated with large differences
in performance between subjects both within and between
groups. However, there is a substantial reduction in this
variability for targets3 to 8. Notably, the length of the
shortest paths between the starting location and Target1,
and between Targets1 and2, are comparable to that between
targets6 and7 and targets7 and8.

However, with respect to the search pattern, the prelim-
inary data show little or no difference. Importantly, most
subjects exhibit search patterns that differ signi�cantlyfrom
a systematic sweep of the space. For example, compare the
path of a subject in the “�ythrough” group shown in Figure
14 corresponding approximately to a systematic sweep of the
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Fig. 13. Distance covered by subjects in searching for targets
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Fig. 14. An example of the path data available from the subject's
explorations in the museum. The blue dots indicate the locations of the
agents.

space, with the path of another representative subject from
the same group shown in Figure 15.

The results reported above are from very coarse measures
calculated on the data. However, the small number of sub-
jects is not a re�ection of the quantity of data from such
experiments. Here, each subject generated about 3000 data-
values on average in terms of path information. Currently,
we are developing more detailed measures to exploit the high
temporal resolution of this kind of information. Speci�cally,
we are current focusing on analyzing the spatial relationship
of the agents visible the subjects at every instant to predict
what the subjects will do next and which agents they will
remember; and the changes in the visibility polygon between
time-steps to quantify how subjects survey the premises.

IV. OUTLOOK AND FUTURE WORK

This paper describes ongoing work aimed at producing
predictive models of navigation in social circumstances
across a range of environmental conditions. The work consid-
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Fig. 15. Path of another subject from “�ythrough” group

ers three issues: collection of data on crowds and collective
spatial behavior, development and re�nement of mathemati-
cal models, and controlled experiments with human subjects
to understand the effects of social interaction on navigation
and way-�nding. Our approach is to focus on two scenarios:
(1) the Life Tunnel exhibit is a relatively structured space
in which we aim to understand the collective behavior; (2)
the California Science Center �rst �oor is a large space,
including both non-line of sight topology and open areas,
in which navigational choices related to explicit tasks canbe
systematically studied.

Ongoing Work

We are currently working on several problems including:
(1) identifying a suitable bridging scenario, which could
potentially be based on a emergency evacuation in order
to consider both important way-�nding and macroscopic ef-
fects; (2) implementation and evaluation of batch algorithms
in order to estimate position and density more effectively;
(3) experiments and models to detail the role of attention
biases and memory induced by the distribution of agents on
navigation decisions and search strategy.
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