Estimating and Influencing User Mental Models of a Robot’s Perceptual Capabilities: Initial Development and Pilot Study

Matthew Rueben  
Maja J. Matarić  
Department of Computer Science  
University of Southern California  
Los Angeles, California, USA  
{mrueben,mataric}@usc.edu

Eitan Rothberg  
The Ohio State University  
Columbus, Ohio, USA  
rothberg.10@buckeyemail.osu.edu

Matthew Tang  
University of California Berkeley  
Berkeley, California, USA  
matthewtang@berkeley.edu

Figure 1: Pilot study participants played a custom-designed, web-based game to simulate a collaborative human-robot interaction. First, a room is chosen from four floorplans (bottom left). Room B, which requires the robot to have either color tracking or directional sound tracking capabilities to complete, is currently magnified (top left). After this selection, a video is shown of a Kuri robot either succeeding or failing at the task(s) in that room (right; video frame cropped slightly for fit).

ABSTRACT

People develop mental models of robots to improve their interactions with them, but predictions from these models are not always accurate. Robots often fail to communicate their capabilities, especially perceptual capabilities—i.e., what they can sense and understand about the world. This paper describes ongoing preliminary work [8] towards enabling robots to autonomously estimate and influence human beliefs about robot perceptual capabilities. A custom-designed, web-based game is being used to establish feasibility and guide ongoing work. Our approach is discussed along with results from a pilot study.

ACM Reference Format:

1 INTRODUCTION

As people develop mental models of complex systems, those with more accurate mental models are more effective at using those systems [1]. In the case of a robot, accurately understanding its perceptual capabilities in particular is important not only for collaboration but also for privacy [9]. Users can easily form incorrect impressions of robots’ perceptual capabilities due to stereotyped expectations [6], difficult-to-see sensors [2], or being misled by the robots’ behaviors [7]. It seems good for robots to be able to detect these discrepancies and repair them as part of ongoing interactions.
Our vision is to enable robots to estimate and influence humans’ mental models of their perceptual capabilities as we have already formulated in more detail [8]. This late-breaking report describes ongoing work using a custom-designed, web-based game to evaluate the feasibility of this vision and guide our next steps.

2 BACKGROUND AND RELATED WORK

Users of commercially available robots typically do not have insider knowledge about how the robots work. Instead, they rely on the “system image”: aspects of robots that are observable, including physical appearance and behavior, which become the basis for the users’ mental models that explain and predict robot behavior [5]. Work has been done towards estimating and influencing human mental models of robots: e.g., by Nikolaidis et al. [3] for manipulation capabilities [4]. Inasmuch as our work focuses specifically on mental models of robot perceptual capabilities, it is the continuation of the work by Rueben et al. [7], which we believe to be the first exploratory work in that area.

3 DOMAIN: A COLLABORATIVE GAME

3.1 Goals
We focused on using the robot’s non-verbal behaviors to communicate information about its perceptual capabilities. This could be especially important for interactions in noisy environments or from a distance, when dialogue is difficult or impossible.

Inferring and influencing a person’s mental model using only non-verbal communication is very difficult in brief, unstructured interactions. Therefore, a game was designed to facilitate a proof of concept study. The game was designed such that the robot’s actions contain information about its capabilities and the human’s actions contain information about his or her mental model of the robot. The game board was designed such that the robot must communicate its perceptual capabilities to the human during the game to earn the highest possible score.

3.2 Game Design
A custom-designed, web-based game was created for development and testing with human players. It combines an on-screen interface with videos of a real Kuri robot attempting the chosen perception tasks. There are 5 floors with 4 rooms each. The robot and the human take turns choosing a room for the robot to enter. If it has the necessary skills to succeed at all the tasks in the room, the robot earns that room’s reward points. If it fails at any of the tasks, it earns no points. There are 6 possible skills. The robot has LIDAR navigation, color tracking, face detection, and directional sound tracking; it does not have natural language understanding or object recognition. The robot knows which skills it has, and in which rooms it will succeed or fail. The human, on the other hand, is not even given the list of possible skills. Instead, the human is shown a cartoon floorplan (see Figure 1) of each room that describes what tasks the robot has to complete to earn that room’s reward.

3.3 Simulator Design and Search Algorithm
The robot maintains as part of the game state a belief state of $2^6 = 64$ probabilities, one for each possible combination of the 6 skills that the human could believe it has. Currently it is assumed that the human is perfectly rational, understands which skills are required by each room, and reasons as if the robot has a 100% success rate when it has the necessary skills and a 0% success rate when it does not (which is indeed how the game currently works). Whenever the human chooses a room that does not give the highest expected value for the robot’s estimate of the human’s current beliefs, the robot uses a simple heuristic to move its estimate closer to one that would make sense of the human’s actions.

A Monte Carlo Tree Search (MCTS) is used to find robot actions that are likely to lead to a high combined score for the robot and human. The robot is given 5 seconds to build up the MCTS by doing as many traversals of the tree as possible. When the time limit expires, the robot chooses the best next robot action from the tree.

3.4 Pilot Study Results
Eighteen participants were recruited to play the game in an exploratory pilot study. At the end of the game, each pilot participant was told the 6 possible robot skills and asked to rate his or her beliefs about each one on a 7-point scale, with 7 indicating strong belief that the robot had that skill, 1 indicating strong belief that it did not, and 4 being neutral.

The pilot results suggest (but do not prove) that our algorithm improves the robot’s ability to teach humans the necessary information about what skills it has. The majority of pilot participants said they ended the game with a greater than neutral certainty that the robot had each of its true skills: 12/18 said so for LIDAR navigation, 15/18 for color tracking, 12/18 for face detection, and 11/18 for directional sound tracking. Similarly, a majority said they had less than neutral certainty about each skill the robot actually did not have: 10/18 said this for natural language understanding and 14/18 for object recognition.

3.5 Planned Full-Scale Study
We plan to run an online study to provide proper evidence that our algorithm is improving the robot’s ability to communicate its perceptual capabilities. Besides having a small sample size, the pilot study did not compare the beliefs of participants who play with a robot that used our algorithm with those who play with a greedy robot that simply selects the best reward on each floor. The larger study will also explore how each room actually updates the human player’s beliefs, and the impact of the order in which rooms are encountered. Findings will enable the robot to make more data-driven, personalized action choices and belief estimate updates.

ACKNOWLEDGMENTS
This work was supported by an NSF NRI grant for “Socially Aware, Expressive, and Personalized Mobile Remote Presence: Co-Robots as Gateways to Access to K-12 In-School Education”, NSF IIS-1528121. Authors Rothberg and Tang were also partially supported by the USC Viterbi Summer Undergraduate Research Experience (SURE) Program. The authors are grateful to Prof. Stefanos Nikolaidis for his advice on problem formulation. We also acknowledge Christopher Birmingham for his approach to how robots can estimate and influence user trust that inspired this work.
REFERENCES


