From Local Interactions to Collective Intelligence

Maja J. Matarić

Value Center for Complex Systems, Computer Science Department, Brandeis University, Waltham, MA 02254-9110, USA
majaji@brandeis.edu

Abstract This paper describes a research program with the goal of understanding the types of simple local interactions which produce complex and purposeful group behaviors. We describe a synthetic, bottom-up approach to studying group behavior, consisting of designing and testing a variety of social interactions and scenarios with artificial agents situated in the physical world. We propose a set of basic interactions which can be used to structure and simplify the process of both designing and analyzing group behaviors. We also demonstrate how these basic interactions can be simply combined into more-complex compound group behaviors. The presented behavior repertoire was developed and tested on a herd of physical mobile robots demonstrating avoiding, following, dispersing, aggregating, homing, flocking, and herding behaviors.

Keywords: Group behavior, collective intelligence, social interaction, behavior-based control, mobile robots

1 Introduction

Intelligence is a social phenomenon. Most intelligent animals exist in a society, obey its rules, and reap its benefits. Societies vary in size and complexity, but have a key common property: they provide and maintain a shared culture. To be understood, individual intelligence must be observed and analyzed within its social and therefore cultural environment. In contrast to traditional AI, which addresses intelligence as an isolated phenomenon, our work is based on the belief that intelligent behavior is inextricably tied to its cultural context and cannot be understood in isolation. This emphasis is similar to the founding principles of ethology, the study of animal behavior. Unlike the behavioral branch of biology, ethology studies animals in their natural habitat.

This paper is a combination of previously published work from Matarić (1992) and Matarić and Brooks (1993). The work reported here was done at the MIT Artificial Intelligence Laboratory.
habitats. Similarly, this research attempts to understand intelligent behavior in its natural habitat: situated within a culture.

The complexity of culture results from the local interactions among individuals. This research will focus on exploring simple local social interactions which result in purposeful group behaviors.

Nature abounds with systems whose complex global behaviors emerge from simple local interactions at all scales, from the subatomic (Gutzwiller 1992), to the semantic (Minsky 1986), to the social (Deneubourg, Goss, Franks, Sendova-Franks, Detrain & Chretien 1990). In contrast to those bottom-up effects, most of AI relies on top-down modularity. As expressed by Simon (1969), a system is well designed if it is analyzable through decompositions into non-interacting modules. However, imposing such modularity minimizes precisely the kind of local interactions that seem to generate complexity in nature. The global behavior of complex systems, such as groups of social agents, is determined by the local interactions of their constituent parts. These interactions merit careful study in order to understand the global behavior of the society. In natural systems, such interactions resulted in the evolution of complex and stable behaviors that do not lend themselves to traditional, top-down style of analysis.

In order to reach that level of complexity synthetically, such behaviors must be generated through a similar, interaction-driven, incrementally refined process. In this paper we describe such an approach, a combination of bottom-up experiments and theory with the purpose of designing, observing, and formalizing group behaviors. In particular, our work deals with the problem of controlling a group of autonomous agents, such as a colony of robots foraging and collecting objects, or a group of agents learning from each other. Beni & Wang (1990) refers to such “swarm intelligence as the interplay of computation and dynamics.” The goal of our work is to explore that interplay and determine how to best, and most simply, design the computational component in order to take advantage of the dynamics.

2 Related Work

Interactions between artificial agents have been studied almost entirely in simulation. For example, Steele (1989) describes a simulation of simple robots using the principles of self organization to perform a gathering task. Brooks, Maes, Mataric & Moore (1990) report a set of simulations in a similar domain, with a fully decentralized collection of non-communicating robots. Arkin (1992) describes a schema-based approach to designing simple navigation behaviors to be extended to multiple physical agents.

The field of Artificial Life (Alife) focuses on bottom-up modeling of biological complex systems. In particular, Alife features much work on simulating ant colonies (Colonii, Dorico & Maniez 1992, Beni & Packard 1992, Droguet, Ferber, Rambert & Fromental 1992, Travers 1998) and many others. Deneubourg et al. (1990), Deneubourg & Goss (1989), and their other work describes experiments with real and simulated ant colonies and examines the role of simple control rules and limited communication in producing trail formation and task division. Deneubourg, Theraulaz & Beckers (1993) define some key terms in swarm intelligence and discuss issues of relating local and global behavior of a distributed system. Asead & Packard (1982), Hogeweg & Hesper (1985) and other related work also report on a variety of simulations of simple organisms collectively producing complex behaviors emerging from simple interactions.

In contrast to the majority of Alife research, this work is concerned with fewer but individually more intelligent agents, and the behavior emerging from their interactions.

3 Emergent Behavior

Emergent behavior is one of the main topics of research in the field of swarm intelligence. It is manifested by global states or time-extended patterns which are not explicitly programmed in, but result from local interactions among the system’s components. Emergent behavior can be observed in any sufficiently complex system, i.e., a system which contains local interactions with spatial and/or temporal consequences.

Emergent phenomena are appealing because they appear to provide something for nothing, such as interesting collective behaviors emerging without a priori design or analysis of the system. In reality, any purposeful behavior must be obtained either analytically or empirically. In this paper we will describe how a particular type of emergent collective behavior can be reliably obtained empirically, with just one agent, and used as a tool. The next section addresses the difficulties of the alternative, analytical approach.

3.1 Analyzing Complex Behavior

Analyzing and predicting the behavior of a single situated agent is an unsolved problem in robotics and AI. Even highly constrained domains are intractable, and realistic worlds usually do not contain the structure, determinism and predictability necessary for strict formal analysis (Canny 1988, Brooks 1989 b, Brooks 1991). Predicting the behavior of a multi-agent system is generally even more complex than the single-agent case. In general, no satisfactory solution exists for predicting the behavior of a system with non-trivial interacting components. Statistical methods used for analyzing particle systems do not directly apply as they constrain the type and amount of interactions among the components (Weinbuch 1991). While systems with large numbers of simple and simply interacting components can be analyzed this way (Wiggins 1990),
no tools are available for systems consisting of comparatively few but more complicated components with complex interactions.

Instead of attempting to analyze arbitrary complex behaviors, this work focuses on providing a set of behavior primitives that can be used for synthesizing and analyzing a particular type of complex multi-agent systems. We will describe a set of local interactions which produce cohesive collective behaviors in this domain, and can be combined into variety of more complex global behaviors. The behaviors we describe emerge from local interactions, but rather than being unexpected, are repeatable and well understood.

4 Basic Principles

The following principles form the basis for the methodology used in this work:

- Agents are homogeneous in terms of hardware and software. There are no a priori leaders or followers.
- Agents do not use any explicit one-to-one communication. Instead, all communication is based on sensing the external state of nearby agents. This is akin to synergistic communication in nature, which is based on modifications to the environment rather than direct message passing.
- Agents do not engage in any explicit cooperation. Instead, cooperation is implicit, and occurs through the world rather than through directed communication. Agents affect one another largely by means of their distribution and external state.
- Agents have no hidden goals. This work does not deal with the agents' underlying motivations, the possibility of cheating, competition, and ulterior motives. Agents are assumed to have a set of common, similar, or at least overlapping goals.
- Agents are able to detect other agents of the same kind. The ability to categorize the perceivable objects in the world into at least two classes, "others like me" and "everything else" is a necessary condition for intelligent collective behavior. With this ability, which is innate and ubiquitous in nature, even the simplest of interactions can produce purposeful collective behavior, as we will demonstrate in the following sections.

5 Basic Interactions and Combinations

Interactions between individual agents need not be complex to produce complex global consequences. Here we describe some of the simplest types of interaction that serve as a basis for a rich behavior repertoire.

Table 1 defines the interaction primitives, or basic behaviors, we have discovered to be functionally sufficient building blocks for designing a variety of complex behaviors in our domain. In this work, a primitive is any group behavior, constructed with simple local interactions, that can be used as a building block and cannot be reduced to one or more of the other primitives. The primitives are combined by concurrent execution, or by switching between behaviors (Matarzi 1994a). For example, Arching, a group behavior involving collective motion guided by a subset of the agents, could be constructed with a combination of flocking and homing. The agents on the fringes and at the front of the herd engage in homing behavior while the rest flock. Other examples of more complex behaviors, such as foraging, can also be implemented from a subset of the above primitives, as will be demonstrated shortly.

6 Methodology

Since complex interactive behavior depends strongly on the particular parameters of the system, in order to duplicate any such behavior it is necessary to either construct a very accurate model of the system, or to build the system and experimentally reproduce the behavior. Our work relies on the latter approach, a bottom-up experimental methodology, which drives and refines our theories. Although there is a great tendency to design behaviors around
solving a problem, or simulating a naturally occurring system, it is necessary to go beyond finding a working solution to evaluating the effects of various possibilities.

Rather than attempt to simulate biological systems, we try to elucidate the phenomena of social interaction by synthesizing, observing, and analyzing similar phenomena. Consequently, our evaluation criteria are based on performing and analyzing a variety of experiments in our synthetic domain.

Our group behavior experiments are implemented and tested on a collection of twenty physically identical mobile robots. Each robot is a 12"-long four-wheeled vehicle, equipped with one piezo-electric bump sensor on each side and two on the rear of the chassis. Each robot has a two-pronged fork lift for picking up, carrying, and stacking parts. For this purpose, the fork lift contains six infra-red sensors: two pointing forward and used for detecting objects, two break-beam sensors for detecting a puck within the "jaw" and "throat", and two down-pointing sensors for aligning the fork over an object (figure 1).

The robots are equipped with radio transceivers, which use two radio base stations to triangulate the robots' position, and transmit and receive one byte of data per robot per second. The radio system is used for data gathering and for simulating additional sensors. In particular, radios are used to distinguish robots from other objects in the environment, an ability which cannot be implemented with the on-board IR sensors. The flexibility of the radio system also allows for testing a variety of sensing parameters.

The robot experiments are run fully autonomously with all of the processing and power on board. The robots are programmed in the Behavior Language, a parallel programming language based on the Subsumption Architecture (Brooks 1990 a, Brooks 1987). Their control systems consist of collections of parallel, concurrently active behaviors implementing the set of interaction primitives.

6.1 Hardware Implications

The types of experiments that can be implemented on robots are strongly constrained by the sensory, mechanical, and computational limitations of the hardware. In addition to the expected sensory and mechanical error, our robots suffer from inaccurate steering and radio transmission. Further, the infra-red sensors have long and varying ranges. Consequently, not only do different robots have different sensing regions, but the sensitivity of sensors on a single robot varies as well.

Hardware variability between robots is reflected in their group behavior. Although programmed with identical software, the robots behave differently due to their varied sensory and actuator properties. Small differences between individuals become amplified as many robots interact over extended time. As in nature, individual variability creates richer, more complex interactions and thus demands more robust and adaptive behavior. The described interaction primitives were designed to be general enough to span a variety of mechanical and sensory variations. As with any physical system, the particular parameter values were tuned to the specifics of the system. The resulting interaction primitives were robust and repeatable within the allowable margins of the hardware.

7 Experimental Results

This section describes the robot implementation of the basic interaction primitives, and illustrates their performance. The results are plotted as the robots' position over time, based on radio data, displayed from a top view, and using trails to indicate time history. The sizes of the robots and the testing area shown in the display are scaled to the exact dimensions of the physical environment. The robots are shown as black rectangles aligned in the direction of their heading, with the ID numbers in the back, and white arrows indicating the front. The corner display shows actual elapsed time, in seconds, for each snapshot of the experiment. The data is also available on video tape.
7.1 Collision Avoidance

Moving while avoiding collisions is perhaps the most studied topic in mobile robotics. Finding a guaranteed general-purpose collision avoidance strategy for an agent situated in a dynamic world is difficult. In a multi-agent world the problem can become intractable. Observation of biological systems suggests that insects and animals do not have precise avoidance routines. Instead, they are equipped with a simple basic avoiding behavior which is effective most of the time, and a small number of special-purpose behaviors for the few important specific cases (Wehner 1987). Inspired by those data, we designed the following avoidance strategies:

Avoid-Other-Agents:
If an agent is within $d_{\text{avoid}}$
  If the nearest agent is on the left
turn right
  otherwise turn left.

Avoid-Everything-Else:
If an obstacle is within $d_{\text{avoid}}$
  If an obstacle is on the right only, turn left.
  If an obstacle is on the left only, turn right.
  After 3 consecutive identical turns, backup and turn.
  If an obstacle is on both sides, stop and wait.
  If an obstacle persists on both sides,
turn randomly and back up.

The Avoid-Other-Agents behavior takes advantage of group homogeneity. Since all agents execute the same strategy, the behavior can rely on the resulting spatial symmetry and take advantage of it. If an agent fails to recognize another with its other-agent sensors (in this case radars), it will subsequently detect it with its collision-avoidance sensors (in this case IRs), and treat it as a generic obstacle, using the Avoid-Everything-Else behavior.

To increase robustness and minimize oscillations, our strategies take advantage of the unavoidable noise and errors in sensing and actuation, which result in naturally stochastic behavior. This stochastic component guarantees that the an avoiding agent will not get stuck in infinite cycles and oscillations. In addition to the implicit stochastic nature of the robots' behavior,

Figure 2. Continuous following behavior of 3 robots. The entire time history of the robots' positions is plotted.

Avoid-Everything-Else also utilizes an explicit probabilistic strategy by employing a randomized move.

7.2 Following

Following can be implemented as an inverse of avoidance:

Follow:
If an agent is within $d_{\text{following}}$
  If an agent is on the right only, turn right.
  If an agent is on the left only, turn left.

Our robots use the same sensors for both behaviors. They convert binary IR sensors into "range" sensors through the use of time. Distance from the object being followed is in terms of time to collision is estimated from the time an object has continuously remained within the IR sensor range. Figure 2 illustrates following on 3 robots.

Following is analogous to chemotopaxis exhibited by ants (Calenhuhr & Deneubourg 1992). While ants use the differential in pheromone intensity perceived by the left and right antennae to decide in which direction to turn, our agents turn based on the binary state of the front two IR sensors.

Under conditions of sufficient density, collision avoidance and following can produce more complex global behaviors. For instance, chemotopaxis
ants exhibit emergence of unidirectional traffic lanes. The same lane-forming effect could be demonstrated with robots executing following and avoiding behaviors. However, more complex sensors than IRs must be used in order to determine which direction to follow. If using only IRs, the robots cannot distinguish between other robots heading toward and away from them, and are thus unable to select whom to follow.

7.3 Dispersion

In order to balance goal-directed behavior against interference, the agents must be able to not only avoid but also escape congested situations. A robust dispersion behavior can be designed as an extension of the existing collision avoidance. While collision avoidance relies on the presence of a single agent, dispersion uses the local distribution (i.e., the locations of other agents within the range of the agent's sensors) in order to decide in which direction to move. The algorithm computes the local centroid to determine where most of the nearby agents are, and then moves away from that direction. Figure 3 illustrates dispersion with 3 robots.

**Dispersion:**

If one or more agents are within d_disperse move away from Centroid_disperse.

In situations of high density, the system can take a long time to achieve a dispersed state since local interactions propagate far, and the motion of an individual can disturb the state of many others. Thus, dispersion is best viewed as an ongoing process that maintains a desired distance between agents while they are engaged in other behaviors.

7.4 Aggregation

Aggregation is the inverse of dispersion. Its goal is to bring all of the agents within a pre-specified distance from each other.

**Aggregate:**

If nearest agent is outside d_aggregate turn toward the local Centroid_aggregate, go.

Otherwise, stop.

Dispersion and aggregation are similar to behaviors exhibited by army ants in the process of stabilizing the temperature of a bivouac. Individual ants aggregate and disperse by following the local temperature gradient (Franks 1989). Temperature control is a side-effect of these two interactions. Similarly, density control could be used as a means of collecting and distributing objects in the environment, as in the foraging and sorting behaviors described earlier.

7.5 Homing

The simplest homing strategy is a greedy local one:

**Home:**

If at home stop.

otherwise turn toward home, go.

Figure 4 illustrates the homing behavior of five robots. The data illustrates that the actual trajectories are far from optimal, due to mechanical and sensory limitations, in particular due to the error in the sensed position.

Individual homing is effective as long as the density of agents is sufficiently low. If enough agents are trying to home, they begin to interfere with each other. Interference worsens if the agents have non-zero turning radii, unequal velocities, or are subject to sensor and control errors. All of the above conditions are common in robots, suggesting the need for some form of group.

![Figure 3: Dispersion behaviors of 3 robots](image-url)
Figure 4: Homing behaviors of 5 robots. Four of the five robots reach home quickly and the fifth joints them about 60 seconds later.

navigation. Flocking is an example of such navigation.

7.6 Flocking

Flocking is an essential means for a group² of agents to move together. Instead of constituting a new interaction primitive, flocking can be implemented as a combination of other primitives: avoidance, aggregation, dispersion, and homing. Each of these constituent behaviors commands a velocity to the effector that results in a stop, go, or turn. Flocking weights and combines these outputs.

Weight the inputs from 
avoid, aggregate, disperse, and home
then compute a turning vector.
If in the front of the flock, 
slow down.
If in the back of the flock, 
speed up.

The choice of weights on the behavior outputs depends on the dynamics and mechanics of the agents, and the range of the sensors. A flocking behavior can be implemented with avoidance, aggregation and dispersion alone, but the flock would not move to a particular location but instead follow whatever

²A group is defined to be a collection of size three or more.

Figure 5: Flocking behavior of 5 robots. The robots are started out in a nearly lined-up dispersed state. They quickly establish a flock and maintain it as the positions of the individual robots within the flock fluctuate over time.

direction the robots in the front are taking. Homing provides the flock with a consistent direction or a final goal location.

The flocking algorithm was inspired by an elegant graphics simulation of bird flocking implemented by Reynolds (1987). However, the robot implementation required many more details than the simulation, due to the complex robot interaction dynamics. Figure 5 demonstrates two runs of the flocking behavior with five robots.

7.7 Foraging

Foraging is a classical task for both animals and mobile robots. In both cases, the agents search for objects, collect them, and take them to a prespecified destination. Foraging can be implemented as a combination of the described basic interaction primitives. Unlike flocking, which combines the outputs of concurrently active constituent behaviors, the controller in foraging switches between the different behaviors under appropriate sensory conditions.

The high-level goal of a foraging group is to collect objects from the environment and deliver them home. In addition to having the basic social interaction repertoire, individual agents are also able to recognize and manipulate objects. However, they have no model of the environment, nor a global view of it.

The internal behavior structure of the each of the agents is identical, and specifies the conditions triggering each of the basic social primitives (Figure 6). Foraging is initiated by dispersion, followed by a search for objects. Finding an object triggers homing. Encountering another agent with a dif-
different immediate goal (as manifested by its external state, e.g. not carrying an object), induces avoidance. Conversely, encountering kin, another agent with the same external state (carrying something or approaching an area with free objects) triggers following. Three or more followers initiate flocking. Reaching home and depositing the object restarts dispersion.

Foraging demonstrates how basic interaction primitives can be combined into a higher-level compound behavior. The combination is simple in that conflicts between two or more interacting agents, each potentially executing a different behavior, are resolved uniformly due to agent homogeneity. Since all of the agents share the same goal structure, they all respond to the environmental condition consistently. For example, if a group of agents is flocking toward home and it encounters a few agents dispersing, the difference in the agents' external state will either induce kin following or non-kin avoidance, thus dividing the group again.

Figure 7 illustrates an example foraging run with six robots. Initially, the pucks are located in a pile in the lower left-hand part of the workspace. Over time, the robots gradually move the pucks into the home region, marked with a grey bounding box.

8 Heterogeneous Groups

In the experiments described so far, the agents were fully homogeneous. As a control study, as well as an attempt to address a larger variety of social interactions, we introduced dominance hierarchies into our agent societies.

We tested the performance of dominance hierarchies using hierarchical control strategies on two of the basic behaviors described above: aggregation and dispersion. These two behaviors were chosen because simple performance evaluation criteria could be applied. Specifically, given sufficient space, aggregation and dispersion can reach a static state, i.e. obtain the desired distance between the agents. Consequently, it is relatively simple to compare the performance of different aggregation and dispersion algorithms based on the time each required to reach static termination conditions. In contrast, following and flocking are not as simply evaluated due to their dynamic nature.

In this set of experiments the collection of agents was classified into a total order, based on a randomly assigned unique ID number, simulating an established pecking order in the group (Clance 1982, Clance & Kohner 1987). Unlike the homogeneous algorithms, in which all agents moved simultaneously according to identical local rules, in the hierarchical case the ID number determined which agents were allowed to move while others waited. (In all cases, a simple precedence order was established such that within a small radius the agent with the highest ID got to move.) As in the homogeneous case, we tested multiple hierarchical algorithms for each of the group behaviors.

Using the software environment, we conducted 20 experiments with each
Figure 8: The performance of two different aggregation algorithms based on time required to reach static state. Two termination conditions were tested: a single aggregate (data points shown with boxes) and a few stable groups (data points shown with dots). The performance of hierarchical algorithms is interpolated with solid lines while the homogeneous ones are interpolated with dotted lines.

group size (3, 5, 10, 15, and 20 agents) and each of the algorithms. Additionally, we tested the algorithms on two different degrees of task difficulty. For aggregation, we tested two terminating conditions: a single aggregate containing all of the agents, and a small number of stable aggregates. The former terminating condition is more difficult. Similarly, for dispersion we tested two initial conditions: a random distribution of initial positions, and a packed distribution in which all of the agents start out in one half of the available space. The latter condition is more difficult.

We found that, in the case of aggregation, hierarchical strategies performed slightly better than totally homogeneous ones. Figure 8 plots the average number of moves an agent takes in the aggregation task against the different group sizes and the two different terminating conditions: a single aggregate and a few stable groups. Both hierarchical and homogeneous algorithms behaved as expected, improving on the simpler of the two terminating conditions. Their performance declined consistently with the growing group size.

Unlike aggregation, in the case of dispersion, homogeneous strategies outperformed hierarchical ones. Figure 9 plots the average number of moves an agent makes in the dispersion task for the different group sizes on two different initial conditions: a random distribution, and a packed initial state. Again, both hierarchical and homogeneous algorithms improved with the easier initial conditions.

Figure 9: The performance of two different dispersion algorithms based on time to reach static state. Two initial states were tested: a random distribution (data points shown with stars) and a packed distribution (data points shown with crosses). The performance of the hierarchical algorithms is interpolated with solid lines while the homogeneous ones are interpolated with dotted lines.

Although the performance difference between the homogeneous and hierarchical algorithms was repeatable and consistent, it was small, and its magnitude barely surpassed the standard deviation among individual trials for each of the algorithms and group sizes. The standard deviation was particularly significant in the case of small (3 and 5) group sizes. We believe that the difference between the two strategies would be negligible on physical agents.

The experiments comparing simple hierarchical and homogeneous algorithms demonstrate that for the described domain simple hierarchical strategies do not improve the global performance. In our experiments, hierarchies were assigned randomly since all of the agents are identical. More complex hierarchical strategies could be devised, but would require an increased perceptual and cognitive overhead. From our data we can hypothesize that for simple spatial domains 1) the simplest, homogeneous solution works well, and 2) quite a bit more knowledge and processing is required to significantly improve it.

9 Extensions

This paper has described our work on a methodology for principled design of group behaviors based on simple local interactions. Besides demonstrating basic interactions and their combinations, we have also implemented
a method for automatic generation of higher-level behaviors through an
adapted process of unsupervised reinforcement learning (Matarić 1994 a).
We applied this method to learning to forage and generated a performance
comparsable to that of the hard-wired algorithm within fifteen minutes of
real-time learning (Matarić 1994 c). Furthermore, we have successfully ap-
plied the learning method to acquiring not only higher-level behaviors but
also social rules such as "milking" and "communicating" (Matarić 1994 b).

Our current work applies the basic behavior paradigm to different types of
robots and tasks, as well as to heterogeneous groups. Finally, our future work
extends the learning paradigm to allow for detecting sequences of states and
actions, and storing the observed information. This ability to imitate can be
used to propagate local interactions globally, both spatially and temporally, in
a form of "social learning." This type of learning through imitation is ubiquitous
in nature (McFarland 1985) and appears to be innate. Our continuing work
utilizes the described behavior primitives as the basis for social interactions
learnable through imitation.

10 Summary

This paper has described a research program with the goal understanding the
types of simple local interactions which produce complex and purposive group
behaviors. We described a synthetic, bottom-up approach to studying group
behavior, consisting of designing and testing a variety of social interactions
and scenarios with artificial agents situated in the physical world. Specifically,
we introduced a set of basic interactions or primitives which can be used to
structure and simplify the process of both designing and analyzing group
behaviors. We also showed that for simple spatial behaviors no dominance
hierarchies are necessary, or indeed helpful.

We hope that synthesizing and observing group behavior will offer in-
sights into understanding social interactions in biology, as well as help derive
methods for principled behavior control in robotics and AI.

Acknowledgements

Many thanks to Matthew Marjanović, Stanley Wang, and Owen Wessing for
making the mainly robot, but also, and helping its collective intelligence
emerge in spite of many hardware problems. Matt wrote and debugged the
flocking software as well as the software for recording and displaying robot
data.

The research reported here was done with the MIT Artificial Intelligence
Laboratory. Support for this research was provided in part by the Jet Propul-
sion Laboratory contract N60014-91-J-3038 and in part by the Advanced Research
Projects Agency under Office of Naval Research grant N00014-91-J-3038.

References

Arkin, R. C. (1992), Cooperation without communication: Multiagent schema-
based robot navigation, Journal of Robotic Systems

Azad, A. & Packard, N. (1992), Emergent colonization in an artificial ecology, in

Benz, G. & Backwood, S. (1992), The maximum entropy principle and sensing in

Benz, G. & Wang, U. (1989), Swarm intelligence in cellular robotic systems, in

Brooks, R. A. (1987), A hardware reprogrammable distributed layered architecture
for mobile robot control, in IEEE International Conference on Robotics and
Automation, Raleigh, NC, pp. 106-110

AIM-1127, MIT Artificial Intelligence Lab

Brooks, R. A. (1990 b), Challenges for complete creature architectures, in J. A.


Brooks, R. A., Maes, P., Matarić, M. J. & Moore, G. (1990), Lunar base con-
struction robots, in IEEE International Workshop on Intelligent Robots and
Systems (IROS-90), Tokyo, pp. 383-392


Canby, J. F. (1985), The Complexity of Robot Motion Planning, MIT Press, Cam-
bridge, MA

Chase, I. D. (1982), Dynamics of hierarchy formation: The sequential development of
dominance relationships, Behaviors 80, 218-240

Chase, I. D. & Rohwer, S. (1987), Two methods for quantifying the development of
dominance hierarchies in large groups with application to harris' sparrow's, Animal Behavior

Colom, A., Beringo, M. & Mamenzo, V. (1992), Distributed optimization by ant

Ethology, Ecology and Evolution I, pp. 295-311


