Behavior-Based Architectures for Intelligent Control

Maja J Mataric
MIT Artificial Intelligence Laboratory
545 Technology Square #721
Cambridge, MA 02139
maja@ai.mit.edu

October 9, 1992

Abstract

This paper discusses the basic properties of behavior-based architectures for controlling intelligent real-time systems situated in the physical world. In particular, it describes key issues of behavior-based systems, including behavior communication and arbitration, built-in knowledge versus run-time information, and the role of distributed representation and world modeling. It compares the described properties of behavior-based systems with those of the two alternatives: purely reactive and planner-based approaches. The paper elaborates a methodology for developing a behavior-based control system for a given application, and uses existing implemented systems to illustrate the design process. Finally, it compares the three approaches to control on the domain of multiple-robots.

1 Introduction

The last decade has witnessed a growing interest in the field of architectures for intelligent control. Two leading schools of thought have differentiated: reactive control and planner-based control. More recently, behavior-based control has evolved from the reactive school.

This paper begins by describing the main and distinguishing properties of these three approaches. It compares them along the dimensions of expressive and computational power and ease of design. Next, the paper describes some key features of behavior-based control and contrasts them to the two alternatives. The process of designing a behavior-based system is explained and illustrated through an existing functional model implemented on a mobile robot. The last section of the paper discusses the extension of behavior-based control to multiple-robot systems.

The goal of this paper is to put the three approaches in perspective relative to the main issues defining the problem of intelligent control.
2 Planning versus Reacting

Much discussion about control architectures revolves around deciding when to plan and when to act. This decision opens a Pandora’s box of related issues including deliberation versus real-time control, distributed versus centralized control, and monolithic versus hierarchical control. The ways in which these issues are addressed by each of the approaches has major implications on how applicable each of them is to a particular task. In this section, we describe the key properties of the three main approaches to intelligent control. In the following sections we discuss their implications.

At one extreme of the control spectrum lie traditional planner-based strategies. These are defined by a centralized world model used for storing and verifying sensory information and selecting actions (see for example Giralt, Chatila & Vaisset (1983), Chatila & Laumond (1985), Moravec & Cho (1989) and many others). The information in the world model is used by the planner to produce the most appropriate sequence of actions for the task at hand.

In contrast to planner-based strategies, purely reactive approaches implement the control strategy as a collection of condition-action pairs with minimal state (see for example Brooks & Connell (1986), Agre & Chapman (1987), Connell (1990), and others). These systems maintain no internal models and perform no search, but simply look-up and command the appropriate action for each set of sensor readings. They rely on a direct coupling between sensing and action, and a fast feedback loop through the world.

Recently, hybrid architectures have gained popularity (Arkin 1989, Bhatt, Gaw & Meysted 1989, Payton 1990, Connell 1991). They offer a compromise between purely reactive and planner-based approaches by employing a reactive system for low-level control, and a planner for higher-level decision making. These approaches separate the control system into two or more communicating but otherwise independent parts. In most cases, the low-level reactive process takes care of the immediate safety of the robot, while the higher level uses the planner to select action sequences. For the purposes of this paper, hybrid architectures belong to the same class as planner-based systems, based their use of a centralized planner.

Behavior-based strategies fall between the purely reactive and the planner-based extremes. The performance of such systems is the observed manifestation of the interaction of the constituent modules and the world. In particular, the demands of situated, embodied systems are a driving force behind behavior-based research. This approach grew out of reactive work of Brooks (1986), Rosenschein & Kaelbling (1986), and Agre & Chapman (1990), and was extended by Maes (1989) and others. Like reactive systems, behavior-based systems are distributed in nature; they consist of a collection of parallel, concurrently executing behaviors devoid of a centralized planner or arbiter. In contrast to reactive systems, their constituent behaviors are more powerful than purely reactive rules.

The next section compares computational and expressive power properties of these three approaches.
3 Computational and Expressive Power

From the purely computational point of view, all three of the discussed approaches to control are equivalent, as they all implement a universal programming language (Hopcroft & Ullman 1979). Although formally equivalent, the three differ in the way they process information, thus demanding different design and programming styles and bringing to bear different control issues.

The only available criterion for evaluating control architectures is their appropriateness for a given task. Purely reactive strategies have been shown to be effective for a variety of problems that can be well defined at design time (Schoppers 1987). However, due to their inability to gain much new information dynamically, they are inflexible at run-time (Mataric 1992a), and thus ill-suited for applications which require the system to acquire new information in order to perform effectively.

Although often confused in the literature, purely reactive and behavior-based strategies differ fundamentally. While behavior-based systems embody some of the properties of reactive systems, and may contain reactive components, their computation is not limited to look-up. These systems may use different forms of internal representations and perform computations on them (Mataric 1992a).

Unlike purely reactive strategies, both planner-based and behavior-based systems are capable of acquiring new information and adapting to a dynamically changing world. Given the difference between a centralized and distributed models of computation, the two produce qualitatively very different control systems. While the approaches differ fundamentally, the performance of their applications may not. To date, no principled metrics of evaluations have been established in order to test and evaluate different instances of systems and compare them.

The next section defines some key terms which will be used in the rest of the paper for evaluating control system behavior.

4 Action versus Behavior

In order to compare the behavior of two control systems we must first define some terms which describe this behavior. For the purposes of comparative discussion, we propose the following definitions. An action is a basic effector command. It is an abstraction defined by the designer hiding the details of the controllers. The lower bound of action granularity is imposed by the physics of the effectors and their controllers. The upper bound is determined by the task.

A behavior is the effect of a sequence of situated actions over time. The behavior space for a system is the set of all behaviors resulting from the interactions of its action set and the environment. Behavior is defined with respect to an environment, and independently of the control system. Observing behavior allows us to reason about systems on an abstraction level independent of the details of a particular implementation. For example, we can observe wall following behavior independently of whether it is produced by a classical planner following a Voronoi path (Canny & Donald 1987), a potential field system computing a
direction vector from its distance to the wall (Brooks & Connell 1986), or a reactive system

A system reasons and acts in its action space. An observer, on the other hand, reasons
in the behavior space defined by the history of the system's actions in its environment.
Consequently, we reason about systems on the behavior level, but program and analyze
systems on the action level.

The next section uses the given definitions to discuss behavior design and illustrate it on
a working system.

5 Designing Behavior

A methodology for principled synthesizing and analyzing robot behavior is one of the key
unsolved problems in robotics and AI. Behavior synthesis in most cases consists of trial and
error, and analysis is difficult since no good tools exist for accurately modeling real systems.

Rosenschtein & Kaelbling (1986) and Kaelbling (1988) propose programming languages
for generating provably correct behavior. However, automated behavior synthesis is still a
distant goal. Lozano-Perez, Mason & Taylor (1984) describe a system for automated fine
motion planning, a subset of the general problem, in itself of forbidding complexity. In
contrast to selecting a subset of the synthesis problem and automating it, a later section of
this paper will discuss a set of general synthesis heuristics.

Behavior synthesis is the process of producing the desired system behavior from the
available actions. In classical planning systems (Dean, Basye, Chekaluk, Iyyun, Leijter &
1985), the behavior of the system corresponds to a path found by searching the action space.
In contrast, in reactive systems the behavior is the history of the system's actions, each of
which is looked up in the condition-action rule set (examples include Maes & Brooks (1990),
Agre & Chapman (1987), and Arkin (1987)). In the case of planning systems, the search
through the space of state-action pairs is performed by the system at run-time. In contrast,
in the case of reactive and behavior-based systems, the mapping between states and actions
is performed by the designer and is built-in. This results in fundamental differences in the
synthesis and analysis of the produced behavior, if not in its manifestation.

The condition-action pairs of a reactive system structure its behavior space. They encode
the paths which are, in classical systems, computed at run time. Consequently, designing
the rules of a reactive or a behavior-based system requires predicting all of the relevant
difference reduction paths from any state to any goal, and implementing the actions which
will perform the reduction. Since each action only provides the first step in a path to the
goal, the designer must guarantee that it will be consistent not only with the environment,
but also with the preceding actions.

Each action of a situated system is based on potentially different and often inconsistent
sensory data. Since reactive and behavior-based systems are based on a tight feedback loop
through the world, they do not rely on the precision of any individual action. This requires
the designer to employ information about the environment and its properties relevant to the
system's goals. Just as the information about the world is represented in the world models
of classical systems, in reactive and behavior-based ones it is implicitly integrated into the system's rules.

In the next section we describe the process of designing a behavior-based system and illustrate it with a specific example of an autonomous mobile robot. Subsequent sections discuss related issues including behavior arbitration, built-in knowledge, and representation.

6 Designing a Behavior-Based System

In this section we describe a general set of heuristics structuring the process of designing a behavior-based system. The process is illustrated with an example of an implemented mobile robot with the task of navigating, learning the structure of its environment, and finding paths to various goal locations.

6.1 Selecting the Action Set

The constraints on the rule selection problem are provided by the description of the system, the definition of its goal(s), and a characterization of its environment. In this example, we will use a wheeled robot base equipped with a ring of sonar sensors and a compass, the robot described in Mataric (1990) and Mataric (1992c). This system's goals were to continuously avoid obstacles, follow object boundaries, extract landmarks, and construct, maintain, and use a topological map of its environment. In this section of the paper we will use only the system's navigational abilities to illustrate various aspects of the behavior synthesis problem. The section on representation deals with the map learning and path finding problem.

The following section describes the process of using the constraints to generate the action-rules.

1) Specify the desired behavior(s) in qualitative terms.
   This defines the behavior in observer space. The behaviors are the goals of the system. In our example, they are collision avoidance and boundary following.

2) Specify the behavior in terms of the actions in the observer space.
   This is the process of breaking down the behavior into observable, disjoint actions, which will serve as subgoals in the process of reducing the difference between the current and the desired state. For collision avoidance, the subgoal is moving away from the obstacle. For boundary following, the subgoals include moving towards the boundary, moving away from the boundary, and remaining aligned with the boundary.

3) Specify the actions in terms of the system's effectors.
   This is the process of selecting the action set, and the point at which the decision about the granularity of control is made. In general, coarser actions are easier to reason about. The required precision of the task is the lower bound of the action granularity. The sole effector on our example system was a mobile base which had position and velocity control. This translates directly into direction (go forward, back up), heading (turn), and velocity
(stop) commands. With the goal of maximizing sensory awareness, all motions were small and incremental rather than ballistic.

The strength of reactive control is based on probabilistic convergence, resulting from constant sensing. Consequently, the process of difference reduction ought to capitalize on the sensory input. Rather than reducing a difference on a single sensory input, the reduction is an incremental process, allowing for dynamic error correction. For example, when our system is at some angle away from the boundary it is trying to follow, its immediate goal is to reduce the difference between its position and the position of boundary alignment. Instead of turning to the desired heading directly, the system makes only small unit turns which minimize the sensorless period and the probability missing any changes in the world.

6.2 Selecting the Condition Set

Having specified the action set, the process of behavior design is reduced to a mapping between this set and the relevant states. This is equivalent to filling in a lookup table of condition-action pairs. The goals for the system already loosely specify the relevant conditions. The appropriateness of each action is guaranteed locally if it reduces a difference between the current condition and the relevant subgoal.

A simple heuristic of behavior design is to minimize the interactions between the conditions (Simon 1969). The most desirable action layout is one in which the conditions for the actions are mutually exclusive, making the rules orthogonal. This is precisely the approach we implemented in the navigation behavior of our system. The conditions in the environment were divided into mutually exclusive sets, with corresponding independent actions, in the following way.

The global goal of the navigation modules of the system we implemented was to follow object boundaries while avoiding obstacles. Since the system's only perception of objects comes from their proximity as perceived by the sonars, we defined obstacles as any objects in the front of the robot, and boundaries as any objects on its sides. This division translated directly into the two relevant conditions in the environment: the presence or absence of objects in those regions. The space in front of the robot was divided into two regions: the danger zone, and the safe zone. (The threshold was derived empirically based on the robot's velocity and its sensor servo loop). An object in the danger zone is an obstacle. If one was detected, the robot would stop, then back up if the object persisted. An object in the safe zone caused the robot to turn away by a small, fixed amount. When coupled by a default rule of moving forward, the robot produced reliable collision-free random walk.

Viewed as a difference reduction process, the goal of the boundary following behavior was to continuously reduce the difference between the robot's current state and the goal state of being parallel to a boundary. The condition-action pairs implemented a simple function which turned the robot to the right if any of its rear right sonars detected an object in close range. The same rule was applied for the rear left sonars. An additional rule monitored the side sonars checking for discrepancies. If the back of the pair lateral sonars on each side of the robot detected a boundary within edging distance, but the front of the pair did not, the robot turned to that side. This rule enabled the robot to follow sharp corners and sudden direction changes.
The addition of these rules to the system did not interfere with its collision avoidance performance due to the mutual exclusivity of their causal conditions. Consequently, there was no need to arbitrate between their outputs.

While it is in theory possible, it is not always practical to represent the environment as a set of mutually exclusive non-overlapping conditions. For example, two subgoals can be triggered simultaneously in our system: if an obstacle is detected requiring a stopping action, and the perceived boundary requires a change in heading. A simple solution is to impose an arbitration scheme which puts a higher priority to collision avoidance than to boundary following. This is precisely what our system implemented. Another option is to represent this situation as yet another condition-action pair. In general, this approach would result in exponentially-sized rule set, which is both impractical and unnecessary.

This section of the paper has described how the task and the description of the system structure the process of rule and behavior design. The next section addresses the general issue of structuring a control system, and focuses on the problem of arbitration within reactive and behavior-based architectures.

7 System Organization

An often debated difference between centralized and distributed systems is their global organization: monolithic versus hierarchical module decomposition. All control systems employ a hierarchy of control in that they must translate the commanded action into effector actions. However, the more interesting notion of a hierarchy is one applying to the organization to the computation of the commanded action.

One of the key differences between planner-based and behavior-based architectures is that the former are designed top-down whereas the latter are bottom-up. Top-down approaches built around a centralized controller naturally produce hierarchical control structures (Bhatt, Gaw & Meyssel 1987). The hierarchies are based on the type and frequency of the computation. For example, hybrid systems separate fast, reactive, low-level computation from slower, less frequent, high-level processing.

7.1 Behavior Arbitration

In contrast to top-down approaches, bottom-up subsumption-based systems tend to be homogeneous, due to the more direct coupling of sensing and action, and minimizing intermediary modules. The result is collection of parallel, concurrently acting behaviors, with simultaneous and possibly contradicting demands on the actuators.

Consequently, behavior arbitration is one of the main issues in designing behavior-based systems. It is often cast as the action selection problem: deciding among potentially many actions and selecting one (Maes 1989, Brooks 1991). In the majority of behavior-based systems the solution is a built-in fixed priority ordering on the behaviors. It ensures that only one of the behaviors can have control over the actuators, and that control is always appropriated to the behavior with the highest priority within the given context.

In contrast to such hard-wired control methods, more flexible solutions have been suggested. Many of those are based on selecting an action by computing a multivariable func-
tion implicitly encoded in behavior activation levels. By spreading activation throughout the behavior networks and using carefully chosen thresholds for triggering actions, action selection can be tuned, as demonstrated by Maes (1989) and Brooks (1991), and even learned, as demonstrated by Maes & Brooks (1990). Yet another set of proposed approaches suggests voting schemes for behavior arbitration (Payton, Keirsey, Kimble, Krozel & Rosenblatt 1992).

7.2 Monolithic versus Hierarchical Control

The described approaches to behavior arbitration favor a flat, non-hierarchical organization among behaviors, with an implicit rather than explicit priority scheme. The motivation behind monolithic schemes is that while hierarchies are effective for structuring a system, they introduce a dependency chain among the modules which can cause a bottleneck in computation. One of the goals of subsumption-based systems is to eliminate such bottlenecks by distributing computational resources.

Behavior-based systems force the issue of hierarchical control in that they are capable of both reactive and deliberative behavior. Consequently, different parts of the system may be performing very different types of computation. One approach to modularity without hierarchies that has been employed in behavior-based systems is a flat, one-directional dependency among modules (Mataric 1991a). Specifically, a competence layer or module utilizes the information that may be made available by another module, but does not affect its computation. In this view, all layers are acting in parallel, utilizing each other’s effects, but without mutual dependence.

For the types and sizes of control applications that have been implemented to date, both monolithic and hierarchical solutions have been feasible. As increased demands of real-time systems push control architectures, it will become an empirical question as to what approach is more appropriate for what types of tasks.

8 Representation

The issue of representation appears to be the cornerstone of all debates comparing reactive and deliberative systems. As we discussed in a previous section, purely reactive systems are incapable of maintaining representations in the traditional sense. It is not that reactive rules cannot implicitly serve to represent information. However, for the purposes of this paper, we will refer to representation as some type of a mutable data structure containing information about the world which the system uses in order to make decisions about what actions to take. The difference between state and representation is necessarily blurred, as representation is simply lasting state in various forms.

Once a reactive system embeds a mutable representation, such as those used by Connell (1988) and Mataric (1990), it is no longer purely reactive. Instead, it fits in the same broad class of systems with representational power. The different ways of representing, again, are fundamentally equivalent, and can only be compared based on their applicability. The field of robotics and AI has seen a variety of representational trends, including procedural (Bobrow & Collins 1975), declarative (Sloman 1975), distributed, implicit, and analogical.
Trends have come and gone, and no conclusive results exist on classifying the different representational approaches based on their application.

The next section describes active representations, a type of representation designed specifically for use within behavior-based systems.

### 8.1 Active Representations

The goal of active representations is to capture the structure of the information being stored, and couple it with its function. The key properties of these representations are that they are totally distributed, and make no distinction between the data they store and the reasoning process they perform. In contrast to traditional data structures, they are not manipulated by an external reasoner or planner, but do the reasoning themselves.

Structurally, active representations are networks of homogeneous nodes. The semantics of the nodes and connections are designed to facilitate efficient network computation relative to the particular problem. Functionally, each network node is a process capable of storing information, and communicating with other nodes through network connections, which serve as both topological and communication links. Consequently, the topology of the network constrains its function in a task specific manner.

Each node stores a basic unit of information whose granularity is determined by the task. This declarative information is used by the procedural rules within the node. The rules specify the actions the node can perform, including how it communicates with other nodes in the representation and with the rest of the system.

Active representations have been applied to the problem of map building and path finding (Mataric 1990), as well as remembering and reconstructing stack structures. In this section we will illustrate the representation on the map building example, which was implemented on the navigation robot described earlier.

#### 8.1.1 An Implemented Example

As the robot traverses the environment, using the reactive obstacle avoidance and boundary following behaviors, it discovers landmarks. The landmarks are stored in a network which is made of exactly the same computational processes as the rest of the behaviors in the system. Each node is a concurrently active behavior encoding a single landmark descriptor (consisting of the landmark type, such as wall, corridor, irregular boundary, the compass direction, and the approximate length). Landmarks are added to the network in the order of discovery, representing physically adjacent landmarks in the world with topologically adjacent nodes in the network. The topology of the resulting network is isomorphic to that of the landmarks in physical space.

Activation spreading in the form of message passing is used to perform a global computation over such a distributed representation. Paths between locations in the network are found by spreading activation from the goal landmark. The activation is weighted by the distance it travels through the network. Based on the accumulated activation, from any landmark in the network the robot can make a locally optimal choice of direction, resulting in the globally shortest path to the goal. Changes in the environment are reflected by updating the topology of the network and thus the reachability of nodes.
8.1.2 Properties of Active Representations

Active representations share some key common features with procedural, analogical, and marker-based approaches. We consider each of these in turn.

Procedural representations encode information in terms of rules for its use. The procedural versus declarative controversy of the 60's ended when it was shown that either approach can be represented with the other, and the two were formally equivalent (Bobrow & Collins 1975). Subsequently, procedural representations largely fell out of favor. However, the direct translation of knowledge into action by encoding it within procedural rules makes these representations well suited for real-time behavior-based systems. Active representations are procedural in that they capture the property of actively performing the reasoning rather than being passive, manipulable data structures.

Analogical representations store information in a form which directly encodes the structure of the input, such as diagrams, flow fields (Steels 1989), and retinotopic maps (Funt 1980). Like procedural representations, when shown to be formally equivalent to classical declarative representations (Sloman 1975), they were abandoned by the majority of the field. However, the diagrammatic nature of analogical representations makes them well suited for representing detailed perceptual data, thus making them applicable to tasks which require a strong perceptual component. Active representations are analogical in that they maintain an isomorphism between the information in the world and its encoding in the network. This isomorphism is coded in terms of temporal and spatial sequences, which makes the resulting network into an implicit plan of action for reversing or replicating the process that constructed it. Consequently, our spatial network is convenient for retracing a path to any known location.

The expressive power of active representations is determined by the control strategy they execute. The same is true for deictic representations, which have been demonstrated on reactive systems (Agee & Chapman 1987). Deictic representations are place-holders for objects belonging to particular perceptual categories. (Chapman 1989) describes Blockhead, a stack-copying system which bypasses planning by using markers to keep track of relevant state. In Blockhead, a purely-reactive system, state is described by the position of the markers. Blockhead does not use a representation of the world since it assumes the existence of a retinotopic image from which the blocks are automatically extracted by the marker system. If the retinotopic image is not always available to the sensors, it can be stored in an active representation analogous to the one described in the navigation example above. Such a system was implemented and tested on a mobile robot capable of finding and stacking blocks (Mataric 1991b).

This section described active representations as one approach to incorporating newly acquired knowledge and deliberation capabilities into behavior-based systems. The next section discusses the issue of embedding a priori knowledge into a control system.

9 Built-in Knowledge

A necessary step in designing a control system is deciding what information to be given to the system a priori and how that information should be encoded.
In purely reactive systems, all of the knowledge must be encoded implicitly, in the form of rules. Further, no new knowledge of any other form can be obtained by the system. Consequently, the designer of a reactive system must predict all relevant perceptual states of the system and couple them with appropriate actions.

In planner-based systems knowledge can be built into the system both explicitly and implicitly. Explicit knowledge is embedded in the world model, in a form appropriate for the task (e.g., a Cartesian map, a set of views of a feature to be recognized, a collection of axioms). Implicit knowledge can be embedded within the planning strategy, in the way in which the planner traverses the search space (e.g., heuristic evaluation functions).

Similar to planner-based systems, in behavior-based systems knowledge can be encoded both implicitly and explicitly. However, it must be embedded within and distributed over the system's behaviors. Behaviors whose outputs are directly tied to effectors lend themselves to storing procedural knowledge which can be directly translated into actions. Behaviors using more lasting state can represent information explicitly, such as store a part of a distributed map, or represent a single landmark or feature. The section on active representations described such a method applied to a map-learning behavior-based robot. Finally, simple reactive behaviors encode knowledge implicitly much like purely reactive rules do.

Deciding how much knowledge ought to be embedded into a control system depends on the system's task and on how much information is available to the designer a priori. Deciding how to embed this knowledge, however, is strongly constrained by the choice of the control strategy. Since the fundamental capabilities of planner-based and behavior-based architectures are equivalent, the decision remains empirical.

10 Multiple-Robot Control

This paper has attempted to address the key unanswered question about architectures for intelligent control, determining what architecture is appropriate for what types of domains and tasks. In this section, we will describe a novel domain, and discuss how its properties affect the design of a control system.

The problem of controlling multiple robots and their interactions highlights a number of key issues in intelligent control as well as brings up some new issues not applicable to the single-robot domain.

Controlling a collection of robots can be viewed at two levels: the individual robot level, and the collective level. The levels are interdependent as the design of one is strongly influenced by the other.

In a traditional planner-based and thus state-based paradigm, extending from a single to a multi-robot problem results in expanding the global state space. Within this approach, a collection of robots is a single system with each of the robots representing a part of the global state. However, the global state space is, in the worst case, exponential in the number of robots\(^1\). Additionally, the uncertainty in perceiving state grows with the increased complexity of the environment. This exponential growth of the planning space makes the problem of

\(^1\)The size of the global state space \(G\) is: \(|G| = s^n\) where \(s\) is the size of the state space of each robot, here assumed to be equal for all robots, or equivalently the maximum for all robots, and \(n\) is the number of robots.
global on-line planning intractable for any non-trivially sized collection of robots. Further, since centralized planning requires communication between the robots and the controller, the bandwidth grows with the number of robots. Consequently, traditional planner-based architectures for control do not appear well suited for problems involving multiple robots, especially robots demanding real-time response based on uncertain sensory information.

A purely reactive solution to a collective, distributed control problem has no centralized controller at run-time. It consists of a collection of reactive robots each executing task-related rules relying only on local sensing and local communication. Since all control in such a distributed system is local, it scales well with the number of robots in the system. However, it requires a thorough understanding of global consequences resulting from local interactions, a known unsolved problem in the general case (Weisbuch 1991), (Wiggins 1990).

Scaling the behavior-based approach to a collection of robots is similar to the reactive solution in that no global, centralized controller exists. However, unlike the reactive approach, individual robot programmed in behavior-based style can use more sophisticated representation techniques. Matarić (1992b) describes a behavior-based approach to controlling a collection of twenty mobile robots performing a variety of basic tasks including avoidance, homing, aggregation, dispersion, and flocking. These basic behaviors are then combined into more complex ones including finding and collecting objects, and learning through imitation.

11 Summary

This paper has attempted to elucidate the issue of choosing the appropriate approach to intelligent control by describing and comparing the three main alternatives. Purely reactive architectures, planner-based architectures, and behavior-based architectures were compared based on their computational and expressive power, and ease of behavior design. The paper described the design process on an example of an implemented behavior-based mobile robot. The example illustrated the design of the action and condition sets of the robot, and the use of an active representation. The issues of explicit and implicit built-in knowledge were also discussed. Finally, the last part of the paper compared the three approaches to control based on their applicability and properties in the multi-robot domain.

We have described and illustrated the distinctions between the three approaches to intelligent control. However, the three can only be evaluated based on their applicability to a particular task or type of tasks. Since the fundamental capabilities of the approaches, especially planner and behavior-based, are equivalent, their applicability must be tested empirically. In order to evaluate the different control strategies, we must first implement a variety of systems for a broad range of tasks and environments.

Acknowledgements

The research reported here was done at the MIT Artificial Intelligence Laboratory. Support for this research was provided in part by the Jet Propulsion Laboratory contract 959333 and in part by the Advanced Research Projects Agency under Office of Naval Research grant N00014-91-J-4038.
References


Hopcroft, J. E. & Ullman, J. D. (1979), Introduction to Automata Theory, Languages, and Computation, Addison-Wesley.


