Lunar Base Construction Robots

Rodney A. Brooks, Pattie Maes, Maja J. Matarić, Grinell More
MIT Artificial Intelligence Lab
Cambridge, MA, USA

April 27, 1990

1 Lunar Tradeoffs

President Bush has called for the construction of a permanently manned lunar base. All serious plans for such a base require the use of lunar soil as shielding material against the sun’s radiation. Current plans rely on the use of a large bulldozer-like vehicle to be driven by an astronaut, either locally or under teleoperation control.

[Brooks and Flynn 89] proposed an alternate approach to a single large and complex robot based on many small totally autonomous robots which trade off time to achieve the task with lowered complexity and cost of the system. In this paper we describe an experimental system we are building with 20 small bulldozers, which work without explicit coordination or communication, but nevertheless cooperate to achieve tasks that will be useful in building a manned lunar base. In particular we believe such tasks as digging out trenches in which the habitation units will be placed, stockpiling a supply of loose lunar soil to cover the habitation units, and actually covering them when delivered, can all be carried out by such small bulldozers (or moon-units as we call them).

Three of the principal costs in construction operations on the moon are capital cost of highly reliable equipment, launch mass from Earth, and the size of the operations team on Earth. We propose greatly reducing these costs by adopting our new strategy. Years ahead of when the first manned elements of the base are due to be launched, a relatively low mass package is delivered to the lunar surface. It contains some tens to hundreds of totally autonomous regolith-moving robots each on the order of 1kg mass. These operate for years totally autonomously. They sun themselves to charge up and run with an approximate 10% duty cycle during the lunar day. They shut down for the lunar night. This gives them roughly 500 operational hours per year. Because of the large number of robots present, some catastrophic failures of individuals can be tolerated over the years. This reduces the cost of building the individuals, and in fact because there are so many of them, manufacturing techniques can be applied which further reduce the cost per kilogram of the robots. Running the robots completely autonomously reduces both the cost of having onboard high bandwidth receivers, and the cost of having a large ground team coordinating, planning, and commanding the action of each robot.

The key to making this approach work is to have appropriate levels of intelligence on board each robot. Our implementations of these robots are based on the subsumption architecture [Brooks 86]. We are investigating ant and termite level intelligence as the appropriate target point. Ants and termites team together without explicitly cooperating and are able to build large, complex structures.

2 Collective Intelligence

Nature provides many examples of societies of insects, for example ant colonies and honeybees, which exhibit a collective behavior that is complex enough to deserve to be called intelligent. Yet, the individual organisms out of which these societies are made up are simple and small, operate autonomously and asynchronously without centrally organized control, and communicate only locally in information-scarce ways. The global intelligent behavior emerges as a side-effect of the massive interaction of the individual organisms. An example is the way ant societies establish a path between a food source and the nest. Each ant has a very simple behavior (explore area for food, be attracted to the presence of chemical pheromone, pick up food, put down pheromone when carrying food, enter nest when on top of it, etc.). However, the path is not established by any of these behaviors but by the interaction and the side effects of the parallel activity of all ants in the society.

We propose to use biological collective intelligences as a source of inspiration for mobile robotic systems. It is conjectured that robotic collective intelligences will reduce a number of fundamental problems which prevent the use of of mobile robots for real world applications.

A first such problem is design complexity. Traditional systems, whether they consist of one or several mobile robots, are typically designed in a top-down way: the different functionalities that have to be realized are hierarchically decomposed into primitive functions which are then mapped onto different components of the system. Real world applications are often so complex and unpredictable that developing a top-down solution is infeasible or requires large amounts of time and manpower.

The alternative suggested by collective intelligence is to model the system in a bottom-up way: the basic components that make up the system are designed in such a way that the desired functionality emerges as a global side-effect of their massively
parallel, simple behavior. There are no rules that specify the behavior of the global system, nor is there a one-to-one mapping of functions to specific components. Instead, the asynchronous parallel system exhibits a dynamics which forms structure in response to environmental conditions. Advantages of this approach are that typically many of them are identical and each of the components (robots) requires lower technological complexity.

The second problem traditional mobile robots struggle with is robustness. Current applications depend on every component (every sensor, every effector, every rule) working perfectly, and on a perfect model of the environment. It is obvious that this assumption is not tenable. In real world environments sensors may fail, or certain rules may turn out to be inappropriate in particular circumstances. In those cases performance degradation should be gradual instead of abrupt. In contrast, collective intelligences are typically very fault tolerant. The key to their robustness is redundancy: none of the participating organisms is unique or essential. If an organism fails to do what it is supposed to do, the task will be performed by other participating organisms.

The third problem with current mobile robotic systems is their behavior is neither flexible nor adaptive. Hierarchically programmed functionality requires that the possible situations in which a system will find itself have been categorized in advance, so that the system's response can be programmed for each situation. This is not necessary when functionality is emergent because the interactions with the environment are at the level of the more primitive behaviors. As a result the latter systems tend to be more flexible and robust in the sense that they are less brittle when their environments change.

The major objectives of our research in collective intelligent robots are:

- to demonstrate through real physical implementations that complex (i.e. non-trivial) functionality can be made to emerge in such systems.
- to prove that certain types of functionality are easier to achieve, and are more robust, when implemented in a distributed, bottom-up way, than when implemented in a top-down, hierarchical way.
- to understand the principles underlying emergent functionality and how they can be exploited to synthesize complex behavior in collective systems of mobile robots.

To this end, we are developing an experimental setup involving 20 small mobile autonomous robots. This setup is used to perform different experiments in which the robots have to cooperate to execute particular global tasks. The goal of these experiments is to reveal answers to research questions such as: how can global functionality emerge from local behavior; what are possible structures and functionalities that can be constructed this way; what different functionalities can be obtained in homogeneous societies, in which all members are identical, versus heterogeneous societies, in which the robots have different functionalities; what different functionalities can be obtained by varying the degree of communication between the agents; what is the effect of increasing the size of the society, what is the effect of increasing the complexity of the individual agents, etc.

Over the last couple of years, the paradigm of emergent behavior has gained popularity in several research fields [Langton 89] among which artificial intelligence [Hillis 88] [Minsky 86] One of the concrete realizations of the idea in computation are cellular automata [Wolfram 86]. However, few extensions towards the field of robotics exist. [Steele 89] reports on a simulation of a collection of behavior-based robots that have to cooperate to collect samples and carry them to a vehicle. [Beni and Wang 89] analyze the meaning of collective intelligent robotic systems in terms of the concept of unpredictability. [Reynolds 87] has implemented a simulation of flocking behavior. [Wang 89] discusses navigation strategies for multiple autonomous mobile robots moving in formation using results of a computer simulation. [Fukuda 88] reports on a real system of autonomous robots capable of self-assembly. To our knowledge, the work reported in this paper represents the first attempt to evaluate theutility of collective intelligence as a paradigm for mobile robotic systems.

3 Experimental Robots

The robots we are building are approximately 15 x 10 x 10 centimeters (see figure 1). They have tank-like treads driven by two independent actuators. They are equipped with a scope which can be lifted up and down and tilted back and forth, again driven by two actuators. They have one degree of freedom which constantly rotates with various sensors mounted onboard.

Each robot has an infrared beacon, which other robots use to recognize it. Other possible uses of the beacon are described later.

Each robot has a number of onboard sensors. These include a beacon sensor on the rotating head, force sensors on the scoop arms, inclinometers, short range infrared proximity sensors, a longer range infrared depth sensor mounted on the front of the robot, and a vertical 1-D CCD array mounted on the rotating head. The latter is used both to find sun position and to get the image of the robot's surrounds.

*The actual robot for a lunar mission may have different dimensions."
Each robot has two onboard 8-bit microprocessors. One serves the motors and processes the sensor data, while the other runs high level subsumption control programs. The subsumption processors on all robots can be simultaneously reprogrammed over a broadcast infrared link.

4 Experiments

We are designing several experiments in which 20 copies of the robot described above have to cooperate to execute a particular lunar base construction task. These experiments are performed on an artificial lunar surface consisting of a large box filled with sand and rocks, and an artificial sun. The global tasks to be executed are diverse. For each of the tasks, several solutions are being investigated. The different solutions vary in a number of parameters, such as the size of the population, the degree of diversity in the competences of the individual robots, the sophistication of the communication, etc. For each selection of parameters, the optimality and cost of the solution is analyzed. The hope is that these results will help us gain an understanding of collective intelligent behavior.

One example of a global task is the selection of a promising area to construct the lunar base. Global functionalities which the collection of robots has to achieve for this task to be executed include: navigation in group in search for an area which fulfills certain characteristics, such as a minimal amount of rocks, or a minimum degree of levelness, and adoption of the next task once such an area has been located. The envisioned scenario is as follows: once the robots have been delivered on the lunar surface, every robot starts executing the same set of simple rules:

1. each robot maintains a minimum distance from the robots surrounding it,
2. each robot matches velocities with the robots in its neighborhood,
3. each robot moves towards the perceived center of mass of the robots in its neighborhood,
4. the velocity of a robot is proportional to the number of big rocks it perceives in its neighborhood (or the degree of levelness of the local neighborhood),
5. when a robot hasn’t moved much for a while it goes into a new “mode”, adopting a new set of behaviors which is appropriate for the next global task.

Reynolds [Reynolds 87] has demonstrated that a collection of identical agents executing the first three rules will tend to wander around some area in a flock-like way. Rules 4 and 5 should ensure that the flock stops wandering around and starts working on the next task, once an appropriate location has been found.

As another example, consider the next task the robots have to accomplish, namely leveling the ground in the construction site and piling up the soil in a small number of piles. In the “leveling soil” mode, the robots adopt the following rules:

1. a robot tends to adopt the mode of the majority of robots in its neighborhood (the robots emit a certain code which tells what mode they are in),
2. a robot that only senses neighboring robots on one side (half a circle), stops its motion and starts emitting a special signal A,
3. a robot with an empty scoop tends to move away from robots emitting signal A,
4. a robot with an empty scoop wanders around randomly, when sensing a slope with its inclinometers, it backs up a little, lowers its scoop and removes a layer of soil until its inclinometers report substantially different data or a specific time period has passed; next it moves its scoop up,
5. a robot with a full scoop is attracted to the robots emitting signal A,
6. a robot with a full scoop wanders around until it senses a pile or until some period of time has passed; it then empties its scoop.

Rule 1 makes sure that a global transition from the “selection of location mode” to the “leveling of soil mode” takes place (i.e. even the robots which still have some rocks in their local neighborhood will give up moving away from them). Rules 2 and 3 ensure that the collection of robots does not move away from the selected location. The robots emitting signal A mark off the boundaries of the construction area. Rule 4 takes care of the leveling of the ground, while rules 5 and 6 ensure that the soil is piled up in a few piles at the borders of the construction location.

Similar local behaviors can be designed to cooperatively achieve other global tasks such as pushing a rock or a broken robot out of the way, digging out trenches for the habitation units, aggregating in one location to move out of the way when the habitation units are being placed, covering the habitation unit with soil from the piles, etc.

5 References


