Learning in Multi-Robot Systems

Maja J Matarić
Volcan Center for Complex Systems
Computer Science Department
Brandeis University
Waltham, MA 02254
maja@cs.brandeis.edu

Abstract

This paper\(^1\) discusses why traditional reinforcement learning methods, and algorithms applied
to those models, result in poor performance in
dynamic, situated multi-agent domains charac-
terized by multiple goals, noisy perception
and action, and inconsistent reinforcement. We
propose a methodology for designing the represen-
tation and the forcement functions that take
advantage of implicit domain knowledge in or-
der to accelerate learning in such domains, and
demonstrate it experimentally in two different
mobile robot domains.

1 Learning in Situated Domains

Successful applications of RL methodologies to well-
behaved domains (Sutton 1988, Watkins 1989, Kaelbling
1990) have encouraged researchers to hypothesize about
its value for learning on situated agents such as mo-
bile robots. However, while simulation results are en-
couraging, work on physical robots has not yet repeated
that success. We discuss why traditional such methods
perform poorly in situated domains with multiple goals,
noisy state, and inconsistent reinforcement and propose
an approach to representing the learning space and shap-
ing the reinforcement so as to take advantage of implicit
domain knowledge in order to both enable and accelerate
learning.

One of the fundamental causes for the inapplicability
of theoretical RL paradigms to real-time robotic systems
lies in the assumption that the agent-environment inter-
action can be modeled as a Markov Decision Process
(MDP). To explain why this assumption does not hold
in situated domains, we address each of the key aspects
of the MDP assumption in turn.

\(^{1}\)This paper presents work reported in the Eleventh Inter-
national Conference on Machine Learning and in the Eighth

1.1 States vs. Descriptors

The state of a situated agent consists of a collection of
discrete and continuous properties, from sensory inputs
to velocities. A monolithic descriptor of all of those pro-
perities, even for the simplest of agents, is very large, and
thus results in a combinatorial explosion in standard RL.
Much of simulation work attempts to hide continuous
state, such as the inputs from complex sensors, by pres-
suming higher-level filters most of which have proven
unrealistic in physical systems (Agre & Chapman 1990).
In general, in situated domains, which are dynamic and
noisy, the agent cannot sense world state or even its own
state correctly or completely.

1.2 Transitions vs. Events

Traditional deterministic state transition models are
largely inappropriate for situated domains where world
and agent states change asynchronously, in response to
various events of different duration, only some of which
are caused by and in control of the agent. Furthers-
more, noise and uncertainty have specific usually com-
plex properties that cannot be usefully modeled with
simple probability distributions. Nondeterministic and
stochastic models with probabilistic state transitions
more closely model situated domains, but the informa-
tion for constructing such models is not usually readily
available, and may take as long to acquire experiment-
ally as a learning algorithm would to learn an implicit
policy. All of these properties which make modeling dif-
ferent make learning world models even more challenging

1.3 Learning Trials

Traditional RL models allow for proving convergence
properties of various forms of temporal differencing (TD)
applied to deterministic MDP environments but require
infinite trials for asymptotic convergence (Jaakkola &
Jordan 1993). Thus, even in ideal Markovian worlds the
required number of trials is prohibitive for all but the
smallest state spaces. In situated domains, the agent
cannot chose what states it will transition to, cannot
visit all states with equal frequency, and cannot afford
large number of repeated trials. Thus, convergence of situated learning depends on focusing only on the relevant parts of state and maximizing the amount of information learned from each trial. The smaller the state space, the better the problem is formulated and the fewer learning trials are required.

1.4 Reinforcement vs. Feedback

Design of reinforcement functions is not often discussed, although it is perhaps the most difficult aspect of setting up an RL system. Immediate reinforcement, when available, is the most effective (Maes & Brooks 1990). More delayed reinforcement requires the introduction of subgoals in order to make the task learnable under realistic time constraints (Mahadevan & Connell 1991). Situated domains tend to fall in between the two popular reinforcement extremes, providing some immediate rewards, plenty of intermittent delayed ones, and only few very delayed ones. Although impulse reward only at the goal avoids biasing the learner, it fails to model most situated scenarios which often offer some estimate of progress which, even if intermittent, internally biased, and inconsistent, can provide an informative learning signal.

1.5 Multiple Goals

In situated domains agents typically pursue multiple goals not all of which can be sequenced. In traditional RL, learning a multi-goal policy requires that the goals must be formulated as sequential and consistent subgoals of a monolithic reward function (Singh 1991), or that separate states and reinforcement functions are used for each of the goals (Whitehead, Karlsson & Tennenberg 1993). The former requires further expansion of the learning space, while the latter involves some handcrafting by the designer, and is more along the lines of what we propose.

2 Designing Reward Functions

Instead of encoding knowledge explicitly, RL methods hide it in the reinforcement function which usually employs some ad hoc embedding of the semantics of the domain. One more direct way to utilize implicit domain knowledge is to convert reward functions into error signals, akin to those used in learning control (Atkeson 1990). Immediate reinforcement in RL is a weak version of error signals, using only the sign of the error but not the magnitude. Intermittent reinforcement can be used similarly, by weighting the reward according to the accomplished progress.

We suggest that such reinforcement can be introduced by 1) reinforcing multiple goals, and 2) by using progress estimators. Since situated agents have multiple goals, it is straightforward to reinforce each one individually, with a heterogeneous reinforcement function, rather than to attempt to collapse them into a monolithic goal function.

Figure 1: Up to four robots were used in the learning experiments, each consisting of a differentially steerable wheeled base and a gripper for grasping and lifting objects. The robots' sensory capabilities include piezoelectric bump and gripper sensors, infra-red sensors for collision avoidance, internal sensors of motor current, voltage, and position, and a radio transmitter for positioning.

However, multiple goals are not sufficient for speeding up situated learning if each of them involves a complex sequence of actions. Such time-delayed goals are aided by progress metrics along the way, in addition to reinforcement upon achievement. We propose progress estimators, functions which provide positive or negative reinforcement based on immediate measurable progress relative to specific goals. These "partial internal critics" serve a number of important functions in noisy worlds: they decrease the learner's sensitivity to intermittent errors, they encourage exploration and minimize thrashing, and they decrease the probability of fortuitous rewards for inappropriate behavior that happened, by chance, to achieve the desired goal. For a detailed discussion please see Mataric (1994).

3 Experimental Design

The learning experiments were conducted on a group of four fully autonomous R2 mobile robots with onboard power, sensing (consisting of bump and infra red sensors for detecting collisions and contacts), and radio transceivers (used for positioning, communication, and data gathering), situated on a differentially steerable wheeled base equipped with a gripper (Figure 1). The robots are programmed in the Behavior Language and are controlled by collections of parallel, concurrently active behaviors, some of which gather sensory information, drive effectors, monitor progress, and contribute reinforcement.

3.1 The Learning Task

The learning task consisted of finding a mapping of all conditions and behaviors into the most efficient policy for group foraging. Individually, each robot learns to
select the best behavior for each condition, in order to find and take home the most pucks. Foraging was chosen because it is a nontrivial and biologically inspired task, and because our previous group behavior work (Mataric' 1992) provided the basic behavior repertoire from which to learn behavior selection, consisting of avoiding, dispersing, searching, homing, and resting. Utility behaviors for grasping and dropping were hard-wired and their conditions were not learned. By considering only the space of conditions necessary and sufficient for triggering the above behaviors, the state space was reduced to the power set of the following state variables: have-puck?, at-home?, near-intruder?, and night-time?.

As described, the foraging task may appear trivial, since its state space has been appropriately minimized. In theory, an agent should be able to quickly explore it and learn the optimal policy. In practice, however, such quick and uniform exploration is not possible. Even the relatively small state space presents a challenge to the learner situated in a nondeterministic, noisy and uncertain world. Even in its current reformulated version, this problem poses a challenge for the traditional RL methodologies, as is shown in our data.

3.2 The Learning Algorithm

The learning algorithm produces and maintains a total order on the appropriateness of behaviors (b) associated with every condition (c), expressed as a matrix A(c, b). The values in the matrix fluctuate over time based on received reinforcement, and are updated asynchronously, with any received reinforcement. Particular events produce immediate positive reinforcement: grasped-puck (p), dropped-puck-at-home (gd), and woke-up-at-home (gw), while others result in immediate negative reinforcement: dropped-puck-away-from-home (bd) and woke-up-away-from-home (bw). All are combined into a heterogeneous reinforcement function E(c).

Two progress estimating functions are used. I is associated with minimizing interference and is triggered whenever an agent is very close to another agent. If the behavior being executed has the effect of increasing the physical distance to the other agent, the agent receives positive reinforcement. Conversely, lack of progress away from the other agent is punished, and after a fixed time period of no progress, the current behavior is terminated.

Formally, I is the intruder avoiding progress function s.t.:

$$I(c, t) = \begin{cases} m & \text{distance to intruder decreased} \\ n & \text{otherwise} \end{cases}$$

where $m > 0$, $n < 0$.

The other progress estimator, $H$, is associated with homing, and is initiated whenever a puck is grasped. If the distance to home is decreased while $H$ is active, the agent receives positive reinforcement, status quo delivers no reinforcement, and movement away from home is punished.

Formally, $H$ is the homing progress function s.t.:

$$H(c, t) = \begin{cases} i & \text{closer to home} \\ j & \text{farther from home} \\ 0 & \text{otherwise} \end{cases}$$

where $i > 0$, $j < 0$.

For the sake of a bottom-up methodology, we implemented and tested the simplest learning algorithms that use the above reinforcement functions. The algorithm sums the reinforcement over time, weighting the values of the feedback constants appropriately.

$$A(c, b) = \sum_{t=1}^{T} R(c, t)$$

$$R(c, t) = uE(c, t) + vI(c, t) + wH(c, t)$$

where $u, v, w \geq 0$, $(u + v + w) = 1$

Binary-valued and real-valued $E$, $H$, and $I$ functions were tested and showed that differentially weighted reinforcement does not result in faster or more stable learning. This is not surprising, since the subgoals in the foraging task are independent and thus their learning speed is uncorrelated.

Behavior selection is induced by events, each of which can be triggered externally, internally, and by progress estimators. Whenever an event is detected, appropriate reinforcement is delivered for the current condition-behavior pair, the current behavior is terminated, and another behavior is selected, choosing an untried behavior first, otherwise trying the best behavior.

Learning is continuous and incremental over the lifetime of the agent, thus ensuring that the agent remains responsive to changes in the environment (e.g., no more pucks are left at a particular location) and internal changes in function (e.g., dying battery slows motion down, or a broken sensor affects the perception of conditions).

4 Experimental Results

In order to evaluate the effectiveness of the proposed heterogeneous reinforcement functions and progress estimators, we compared their performance against two alternative learning strategies:

1. a monolithic single-goal (puck delivery to the home region) reward function using Q-learning, $R(t) = P(t)$,

2. a heterogeneous reinforcement function using multiple goals: $R(t) = E(t)$,

3. a heterogeneous reinforcement function using multiple goals and two progress estimator functions: $R(t) = E(t) + I(t) + H(t)$.
Figure 2: The performance of the three reinforcement strategies on learning to forage. The x-axis shows the percent of the correct policy the agents learned, averaged over twenty trials.

Data from twenty trials of each of the three strategies was collected and averaged. The experiments were run on four different robots, and no significant machinespecific differences were found. Data from runs in which persistent sensor failures occurred were discarded. The set of conditions c consisted of the power set of havepuck?, at-home?, near-intruder?, night-time? while the set of behaviors was safe-wandering, dispersion, resting, and homing based on the basis behavior set developed in Mataric (1994).

Values of $A(c, b)$ were collected twice per minute during each learning experiment and the final learning values after each 15 minute run were collated. The 15 minute threshold was chosen empirically, since the majority of the learning trials reached a steady state after about 10 minutes, except for a small number of rare conditions, as discussed below.

Evaluating performance of situated systems is notoriously difficult. Standard evaluation metrics, such as time-to-convergence, do not directly apply since the time required for a robot to discover the correct policy depends on the frequency of external events that trigger different states in its learning space. Additionally, noise and error make certain parts of the policy fluctuate. We defined convergence as a relative ordering of conditionbehavior pairs using an empirically derived optimal policy.

4.1 Evaluation
The performance of the three approaches is compared in figure 2. The Q-learning algorithm was tested on the reduced state space, and is functionally equivalent to a simplified version of the second algorithm, using only positive reinforcement for the single goal of dropping a puck in the home region. Given the nondeterminism of the world, and the uncertainty in sensing and state transitions, the single goal provides insufficient feedback for learning all aspects of foraging, in particular those that rely on accurate delayed credit assignment. The performance of Q-learning was very vulnerable to interference from other robots, and declined most rapidly of the three approaches when tested on increased group sizes. Q does not perform better than chance but discovers a partial policy that is consistent over all trials and consists of the few condition-behavior pairings that receive immediate and reliable reinforcement.

The second learning strategy, utilizing reinforcement from multiple goals, outperforms Q because it detects the achievement of the subgoals on the way to the top-level goal of depositing pucks at home. However, it also suffers from the credit assignment problem in the cases of very delayed reinforcement, since the nondeterministic environment with other other agents does not guarantee consistency of rewards over time. This strategy does not prevent thrashing, so certain behaviors are active unnecessarily long, such as searching and grasping which are pursued persistently, at the expense of homing. With 60% average performance, heterogeneous reinforcement demonstrates that additional structure is necessary to aid the learner.

The complete heterogeneous reinforcement and progress estimator approach outperforms the other two approaches because it maximizes the use of all available information for every condition and behavior. As predicted, thrashing is eliminated both in the case of learning the conditions for dispersing and homing because the progress estimator functions enforce better exploration, and fortuitous rewards have less impact than in the alternative algorithms. The implicit domain knowledge shapes the reinforcement in order to guide and accelerate the learning process.

In addition to averaging the performance of each algorithm on learning the complete policy, we also evaluated each part of the policy separately to capture the dynamics of the learning process. Each condition-behavior pair was evaluated according to 1) the number of trials required, 2) correctness, and 3) stability. The number of trials was measured relative to a stable solution, whether the solution was optimal or not. The second criterion sought out any tendencies toward incorrect solutions. Finally, the third criterion focused on unstable policies, looking for those in which the behavior orderings tended to fluctuate.

5 Extensions and Continuing Work
We have applied to described learning approach to another multi-agent problem, consisting of two six-legged robots jointly learning the best strategy for cooperatively moving an oversized elongated box to a specified goal, as shown in Figure 3. Unlike the foraging task described
Figure 3: Two Genghis-II six-legged robots were used in the experiments. The robots are 30 cm long and 15 cm high. The sensory suite of each robot consists of two frontal contact whiskers and five pyroelectric sensors for detecting moving IR sources. The robots are powered by rechargeable batteries and controlled by five 68HC11 microprocessors.

above, the box--pushing task requires careful coordination between the agents, in turn requiring either accurate sensing or communication, or both. The task is designed to that a single-agent solution, due to the size and shape of the box, is much less efficient than an effective two-agent solution, but the two-agent solution requires intricate cooperation or the box is pushed in the wrong direction or out of reach of one of the robots.

As in the foraging case, the box--pushing task was decomposed into appropriate behaviors, including pushing, pausing, and turning in different directions. The cooperative nature of the task required that each agent learn not only its own strategy for keeping the box within reach and moving toward the goal (indicated with a light) but also the right behaviors in response to the other agent, as sensed through the state of the box and as communicated between the agents. We successfully applied the above-described learning paradigm to this task and explored different communication and turn-taking strategies. The details of the experiments and the data are described in (Matarić & Simsarian 1995).

6 Related Work

Numerous simulations of multi-agent systems have been developed in the Artificial Intelligence, Distributed Artificial Intelligence, and Artificial Life communities. However, they typically rely on simplistic models of sensors, effectors, communication, and interaction dynamics compared to those employed on physical robots, resulting in conclusions that do not generalize to physical systems and environments. More recently, several groups have experimented with physical multi--robot systems. Fukuda, Nadagawa, Kawauchi & Buss (1989) and subsequent work describe an approach to coordinating multiple homogeneous and heterogeneous mobile robotic units, and demonstrate it on a docking task. Arkin, Balch & Nitz (1993) describes a schema--based approach to designing simple navigation behaviors for multiple agents working on a retrieval task. Noreils (1993) applies a traditional planner--based control architecture to a box--moving task implemented with two robots in a master--slave configuration. Parker (1994) describes a behavior--based task--sharing architecture for controlling groups of heterogeneous robots, and demonstrates it on a group of four physical robots performing puck manipulation and box--pushing. Donald, Jennings & Rus (1993) report on an implementation of a cooperative sofa--pushing task with two mobile robots. Altenburg (1994) describes a variant of the foraging task using a group of LEGO robots controlled in reactive, distributed style. Beekers, Holland & Deneubourg (1994) demonstrate a group of four robots clustering initially randomly distributed pucks.

Work in learning in the physical multi--robot domain is even more rare, and that related to the approaches introduced here has been discussed throughout the paper. To summarize, the heterogeneous reward functions we presented are related to subgoals used by Mahadevan & Connell (1991) as well as subtasks used by Whitehead et al. (1993). However, unlike previous work, which has focused on learning action sequences, we use a higher level of description. The proposed subgoals are directly tied to behaviors which are used as the basis of learning. Similarly, progress estimators are also mapped to one or more behaviors, and expedite learning of the associated goals, unlike a single complete external critic used with a monolithic reinforcement function (Whitehead 1992).

Multi--agent learning has been largely treated in simulation. For example, Tan (1993) has applied R.L. to a simulated multi--agent domain whose simplicity allows for retaining the MDP assumption that fails to hold for physical robots. This and other work that uses communication between agents relies on the assumption that agents can correctly exchange learned information. This does not hold true on physical systems whose noise and uncertainty properties extend to the communication channels. We used the box--pushing learning task to evaluate the effectiveness of different communication strategies in the physical robot domain.

7 Summary

The goal of this paper has been to bring to light some of the important properties of situated domains, and their impact on the existing reinforcement learning strategies. We have discussed why modeling agent--world interactions as Markov Decision Processes is unrealistic, and how the traditional notions of state, state transitions, goals, and reward functions fail to transfer to the physical world.

We have argued that the noisy and inconsistent prop-
Properties of complex worlds require the use of domain knowledge. We proposed a principled approach to embedding such knowledge into the reinforcement based on utilizing heterogeneous reward functions and goal-specific progress estimators. We believe that these strategies take advantage of the information readily available to situated agents, making learning possible in complex dynamic worlds, and accelerate it in any domain.

References


Atkeson, C. G. (1990), Memory-Based Approaches to Approximating Continuous Functions, in ‘Proceedings, Sixth Yale Workshop on Adaptive and Learning Systems’.


Adaptation and Learning in Multiagent Systems

Sandip Sen, Chair

Working Notes

Monday, August 21, 1995
Montréal, Quebec, Canada