Behavioral Synergy Without Explicit Integration

Maja J. Matarić
MIT Artificial Intelligence Laboratory
545 Technology Square #721
Cambridge, MA 02139
maja@ai.mit.edu

Abstract

We address the problem of integrating a number of capabilities into a situated system without introducing a hybrid solution consisting of a reactive low-level, and a deliberative high-level. We demonstrate a fully integrated physical system (a mobile robot) performing navigation, landmark detection, map learning, and planning, without explicit integration. Inspired by biology and the subsumption architecture, our approach proceeds bottom-up and is fully reactive. It maximizes the use of direct information from the world, and minimizes communication within the system. The control is fully distributed over all of the components, and does not use any manipulable data structures or symbolic representations. Instead, the representation of the entire system is homogeneous; it consists of simple reactive rules which encode both the control strategy and the knowledge of the system. The exchange of knowledge within the system is mostly done implicitly, by observing, and relying on, the effects of the other components. Integration is accomplished through the components’ interaction with the environment. The homogeneous, behavior-based nature of the representation does not make a distinction between the reactive and deliberating parts of the system, making them all active and interactive.

1 Introduction

Intelligent situated agents must perform their tasks while surviving in complex environments. The control architecture for an agent must solve the problem of integrating the different capabilities. The traditional approach dedicates a reactive system for dealing with the situated aspects of the agent, and one or more higher levels for planning and deliberation. In contrast, we present a fully homogeneous approach to system integration. In contrast to traditional, hierarchical top-down systems, our approach proceeds bottom-up, incrementally. Inspired by biology (e.g., [Gallistel 89], [Waterman 89]), we treat the integration problem implicitly, as a combination of hard-wiring and adaptation, i.e., a combination of nature and nurture. We illustrate our ideas on an implemented intelligent agent, a mobile robot performing obstacle avoidance, navigation, exploration, landmark recognition, map learning, and planning. The system was implemented in the Behavior Language [Brooks 90], based on the subsumption architecture [Brooks 86].

2 Implicit v. Explicit Integration

The organization and interaction methodology we use differs significantly from the classical hierarchical system approach. The capabilities in our system are not implemented with a set of distinct modules for “navigation”, “learning”, and “planning” each manipulating some data structure. In place of a top-down decomposition, we progress bottom-up, starting with a set of basic reflexes. New capabilities are introduced by adding task-specific rules which, when combined, result in the desired global behavior. We take advantage of properties emerging from the interaction of the various components, and utilize incremental design in order to produce the desired side effects in a controlled fashion.

Instead of developing each of the modules independently and controlling them from a central reasoner, we distribute the control of the agent over the many different basic modules, acting in parallel, whose interaction results in meaningful agent-level integration. Inspired by biology, we believe that imposing abstraction barriers between hardware, architecture, and software is bound to introduce undesirable complexity and decrease efficiency. Instead, we build the system as a homogeneous collection of capabilities which, rather than interacting among themselves, interact through the world.

3 Component Decomposition and Interaction

In decomposing and constructing a system, we begin with the basic set of reflexes which provide guaranteed safe behavior in dynamic, unstructured environments. In the case of a mobile agent, they guarantee collision-free navigation, or survival while moving. The reflexes are a collection of simple rules all of which receive inputs from the world, and send commands directly to the effectors.

The design proceeds bottom-up, but it also incorporates top-down constraints. Consequently, even the basic reflexes of the agent are geared toward the purposes of the rest of the system. All parts of the system are designed to be as robust as possible individually, but with the higher-level goal in mind.

In the case of landmark detection, we add navigation reflexes which keep the agent close to object boundaries or potential landmarks. The landmark detector then utilizes the boundary following property of the navigation system to detect landmarks procedurally, as a side-effect of the robot's basic exploratory behavior. The landmark detector is a set of monitors which keep track of relevant features in the environment (e.g., whether the agent is moving straight, whether it perceives a consistent boundary on one or both of its sides). The monitors increase and decrease landmark confidence levels (i.e., the likelihood that a landmark is being detected) based on direct sensory information. When a confidence reaches a preset threshold, a landmark is detected (e.g., a sufficiently long straight boundary on each side of the robot is eventually detected as a corridor).

As figure 1 illustrates, the landmark detector gains all of the necessary information directly from the world. However, it implicitly relies on the agent to follow object boundaries,
Planning is accomplished by distributing the goal through the system in the form of an activation gradient. The user selects a goal location, whose associated landmark becomes activated. Activation is spread to its neighbors, and propagated throughout the graph in the form of a spreading wavefront. As the activation reaches each of the landmarks, it provides the knowledge about the most appropriate action for the current goal. Consequently, wherever the agent is located, it knows the optimal direction to take. Since we are interested in minimizing the path length to the goal location, the value of the activation gradient is based on the physical distance to the goal. Consequently, the optimal action is in the direction of the shortest path to the goal.

The planner receives knowledge from the user in the form of one or more goals. Given a choice, the nearest goal will appear most attractive. The goal provides information to the boundary following rules in the form of direction suggestions. Without interfering with the basic reflexes of the agent, the direction suggestions "nudge" it in the desired direction at choice points. In this view, most of the agent's activity is reflexive boundary following with optimal direction changes if it is pursuing a specific goal.

4 Performance Evaluation

Generality: The particular physical implementation we used is designed for office environments, and its reflexes are fine-tuned for that domain. The learning algorithms specifically designed for topological representations. The notion of implicit integration and active representation are general. The specifics of implementation depend on the particular task, environment, and the embodiment of the agent.

Versatility: Our architecture supports the learning of any landmarks which are recognisable with the hardware of the robot. The planning algorithm is independent of the landmark representation. The architecture is limited by the physical constraints of the agent's hardware, and by the definition of its task. The learning algorithm is particularly well suited to the spatial task, due to the isomorphism between the world and the map. However, the notion of "structural" learning by translating the task into a graph, in which the nodes and links carry task-specific information, is general.

Rationality: By definition, all actions in the system are consistent with the agent's knowledge, since its knowledge is encoded in terms of actions. The underlying reflexes guarantee that none of the actions will be inconsistent with the environment. An action may be inconsistent with the global goal if it serves a protective purpose for the robot. Since the goals are implicitly ordered in a hierarchy of importance, the goal of safe navigation is more important that the current location goal. The goal hierarchy solves the problem of arbitration of control. Consequently, all actions are consistent with the locally highest-possible goal in the hierarchy. However, none of the knowledge is declarative, so there is no notion of meta-level reasoning in the system.

Ability to add new knowledge: New knowledge in the form of landmarks is added to the system automatically, through the robot's basic exploratory and learning behavior. This type of knowledge can also be introduced directly by the programmer. Adding any other type of knowledge requires hard-wiring new rules into the system.

Ability to learn: The agent is designed to learn the spatial structure of the environment. This is the extent of its learning domain. In order to learn new reflexes or behaviors, it would be necessary to add an entirely new learning
We have demonstrated the feasibility of using a fully homogeneous, implicitly integrated approach for a complex agent situated in the real world. In contrast to integrating a system with a central controller, our method has no controlling modules, manipulable data structures, or symbolic representations. As an alternative to hierarchical systems [Laird and Rosenbloom 90], [Dean, et al 90], [Kulpers 87], [Chatila and Laumond 85], it removes the distinction between knowledge and rules, resulting in a system-wide homogeneous representation performing both the control and the reasoning of the system.

The difference between our approach and the traditional one is not captured by the procedural versus declarative programming dichotomy [Bobrow 75]. While our system uses no declarative knowledge, its rules are more than just procedural. Procedural systems still use declarative data which they manipulate with "how to" rules. In contrast, our system consists entirely of behaviors which, themselves, are both the data and the rules.

Although the control is distributed throughout the system, its complexity is not unmanageable due to minimised inter-module dependence and communication. An important feature of our approach is in the knowledge exchange methodology. Instead of having a centralised data structure, or even a distributed one, the knowledge is represented by the rules, or the control structure, of the system. Instead of depending on the correctness and consistency of information exchanged between modules, most information is obtained directly by sensing the world and the agent's current state and goals. The components of the system depend on each other implicitly. The internal synergy of the system, and the resulting coherence of its external behavior, is maintained through the interaction with the world.

Acknowledgements

The research reported here was done at the MIT Artificial Intelligence Laboratory. Support for this research was provided in part by the NSF Faculty of the Future Fellowship, in part by NATO CRG.900211, in part by the University Research Initiative under Office of Naval Research contract N00014–86–K–0885, and in part by the Advanced Research Projects Agency under Office of Naval Research contract N00014–85–K–0124. I'm grateful to Rod Brooks for inspiring discussions and reviewing an earlier draft of this paper.

References


5. [Chatila and Laumond 85] "Position Referencing and Consistent World Modeling for Mobile Robots", R. Chatila


