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Abstract—

We describe Localization-SpaceTrails (LOST), a method that
enablesa team of robotsto navigate betweenplacesof interestin
an initially unknown ervironmentusingatrail of landmarks. The
landmarks are not physical; they are waypoint coordinatesgen-
erated on-line by eachrobot and shared with team-mates. Way-
points are speci ed in eachrobot's local coordinate system,and
contain referencesto featuresin the world that are relevant to the
team's task and commonto all robots. Using thesetask-level ref-
erencesyobots can share waypoints without maintaining a global
coordinate system.

The method is testedin a seriesof real-world multi-r obot ex-
periments. The resultsdemonstratethat the method (i) copeswith
accumulating odometry error; (ii) is robust to the failur e of indi-
vidual robots; (iii) corvergesto the bestroute discovered by any
robot in the team. In one experiment, a team of four autonomous
mobile robotsperforms aresouicetransportation taskin our unin-
strumented of ce building. Despitesigni cant divergenceof their
local coordinate systems,the robots are able to share waypoints,
forming and following acommontrail betweentwo predetermined
locations for more than 3 hours, traveling a total of 8.2km (5.1
miles) before running out of power.

Designed to scale to large populations, LOST is fully dis-
trib uted, with low costin processingmemory and bandwidth. It
combinesmetric data about the position of featuresin the world
with instructions on how to getfr om oneplaceto another; produc-
ing somethingbetweena map and a plan.

|. INTRODUCTION

Antsform supplycolumnsto relocatevaluableitemsthrough
comple, dynamicervironments. Their remarkableeffective-
nessis due to a highly robust stratgy of local interactions
amonga large numberof autonomousagents. The chemical
trails formedby antsalongtheir supplyroutesare robustwith
respectto changesn the ernvironmentand to the “failure' of
mary individual ants[1], [2], [3]. Self-omanizedin this way,
the antsaremore effective andef cient thanthey would be as
individuals;ananttrail is ‘'morethanthe sumof its parts'.

Thesepropertiesare attractive to agentdesignersn general
andin particularto robotbuilderswho canseeimmediateappli-
cationsfor robotsupplycolumnsin hazardousr tediouservi-
ronmentsWe aimto useant-inspiredrail following asameans
to perform cooperatie path- nding in general,and resource
transportatiorin particular

In this paperwe describea methodfor generatingand us-
ing trails of landmarksto navigate betweenplacesof interest.
Thelandmarksarenot physical;they arewaypointcoordinates
generatedn-line by eachrobot and sharedwith team-mates
over aradio network. Waypointsare speci ed with reference
to featuredn the world thatarerelevantto the teams taskand
commonto all robots. Using suchtask-level featuresasland-
marksavoidsthe needfor recognizingandnamingan external
setof objectsthat are otherwiseirrelevantto the task. Using
thesecommonlandmarkseachrobot cantransformwaypoint

coordinatesnto its local referencerame, avoiding the costof
maintaininga x ed global coordinatesystem. Trails corverge
on good'routeswhere 'good'is speci edby adistancametric
which canbede nedto suittheapplication.

We presentsimple datastructuresthat combinelandmarks
into usefultrails, andalgorithmsfor generatingsharingandus-
ing thetrails. We call the method’Localization-Spacérails’,
abbreviatedto "LOST'. The meansfor generatingand using
trails are loosely analogoudo ant trail following. Insteadof
directly modifying their physicalernvironmentlike ants[1] or
performinganinformation-transmittinglancg4] aboutlearned
landmarkg5] like bees,our robotscommunicatdandmarkin-
formation over a wirelessnetwork. This communicationre-
quiresvery little bandwidthandis well within the capabilities
of currentnetworks.

The methodis appliedto an example ‘resourcetransporta-
tion' task, in which multiple autonomousobots nd andre-
peatedlytraversea pathin anunknavn ervironmentbetweera
known “home'anda supplyof resourceataninitially unknaovn
position. Thisis notatoy or contrivedsystem;our experiments
are performedwith teamsof threeand four real robotsin an
unaltereduninstrumenteaf ce ervironment. The robotsuse
standardsensorspnboardcomputationand have no prior in-
formationabouttheworld. Runningthe nal versionof LOST
describedelow, the robotsshuttlebetweerhomeandgoalfor
hourswithout humanintervention.

A. Task

A teamof robotsworksto transportresourcen anunknowvn
ervironment.Robotsstartfrom a homepositionandsearchor
a supplyof resources.On reachingthe source they receve a
unit of resourceand mustreturnhomewith it, thenreturnto
fetchmoreresourcaepeatediyor thelengthof atrial.

Achieving this taskreliably with robotswould meeta real-
world need. For examplea factory may requirea supply of
widgetsmanufcturedat position A to be transferredy robot
to positionB. In a Flexible ManufacturingSystem the layout
of thefactory oor is expectedto changeovertime. Therewill
alsobeoccasionatobotbreakdevns,perhapdlockingthesup-
ply route. Theremay be considerablédene t from a teamof
robotsthatcanautomaticallynd anew routewithoutanup-to-
datemap, or exploit severalroutesin parallel. Thereis alsoa
military needfor supplies(medicine,food, ammunition)to be
transportedver hazardousinduncertainterrain. The startlo-
cationandthe existenceof oneor moregoallocationsmay be
theonly known featuresandthesemaybe afew metersor sev-
eral kilometersapart. Perhapsa future colony on Mars might
wantto to retrieve resource$rom a distantautonomousnining
robot. A singlefuture nano-robotcould move only a tiny pay-
load on its own; like ants,large populationsof robotswill be



requiredto move a signi cant amountof resourcen areason-
abletime.

In generalgstablishingreliablerobotsupplycolumnrobust
with respecto lossof individual robotscouldbeveryvaluable.
We chosethis task as an ideal example of the applicationof
mutiplemobilerobots.

B. Contributions

This paper describesLocalization-Spacetrails for robot
teams.Themaincontributionsof thiswork are:

1) We shaw thata teamof robotscanreliably create share
andfollow virtual trails, speci ed aslists of waypoints
in localization-spaceoordinatesbetweerntwo locations
in the real world. The methodgeneralizedo N loca-
tions, and provides an alternative to mappingand plan-
ning strateyies.

Waypointsin unrelateccoordinatesystemsanbeshared
betweenrobots by referenceto mutually recognizable
task-level features.The robotsrequireno externalframe
of referenceotherthanthe eventsthat characterizeheir
task. By sharingand manipulatinga common,minimal
modelof theworld, anchoredy taskfeaturesye exploit
feedbackthroughthe modelin a kind of simulatedstig-
mergy thatproducesoherengroupbehaior.
Thiswork is anexampleof ourmethodologyf Construc-
tive RobotEthology;we take a functionalview of anan-
imal solutionto a hardgeneralproblem,andengineera
relatedrobotsolution.

Long-duration experiments with teams of real au-
tonomousteamsprovide a casestudy of a realized,ro-
bust,cooperatie multi-robotsystem.

2)

3)

4)

C. Structue of this paper

After reviewing relatedwork, we describeour previous ex-
perimentsin cooperatie trail following (Sectionll). Thecen-
tral part of the paperdescribesa generalizedtrail-following
stratgyy (Sectionlll). We thendescribea real robotteamthat
implementsthe trail following algorithmto performthe trans-
portationtask (SectionlV). We demonstratén a seriesof ex-
perimentghat(i) themethodcopeswith unboundediccumula-
tion of localizationerrors(SectionlV-F), (ii) usesthe shortest
discoveredpath(SectionlV-G). A subtleproblemwith theorig-
inal controlleris discusse@ndasolutionis providedin Section
IV-G.2. SectionlV-H shows that a suitably modi ed system
worksrobustly for long periods.The ndings andimplications
of thework arethendiscussedn SectionV.

Il. PREVIOUS AND RELATED WORK
A. Antalgorithms

The effectivenessof ant foraging hasinspiredsolutionsto
avariety of optimizationproblemsexpressibleaspath- nding,
for exampleloadbalancingandroutingin communicationget-
works [6], [7]. Ant algorithmsaretotally distibuted, with no
centralizedcontroller The outcomeof the systemis thusan
emegent property of the interactionof the agentswith the
world. Suchalgorithmscorverge on the goal stateby means

of feedbackoopsmediateckitherby directcommunicatiorbe-
tweenagentspr by indirectinteractionby repeatedgensingand
modi cation of the ervironment,known asstigmepgy{8]. Stig-
memy is the centralideain the “ant algorithms”,including co-
operatve transportdescribedby Bonabeatet al. [9]. Holland
etal. exploit stigmegy in aforagingtaskwith realrobots[10].
A robotis usedto modelnon-trailantnavigationin [11]. Ant
algorithmshave previously beensuggestedor a versionof the
transportationtask[12].

Chemicaltrail laying and following hasbeendemonstrated
in robots[13], [14]. However it is oftenimpracticalandsome-
timesundesirablefor robotsto physically mark their ernviron-
ment. Trail following in localization spaceis not true stig-
mergy becauseahe externalworld is not modi ed. We aim to
reproducestigmengy-like advantage®y maintaininga minimal
world modelwhich is jointly manipulatedthis simulatesstig-
megy. Mindful of the adviceof [15], we seekto maintainas
little stateaspossiblein the world model,andsenseheworld
directly for themostpart.

B. Coopeativegrouprobotics

A usefulreview of cooperatie multi-robot systemss given
in [16]. Cooperatrerobotsystemsretypically behaior-based
[17], [18], for example[19] demonstrateontrol of formations
of lab robotsandoutdoorvehiclesusingreactve behaiors. A
varietyof groupbehaiorswereconstructedrom acommonset
of basisbehaviorsin [20]. Formationswithout globallocaliza-
tion have beendemonstratedly [21].

Communicationis expectedto enhancethe capabilitiesof
multi-robot systems. Communicationon various levels in
multi-robot systemwas studiedby [22], who found that sim-
ple, low-costcommunicatiorwas almostas effective as their
more comple stratgjies. A distinctionwas madein [23] be-
tweentwo typesof knowledgesharedin robotteams;Type 1
is global goalswherethe agentsareinformedof a global goal
that eachmustwork to achieve; Type 2 is global knowledg;;
datathataresharedaboutthe commonenvironmentto helpan
individual achieve its goals. LOST sharesonly Type 2 global
data.

Ourcommunicatiorstratey is informedby thework of [24],
[25], who examinedthe emegenceof coherengroupbehaior
by meansf minimal signallingandlisteningstrateies.

C. Localizationand mapping

The dual problemsof localizationand mappinghave been
extensiely studiedin robotics. They are dualsbecausesolv-
ing one greatly simpli es the solutionto the other Given a
map,arobotcanlocalizeitself. Givenaccuratdocalizationes-
timates,a robot canbuild a map. Most approacheto mapping
andlocalization(whethertacklingoneor both simultaneously)
havefocusedonthegeneratiorof accuratenapsof theerviron-
mentwith metricsupport.In particular metriclocalizationhas
beenstudiedin two variants: asthe tracking problem(where
theinitial poseof therobotis known) [26], [27], andasthekid-
nappedobotproblem(wheretheintial poseof therobotis un-
known) [28], [29]. Metric mappingwith imprecisdocalization
hasbeenstudiedasthe simultaneousocalizationandmapping



problem([30], [31], [32]. Metric approacheo localizationand
mappingwhile accuratearecomputationallyintensive. Onthe
contrary topologicalapproache§33], [34], [35], [36] to map-
ping are lesscomputationallyintensive and scaleto multiple
robots[37] rathermore easily However, the resultingmaps
(andlocationestimateslerivedfrom them)arecoarse.

Mapping techniquescould be appliedto the transportation
task.Oncea mapis generatedndthe goalfoundby exploring
the ervironment,corventionalpath-planningcould be usedto
nd the optimal (or, moretractably a near or pareto-optimal)
routethroughthe ervironment. Subsequenplanningcanalso
be usedto generatdrajectoriesor therobots.

Trail following schemedik e oursare proposedas an alter
native to corventionalmappingand path planningfor solving
path- nding problemsunder certain constraints. An impor-
tant advantageof trail following is that it scaleswell; indeed
it works betterasthe populationsizeincreasesWe will return
to thisin SectionV belav, comparingLOST to stateof the art
metricmappingmethods.

D. Trail following in a global but noisylocalizationspace

Wede ne localizationspaceasary consistenspatialor topo-
logical representatiomf position. Sucha spaceis shaed if
thereis some(probablyimperfect)correlationbetweertherep-
resentationsnaintainedby two or moreindividuals. A prime
exampleis the Global PositioningSystem(GPS).Two systems
equippedwith GPSsharea metriclocalizationspacein plane-
tary coordinatesSimilarly two robotsthatstartout with known
positionsin the samecoordinatesystemand maintaina posi-
tion estimatevia odometrysharea localizationspace.In both
exampleseachrobothasonly an estimateof its positionin the
true spacehut thetrue spacdas commonto both. More abstract
localizationspacesanbe consideredsuchasthelocationof a
databytein ahierarchicadatabaser aURL onthelnternet.In
thesecased00, therecanbe someuncertaintyin position;for
exampleif positionis describedy afuzzy matchingrule or an
ambiguougataquery Ourintuition is thattrail following may
be possiblein suchspaces.For now, we examineonly metric
spaces.

A rst versionof our trail following stratey wasdescribed
in [38]. It wasinspiredloosely by the foraging mechanisms
of antsand bees[1], [4]. In our simulator ’Arena’ (now re-
named Stage'[39]), a populationof robotsshuttledbetween
pre-speci ed "Home' and “Goal' regions of a large (60x60
robot-body-lengthsgrvironmentsparselylled with obstacles.

Trail-following wasfoundto comparefavorably with an al-
gorithmthatusedglobalknowledgeof theervironment.Robots
werelocalizedusinga GPS-like global coordinatesystenmwith
a noisemodelimposed. The methodwas shavn to be robust
with respectto signi cant localizationerror; indicating that it
shouldbe suitablefor usein therealworld.

E. Trail followingin globallocalizationspaceusingodometry

Following theseencouragingesults the methodwasimple-
mentedon real robots[40]. We performedexperimentson a
teamof robotswhich localizedby integratingtheir odometry

All robots are startedfrom the sameposition so their coor

dinate systemsare initially aligned. The correlationbetween
the spaceawvas obsered to deteriorateover time asthe error
in eachindividual's localizationestimateincreases.Figure 1

shaws plots of thelocalizationestimate®of four robotsasthey

work in thehallwaysof our building, shuttlingbetweenHome'

and Goal' positions(PointsA andB in Figure2.

By sharingwaypointsspeci edin their local coordinatesys-
tems,therobotswereableto successfullytravel from hometo
goalfor 28 minutesatwhichtime the systembroke down. Af-
terthis muchtime, therobot's coordinatesystemshaddiverged
so muchthat waypointscould not be meaningfullysharedbe-
tweenthem.

In spite of this, our original trail following algorithm has
someattractve properties:it nds good pathsbetweenloca-
tions, is reliable,is independentf thelocalizationmethodem-
ployedby therobot,is adaptve to dynamicernvironments,and
requiresmodestcomputatiorandcommunicatiorresourceslt
is reasonblyrobustto localizationerror, but it requiresa global
localizationspace Maintainingan accurateglobal positiones-
timateis oftencomplex andalwayscostly[28], [41].

F. Abandoninggloballocalizationspace

The most readily available sensorsfor localization are
rate-measuringevices(odometryaccelerometergyroscopes,
etc.)whichhave no x edframeof referenceTheratesmustbe
integratedovertime to obtainpositionestimatesThe magnetic
compassand Global Positioning System(GPS) are counter
exampleswith x ed referenceframes,but theseare restricted
to certain (magneticallyneutral, satellite line-of-sight) ervi-
ronments,so we do not considerthem here. Rate-intgrating
methodssuffer unboundedlrift and are thereforenonstation-
ary; this meansthat a populationof robotswhich startfrom
known global positionsand updatetheir position estimatesy
integrationwill havetheircoordinatesystemslivergeovertime.

Ourthesisis thatmary tasks,ncludingcooperatie resource
transportationcan be achieved without computingfull, map-
like representationsf the ervironment,thus saving the time
andpower requiredfor the computation.

For reasonf generality simplicity, ef ciency androbust-
nesswe aim to designrobot systemsthat canwork in novel
ernvironmentsusing self-referencednonstationarycoordinate
systemgconstraintl]. In multi-robot systemswith symbolic
communicatiorthis becomesa problemof referringto places
in theworld without maintainingacommoncoordinatesystem.

Our previous work assumedhat there were two placesof
interestin the ervironment(referredto as 'Home' and " Goal')
connectedy a singlecrumbtrail. Thetrail wasfollowedfor-
wardstowardsthe "goal' and backwardstowards home'. We
havesincegeneralizedhemethodio handleN placesby record-
ing N trails (thoughwewill only presentesultsherefor anN=2
experiment).

I1l. GENERALIZED LOCALIZATION-SPACE TRAIL
FOLLOWING

This section presentsthe details of our generalizedtrail-
following method,including datastructuresandalgorithmsfor
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their manipulation. We thendescribean implementatioron a
teamof robotsandshav how thetrail-following methodcanbe
straightforwardly integratedwith a low-level navigation con-
troller thatis speci c to a particularrobotandenvironment.

A. Events

We de ne anEventasa task-rel@antoccurencehatis per
ceivedby arobot. The "'Event' conceptis deliberatelygeneral.
It isintendedo capturesomedetectableegularityin thetaskat
hand.For example,in atransportationaskthatrequiresacorns
to becollectedfrom asourcepile anddeliveredto a bucket, the
relevantEventswould be “pick-up-acorn-frompile' and drop-
acorn-in-lucket'. A robot must be able to recognizethese
eventsin orderto switch betweenacorn-seekingehaior to
bucket-seekindehaior. Typically, Eventsaregoalswithin the
system;a robot transportingacornswould seekto experience
Event “pick-up-acorn-frorapile’, followed by “drop-acorn-in-
bucket', andsoon. It is arequiremenbf agoal-directedsystem
thatit is ableto recognizegoalsin this way.

An importantconstraintof our methodis that the localiza-
tion erroris relatively smallon asingletraversebetweerEvents
[constraint]. Biaserror(drift) mustaccumulatelowly relative
to thefrequeng of experiencingevents.Theabsolutdocaliza-
tion accuray requiredto meetthis constraintis determinedoy
the sizeand compleity of the ervironment,andnotby LOST
itself, which requiresonly that the localizationis sufciently
goodto allow the robot to reliably travel from one Eventto
another LOST compensatefor arbitrarydrift over inde nite
periods but it canonly make adjustmentsvhenEventsoccur

LOST requiresthat such Events be recognizedand given
commonnamesby multiple robotsin the population;for infor-
mationto be sharedbetweentwo individuals,they mustrecog-
nizeatleasttwo Eventsin common[constraint3]. In ateamof
homogeneoumbotsengagedn a singlegrouptask,we expect
thatall robotswould recognizethe samesetof namedEvents.

Diagramof the experimentalenvironment; part of our of ce building; robotsaredravn approximatelyto scale(left). Photograptof the ervironment

A morediversepopulationrmighthaverobotsthatrecognizedif-
ferentsubset®f all the possibleEvents.

For now we assumehatall Eventsof the sametype always
happenrat the sameplace[constraint4] (thoughthis constraint
will be relaxedin future work aswe exploit more of the dy-
namicpropertiesof LOST).

When a robot detectsan Event, it recordsits currentloca-
tion estimateand associatest with that Event. A robot can
thenexpressnformationabouttheworld relative to locationof
Events. Otherrobotsthathave positionestimatedor the same
Eventscaninterpretthe coordinatesn their own local frameof
reference.

LOST usesEventsto exploit the regularity of the popula-
tion'ssharedask(s) allowing individualsto sharereference$o
placesin theworld. Therestof this sectiondescribeshe ma-
chineryrequiredto maintainthe necessargstimatesperform
therequiredcalculationsandinterfacewith the robots' control
system.

B. Trails, Placesand Crumbs

The purposeof the Trail-following methodis to guide the
robot to an Event of interest,somevherein the ervironment.
It providestwo useful piecesof information; (i) the heading-
hint  is thedirectionin which to travel to reachthe current
goal; (ii) thedistance-hint is the estimatedime requiredto
reachthe goal. Therestof this sectiondescibesow trails are
createdmanipulatedandusedto generateheHeading-hintand
Time-hint.

The methods representatiorconsistsof Crumbs(the way-
points) and Places (the task-lezel commonlandmarks)col-
lectedinto a Trail. Informationis sharedoy combiningTrails
accordingto certainrules. Eachof theseelementss described
below.

1) Places:global task-level landmarks: The main aim of
this work is to remove the requirementhat a group of robots



maintaina corventionalglobal coordinatesystemor mapin or-
derto communicaténformationaboutplacesof mutualinter-
est. Themethodis basedn thecommonalityof Events.

In our transportationtaskillustratedby Figure 2, the source
(labelled ) andsink (labelled ) of resourcesare common
to all robots. At the sourcethe robot nds a unit of resource
(Event ); atthesinkit its relieved of theunit (Event ). The
coordinateat which this happenss differentfor eachrobotas
eachhasan independenframe of reference;it even changes
over time asthe local coordinateframe drifts. Referencego
anotherEvent  canbe maderelative to the currentlocation
estimatefor and . Any memberof the populationthat
maintainsestimatefor and caninterpreta referenceto

in local coordinatesn termsof and . Theaccurag of
the transformatioris determinecby the accurag of estimates

and heldby bothparties.

Placesarerepresentedstuplescontaininghename of the
event(e.g. , ), andaposition in localizationspace.The
localizationspacecanhave ary numberof dimensions; must
fully specifyasinglepointin this space We will consideronly

atwo dimensionalocalizationspacesohere
Place -> [E, L] #in general
Place -> [E, (XY)] #for points on the plane

2) Crumbs:localwaypoints: Namedfor thetrails of Hansel
and Gretel [42], our trail waypointsare called Crumbs. Our
Crumbsaredatastructureshatdescribehedistancgin time)to
aPlacefrom aparticuladocationin thelocal coordinatesystem.

A Crumbis composeaf thenameof thePlace towhichit
refers,alocalizationspaceposition , anestimate of thedis-
tancefrom to ,andthetime whentheCrumbwascreated:

Crumb -> [P, L, d, {]

Thedistance doesnothave to bein arny particulardimen-
sion, aslong asall robotsagree.For our experiment,we used
time as the distancevalue. Our robotsmoved at an approx-
imately constantspeedof , and a crumb was gen-
eratedevery 2 secondsso a distancevalue of 1 (in seconds)
correspondso a physicaldistanceof approximately0.5m.

3) Trails: shaedlocal data: A Trail is asetcontainingary
numberof CrumbsandPlaces Eachrobotstartswith anempty
trail which is built up over time accordingto the trail-laying
algorithm.A very simpletrail mightlook lik e this:

[A,  (0,0)] #Place
[B, (10 5)] #Place
[A, (3,4), 20, 201] #Crumb

This couldbe expressedn Englishas:in thecoordinatesys-
temin whichPlace isat(0,0)andPlace isat(10,5), was
20 distanceunitsaway from (3,4) att=201seconds.

4) PuttingPlacesinto Trails: An event  occuringatLo-
cation  will causea new Place to be addedto the
Trail. Any existing Placethatlocateshe sameEventis deleted.
Thusthetrail alwayscontainghe mostup-to-daterecordof the
positionof . Formally:

(Let bethesetof all Placesn thecurrentTrail thatlocate
Event . Thetrail at the next timestep is equalto the
currentTrail with  deletedandnew Place added).

It follows thata Trail cancontainonly onePlaceper Event.
For example in a resourcetransportationtask with a single
sourceand a single sink, there are two Places;one for the
receve-resourcé&vent,andonefor the drop-resourcé&vent.

5) Combiningtrails: Two Trails canbe combinedif they
have two Placesn common.If Trail containsPlacestloca-
tions and andTrail containglaces and ,there
is a uniquetransformation that mapsthe vectorfrom to

ontothevectorfrom to :

where is asimplelinear coordinatgransformconsistingof a
translation scalingandrotation.

Oncedetermined, canbeappliedto mapthecoordinate®f
ary location , whetherin a Crumbor a Place,from oneTrall
to the other To combinethe currentTrail ~ with a new Trail

, we do:

i.e., Thetrail at the next timestepequalsthe currenttrail plus
all the membersof the incomingtrail transformedhrough
where is a function that transformsthe location elementof
thevector , whetheraCrumbor aPlacethough .

The resulting trail containsall of 's Crumbsand
Placestransformednto 'scoordinatesystem.

If two trails do not have two Placesin common,two differ-
entactionscanbetakendependingn anadoptedpolicy. If we
adopta pessimistigolicy, the coordinatesystemsareassumed
to be differentand the trails can not be combinedby the al-
gorithmabove. If we adoptan optmisticpolicy the coordinate
systemsareassumedo bethesameandthetrails arecombined
as-is,by simply copying CrumbsandPlacesrom oneTrail to
the other If the Trails have one Placein commonandthe op-
timistic policy holds, orientationand scaleare assumedo be
similar to both Trails, andthe CrumbsandPlacescanbetrans-
formedby translationaloneinto thelocal coordinatesystem.

If two trails have morethantwo Placesn common,we can
eitherpick two Placeswith which to do the standardransfor
mation,or doamoresophisticate@ombinatiorsuchas nding
thetransformatiorwhich producedeasterrorbetweenrall valid
pairs. We suggesthat choosingarny matchingpair at random
would be a simple,unbiasedapproachhatwill averageouter
rors as the processis repeatedwith eachTrail receved. We
noteherethatthe coordinatetransformmay performpoorly in
the casewhere Eventsare very closetogetherrelative to the
errorin localization.

C. Trail decay

Thetrail is continuallyscannedindany Crumbswith times-
tampolderthanthe agethreshold (weused =4 minutes)are
destrged. This allows for dynamicupdateof the trail, asout-
of-dateinformationis deleted. The dynamicresponsef the
trail to changingervironmentss a functionof



D. Trail-laying algorithm

To implementLOST, eachrobot maintainsan individual
Trail. Thetrail is initially empty A robotwill add members
to its Trail for two differentreasons:

1) Therobotexperiencesan Event . If this happenghe
robotupdateghe Trail by addinga Place where
is the robot's currentlocationestimate. The Placeis in-
corporatednto the Trail accordingo therulesin Section
I1I-B.4. Thisis how arobotgathersnformationaboutthe
locationsof task-rel@anteventsfor itself asit explores.

2) If arobotrecevesatrail onthenetwork, therecevedtrail

is combinedwith thelocal Trail accordingto therulesin
Sectionlll-B.5 above. In this way Crumbsand Places
generatedy individual robotsareincorporatednto the
Trails of all robotson the network.
In our robot implementationthe received trail is trans-
formedinto the local coordinatesystem. Another pos-
sibility is to transformthe contentsof the local Trail to
matchthe recevedtrail; this will causeall the Trails to
corvergeto a commoncoordinatesystem. However, as
theincomingtrails arevery small,andthelocal trails are
relatively large,thisis computationallyexpensve. As we
do not seeka global representationye chooseto do the
leastexpensve transformation.

Trails appearon the network becausehey are periodically
generate@ndbroadcasby robots. If arobotis moving, it cre-
atesatemporaryTrail every secondgwe used ).
The temporarytrail consistsof copiesof all the Placesin the
robot's main Trail , plus a single Crumb lled in with the
currentlocation,the nameof the lastEvent , the distance
from the Event(we usedelapsedime asa distancemetric),and
thecurrenttime , i.e.

whereP denotesa Place.[Alternatively, aCrumbcanbegener
atedfor eachEventin the Trail ratherthanjust the mostrecent
Event;we will examinethis optionin futurework].

This temporary trail is broadcaston the network, then
deleted. In this way, asthey explore the ervironment, expe-
riencing Events,periodicallybroadcastingingle-Crumkbtrails
(“dropping Crumbs'), and (more frequently) receving Trails
on the network, eachrobot builds a Trail structurecontaining
PlacesandCrumbsthatdescribenow to getto Events.

E. Trail-usingalgorithm

Supposea robothasa certainEvent  asits goal, suchas

="drop-acorn-in-bicket'. Therobotinterrogateshe Trail to

discover which way to move to decreaséts distancefrom the
goalEvent.

Giventherobot'scurrentlocation  andgoalEvent |, the
Trail canrecommenda heading andprovide an estimateof
the distanceto the goal . Theseare generatedby nding
the setof Crumbs in the Trail whoseEvent  equals
andwhoselocation  lies within the a x edradius of the
robot'scurrentiocation . Thedistance-hint is equaltothe
smallestdistance-to-goatstimaten . Theheading-hint is
theanglefrom  tothelocation  of the Crumbcontaining

GOAL EVENT

1
Obstacle radius r
Obstacle
3
Robot
N S N
1 10 o g 7 5 \
h Crumbs

Fig. 3. The Trail-readingalgorithm;a robot movestowardsthe Crumb (rep-
resentedy numbers)within its senseradius thathasthe lowestestimateof
distance-to-goal

. Thisis illustratedin Figure 3, and canbe statedformally
as:

If is empty then
informationaboutEvent
is positive.

The algorithm causesthe robot to move towardsit's goal
Eventby following atrail of Crumbswith decreasinglistance
estimates.In Figure 3 the lowestdistance-to-goa¢stimateof
the Crumbswithin the robot's senseradius is 7; the robot
steergowardsthe Crumb,andthereforetowardsthe goal. The
robot will take the shortestroute so far discoveredfrom that
location. By following the Crumbsdroppedby the whole pop-
ulation,eachrobotbene tsfrom theothers'exploration;robots
will nd areasonableoutemuchmorequickly thanthey would
alone.Thelargerthepopulationsize thegreateithe probability
of nding anefcient routeandthe morequickly a goodroute
is found.

If the crumbsensingradius is largerthanthe distancebe-
tweendroppedcrumbs(thedroppingfrequeny  multiplied by
therobot's translationspeed ), asin Figure 3, thenthe robot
canfollow a continuoudrail of crumbsto thegoal.

, indicatingthatthe Trail hasno
within  metersof . Otherwise

IV. EXPERIMENTS

Thefollowing experimentsvereperformedto testthe effec-
tivenes®f LOST in asimpleversionof theresourcdransporta-
tion task. We describehreeexperimentshat demonstrataif-
ferentaspectof theapproach.

A. Ervironment

Thesystemwastestedn ourunmodi ed of ce building. The
oors aresmoothandhard,offering goodconditionsfor odom-
etry. The corridorsare just wide enoughto allow two robots
to passeachother The experimentswere performedin the
evening but the corridorswere opento other building users,



Fig.4. ThePioneer2DX robotsusedin the experiments.

and peoplepassedy the robotsrepeatedlyduring eachtrial.
Therobotnavigationcontrollerwasdesignedo avoid obstacles
suchastrashcanandlockers,andto ignorepassers-byinclud-
ing peopleand otherrobots)unlessthey directly impededthe
robot's progress.

The oor layoutis shavnin Figure2(left) andis thesameas
usedin [40]. Figure2(right) shavs therobotsnavigatingin the
testernvironment.HomeandGoalareseparatethy atleast31im
of corridorandtwo cornersn every case.

B. Robots

Theseexperimentswere performedwith teamsof threeand
four robotsdrawvn from our pool of 9 identical ActivMedia
Pioneer2DXs. We refer to the robotsby their names(Bug,
Ant, Bee, Fly, Punky and Tanis)in the resultsbelon. These
aresmall (50x50x40cmMmobile robotbaseswith two indepen-
dently driven wheelsand a rear castor Oursare tted with
PC104+Pentiumll computersunningLinux. Eachrobothas
front andrear 8-sensorsonarrings and wheelencodersasits
basicsensors. A SICK LMS 200 scanninglaserrange nder
was tted to the front of eachrobot, providing good quality
rangereadingsover a 180 eld of view. In its default con-

guration the SICK givestwo samplesperdegreeanda range
accurag of a few millimetersto mostsurfaces. 802.11wire-
lessEthernetconnectedhe robotsand our workstationswith
an effective bandwidthof 1Mbit/sec(1.9Mbit/secon sustained
large- le transfers).

Eachrobotwas controlledby a single programrunningon
its internal computey usingan early versionof our networked
robotinterfacePlayer [43]. The controllersare describecbe-
low. Performancdogswerekeptlocally on eachrobotto min-
imize network load, then downloadedafter eachexperiment.
Visualizationanddeluggingsoftwareranon a centralworksta-
tion.

We choseto abstractway the handlingof units of resource.
Ratherthanpicking up andcarryingreal objects therobotslis-
tenonthenetwork for messagemdicatingthey have reacheda
Place.Themessagearegeneratedby the experimenterpress-
ing abuttonona GUI whentherobotis within a presedistance
from the Place;Placesaremarked on the oor with tape. For
veri cation andasavisualaid, theexperimenterslsoattached
sticky notesto eachrobot's laserturretwhenreachingPlace
to indicatepicking up resourcethenremovedit whenreaching

place . Thesticky notesat werecountedaftereachtrial to
verify thelogskeptby eachrobot.

Simulatingthe handlingof objectin this way minimizesthe
compleity of our robotswithout changingthe natureof the
problem.We assumehatthetrail-following systemcanbein-
dependentf the sensingandhandlingmechanismshatwould
berequiredto manipulateealobjects.

Localization estimatesare made by integrating odometry
from the wheelencodersalone. Our experiencewith the Pio-
neershasshowvn thatthe accurag of anindividual's odometry
estimatevariesfrom robot to robot and from trial to trial, so
we do not attemptto characterizéts accurag here.Ratherthe
Pioneeris takento be reprentatie of a typical researctrobot.
Occasionallythe Pioneerssuffer dramaticodometryerrors;the
position estimatewill jump several metersor not changefor
severalsecondslespiteaconstantaictualtranslation.Thisshort-
coming of the Pioneersncreaseghe dif culty of our experi-
mentsandseverelyteststherobustnes®f our algorithms.

We have previously demonstratedsigni cant improvement
of thePioneerslocalizationestimateby combiningits odomet-
ric positionestimatewith thatof aninertial sensompackageby
meansof aKalman lter [27]. To emphasizehe usefulnes®f
thetrail-following method we choseto useonly the mostsim-
ple odometriclocalization scheme available “out-of-the-box'
to mostrobotusers.

C. RobotBehavior

All robots run an identical controller designedin the
behaior-basedaradigm[17]. Navigationandobstacleavoid-
anceare provided by three high-level "behaviors': Navigate
StopandPanic.

Navigatedrivesthe robotaroundthe environmentfollowing
walls, turningdown corridorsandfollowing crumbtrails. Nav-
igateis describedn detailbelow.

Stop monitors the laser sensor;if ary obstacleis sensed
within a thresholddistanceof therobot, all the wheelsareim-
mediatelystopped. Stop hasthe highestpriority; it subsumes
(disablegshe outputsof) all otherbehaviors.

Panic monitorstherobot'swheelspeedsif therobothasnot
movedfor ashorttime (we used? seconds)Panicsubsumethe
Navigatebehaior andturnstheroboton the spotin a random
directionuntil it detectdree spacethenmovesforward. After
alatchinterval (we used6 secondspPanictimesout, re-enables
Navigateandreturnsto monitoringthewheels.

StopandPanic work togetherto handlesituationsthat con-
found Navigate. They prevent collisions and effectively “un-
stick' therobotfrom obstaclesgeadendsandtrafc jams.We
have found Randomizedehaiors (like Panic's choiceof turn
direction)to be a powerful mechanisnfor avoiding deadlock
andcyclic behaior andareoftena bettersolutionthana more
“thoughtful' behavior.

D. TheNavigatebehavior

Navigate exploits the accurag of the SICK laser scanner
to move throughthe ernvironment,closelyfollowing walls and
turninginto opencorridors.Whenever a Trail-hint is available,
Navigateusest to decidewhichwayto turn.
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Fig.5. Principleof thesliding box algorithm. The free-spacéox is initially
placedto theleft of therobotandis slid in thedirectionof thearraw until there
areno obstaclesletectednsidethe box.

The Navigate behavior is more sophisticatedhan Stopand
Panic. It performsone of thesediscreet,mutually exclusive
actions:

1) Follow walls

2) Turnleft

3) Turnright

4) Turnaround

The actiontakenis determinedoy the following algorithm,
in which Booleans and aretrueiff acorridoris de-
tectedto theleft andright, otherwisethey arefalse.The™ ' op-
eratorreturnstrueif its agumentdiffer by lessthan - radians.
FromSectionlll-D, recallthat is the estimatedistance-to-
goaland s theheadingto the Crumbcontaining . If no
informationis available, and isundened. isthe
headingerror, i.e. the differencebetweenthe currentheading

andthe Trail-suggestedheading

- MAIN _LOOP:
- IF( ) EXPLORE
ELSEFOLLOW_TRAIL

EXPLORE:
IF( CL) turnleft with probability 0.5
ELSEIF( CR) turnright with probability 0.5
ELSEfollow walls

FOLLOW_TRAIL:

- E= (

- IF(E ) turnaround

- ELSEIF( AND E  -)turnleft

- ELSEIF( AND E — ) turnright

- ELSEfollow walls

Theactionsdo thefollowing things:

1) Follow walls: Wall following is implementedusing a
sliding box algorithm. A virtual box a little biggerthan
therobotis placedto theleft in thelaserscan(seeFigure
5). The box is movedleft to right in front of the robot
until the laserscanshaws no obstacleswithin the box.
The robot moves forwardsat a constantspeed,turning
towardsthe centerof this box. If thereareno obstacles,
thebox slidesalongthewall astherobotmovesforward.
If anobstacleappearssuchasthetrashcanin Figure5),
thebox slidesoutinto free spaceandtherobotheadsout
from thewall to avoid the object.

This approachis a simple way to provide somelook-
ahead'and adjustthe pathto avoid approachingobsta-
cles. The width of the box is adjustedto determinethe

distancekept to the wall; its length determineghe dis-
tanceatwhich obstaclesn uence therobot's heading.

If thereareno obstaclesn the rst boxthatis placedit is
assumedhattherobotis in a big openspaceandthere-
fore movesforward. If no openspaceis foundthe wall-
following systemturnstherobotin theoppositedirection
to thenearesbbstacle.

Turn left/right: While wall following the robotis contin-
ually processinghelaserrangedatafor largeopeningdo
theleft andright. A corridoris identi ed if the extreme
left or rightmostlasersamplesshav a nearbyobstacle
followed by a large discontinuityand an openingwide
enoughto accommodatéherobot.
Therobotperformsasharp90 left turninto corridorson
the left, and wide 90 right turnsinto corridoorson the
right. This minimizesthe chanceof interferencewith
otherrobotsin the junction, and leavesthe robot at ap-
proximatelythe correctfollowing distancefrom theleft-
handwall.

Turn around: The robot turns 180 , traveling a right-
handedsemicircleof diametera little narrover thanthe
corridor. This makesa smoothtransitionfrom following
the left-handwall, to following the otherwall in the op-
positedirection.

A turnis executedcompletelybeforeanothethigh-level con-
trol decisionis made. Onceaturn is completedall turnsare
disabledfor a shorttime (4 secondsn our implementation).
This latching mechanismimplementsa stratgy of “commit-
ment' which avoids unwantedoscillationbetweerbehaiors.

This navigationcontrollerwasdesignedo make the mostof
the limited spaceavailablein our ernvironment. Navigate will
keepcontrol of the robot unlessthe Stop behavior detectsan
obstaclecritically closeto thefront of therobot. Thesebehar-
iorsmakeit possiblefor therobotsto performtheirtaskin small
roomsandnarrav corridors,passingwithin aslittle as20cmto
thesideand40cmto thefront of eachotherbeforeinterference
occurs.

Whenno Trail headingis available (for exampleat the be-
ginningof atrial), Navigateexploresthe ervironment,turning
into available corridorsat random. When Trail headingsare
available,Navigatecausesherobotto follow the Trail.

2)

3)

E. Seach stratggy

A randomexplorationstratgly waschoserbecausét is sim-
ple,requiresnoa priori knowledgeof theenvironmentandwiill
always nd apathif oneexists, givensufcient time. Thusif a
pathto theresourcexists,arobotwill eventuallyreachit. The
rst robotto reachtheresourcenusthave usedthemosttime ef-
cient pathyetdiscoseredand,by thetrail broadcastingnech-
anism,all robotsnow have a list of waypointsdescribingthis
path.Randonsearchnds apathmorequickly with largerpop-
ulations,but we foundthata populationof 4 waslarge enough
to performwell in our relatively constrainegrnvironment.

F. Experimentl: Transforminglocal coodinateframes

This experimentwas performedto verify that the Trail-
following methodwill allow realrobotsto shareTrails between
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Fig. 6. Diagramof experimentl; threerobotsstartat A facingto theleft andmust nd arouteto B.

| Punky Fly Ant | Total
Trips 14 19 19 52
Distance(m) 483 553 568 | 1605
Lifetime (min) 32 40 41 113

TABLE |

EXPERIMENT 1: TRANSFORMING COORDINATES - SUMMARY OF RESULTS

divergingreferencdrames.Combinedwith thelow-level robot

controller describedabove, the systemperformsthe resource
transportatioriask. Threerobotswereusedwith the controller
describedn the previous section. Figure6 shavs the environ-

mentalset-upfor this experiment.

1) Proceduranddatagatheed: Therobotsarestartedone
at atime from the samespotat the homeposition , with the
sameorientation.This positionis takenasthetheorigin of their
odometridocalizationspace Onstart-upeachrobotis told it is
atHome/ , soit createsa Placewith name attheorigin. The
robots'local coordinatesystemsarethereforeinitially aligned,
so we adoptthe optimistic strateyy for receving trails asde-
scribedabove. This allows arobotto userecevedtrails before
it hasvisited both Places and . This speedp the con-
vergenceto a commontrail, but makesthe systemvulnerable
to failureif coordinatesystemslivergevery quickly. The opti-
mistic stratgy wasfoundto be acceptablén practicewith our
implementation.

After initialization,thecontrolleris runandtherobotstartso
exploretheenvironment.Whenarobotcomeswithin 1m of the
homeor resourcepositionthe experimenter gives' or “takes'a
unit of resourcéry sendingherobotamessageia thenetwork.
Therobotsarefully autonomoudor the entiretrial. The trial
wasstoppedvhenonly onerobotremainedvorking.

Every time a robot completedan A-B or B-A trip thetime
andthe nameof the robotis noted. A log is alsokept of all
1-CrumbTrails broadcasby eachrobot.

2) Results: Tablel summarizeghe resultsof the experi-
ment, shaving the numberof trips, distanceand lifetime of
eachrobot. They madea total of 52 trips of 31meachover
41 minutes,traveling a total of 1.6km (0.99 miles) beforethe
experimentwasstopped.

At 34 minutes, Punly startedto circle arounda point ap-
proximately 1m shortof the goal zone, repeatedlyfollowing
thewall thenturning aroundfollowing the oppositewall. The

Times that goals were reached by each robot

Robot

time (minutes)

Fig. 7. Experimentl: Transformingcoordinates Events

experimentersaassumeda bug in the code (we had previously
ironed out several problems),disabledthe robot's wheel mo-
torsandpushedt out of the pathof the otherrobots. Fly and
Punlky continuedfor another7 minutes,until Fly's batterywas
exhaustedandthe experimentwasstopped.

Figure7(top) shavs the time thateachrobotreachedPlaces

and , whereavisit to Place is representedyy a point
plottedlow, andPlace by a point plottedhigh. The regular
interval betweerpointsin eachcaseshawvs thattherobotswere
consistentlyfollowing the trail betweerthe Places.The inter
val betweenPlacesis similar for all robots,indicating similar
performancef eachrobotwhile running.

Figure 8(top) shaws plots of the localization estimatesof
the threerobots over the length of the experiment. The 3-
dimensionalplots 8(bottom) are of the localization estimate
(x,y) plottedagainstime (z) to shav how the pathevolves.

Punky'sfailure canbe seenasthetight circling at (16,2)and
34 minutesin Figure 8(right). As the Pioneers odometryesti-
matedegradesrapidly whenturning, Punky's orientationesti-
matebecamepoorduringthe cycling behaior. Thesingleline
to thetop right of the 2-D plot shavs Punky's positionestimate
aswe pushedt down the corridor.

It canbeseerthatAnt's coordinatesystemrFigure8 (left) ro-
tatedmore quickly thanthat of Fly (middle) or Punky (right).
After 30 minutes, Ant's coordinatesystemhasrotatedmore
than90 relative to thatof both Fly andAnt. Despitetherela-
tiverotationof their coordinatesystemsFly andAnt continued
to successfullyollow thetrail with zeroturningerrorsuntil the
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Fig.8. Experimentl: Transformingcoordinates Paths

| Tanis Bug Fly Ant | Total

Trips 18 16 17 16 67

Distance(m) 516 486 475 449 | 1926

Lifetime (min) 36 37 32 26| 131
TABLE I

EXPERIMENT 2: SHORTEST PATH - SUMMARY OF RESULTS

endof thetrial.

This demonstrateghat the threerobotswere able to trans-
form Crumbsbetweertheir coordinatesystemsgdespitethe di-
vergenceof their coordinatesystemsiueto accumulatingerror
in their odometriclocalizationestimates.

G. Experimen®: Shortespathcorvemgence

This experimentwas performedto verify that the method
causesobotsto corvergeto the shortespathdiscovered.

Theexperimentaketupis shavnin Figure9. Fourrobotsare
startedat . Therobotsuseidenticalcontrollersto theprevious
experiment.Two startfacingleft (Bug andTanis)andtwo face
to theright (Ant andFly). They areinitially co-localized,i.e.
they areall startedfrom approximatelythe samepoint, which
is the origin in theirlocalizationspaceandthe two right-facing
robotshave theirinitial orientationsetto 180 .

Therobotsarestartedandbegin to explorethe ervironment.
The samestatisticsare kept as for the previous experiment.
Again, the experimentendswhenonly onerobotis left work-
ing.

1) Results: Tablell summarizesheresultsof thetrial. Fig-
ure 10 shawvsthetimesof arrival at Places and . Fromthe
plot we seethatFly andAnt rst arrive ataround2 minutesre-
turnto ataround4 minutesthenshuttlebetweerthe Places
atapproximatelyt minutesperroundtrip . TanisandBug take
around4.5 and5 minutesrespectiely to reach for the rst
time, thensettlesinto a similar 4 minuteroundtrip time.

Thelocalizationplotsin Figure1l shav thatBug andTanis
initially headedaway from the goal. Bug turnedtwo corners
atrandom,asit travelled from (0,0) to approximately(19,-10)
thenturnedaroundand, by chance took the sameroute back

Fly ——
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Fig. 10. Experiment2: shortespath- Events

towardsthe origin. Whenit nearsthe origin, it cancalculatea

Trail headingfrom the datareceivedfrom Fly andAnt. It takes

theroutediscoveredby Fly andAnt andshuttlesbetween and
for therestof thetrial.

Fromits furthestpoint from the origin, Tanis doesnot take
the sameroute back, but by chancefollows the corridoralong
toreach from the oppositedirectionto Fly andAnt. Tanis'
Trail now containsCrumbsdescribingtwo routesbetween
and ; the oneit took itself, andthe shorterone discovered
by Fly and Ant. It takesthe shorterrouteto . The longer
routeis never used.As the Crumbsthatmarkthelongerroute
reachtheir maximumage they aredeletedandthelongrouteis
forgotten. This savesstoragespaceand processingime asthe
Trail is scanned.

Thelocalizationestimateplotsagainindicatethattherobots'
coordiatesytemsdivergedover time. Tanis' estimatedrifted
by 100 over 37 minutes;Ant's drifted by 85 . Bug's odometry
shaws drift in both directions,initially clockwiseuntil around
15 minutes,thenanti-clockwise.This illustratesthe variability
of the Pioneers odometry

Ant, Fly and Tanis all failed in the sameway as Punky in
the previous experiment;they failedto reachPlace , circling
just shortof it until they wereswitchedoff. Bug exhibitedthe
samebehaior during the trial at 20 minutesand 24 minutes,
but recoreredboth times and continuedto drive betweenthe
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Fig.9. Diagramof experiment2; 4 robotsstartat A. 2 faceleft, two faceright. They must nd arouteto B.
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Fig. 11. Experiment: shortespath nding -

Places.

This experimentdemonstratethat the robotteamwill con-
vergeto usethe shortesknown path. However, the systemsuf-
feredfrom a problemthat madeit unreliableandcould not be
tracedto softwareerror.

2) Diagnosisand solution: Consideratiorof theseresults
leadsto theconclusiorthatthe problemliesin anaccumulating
shorteningof thetrail.

The circling is inevitable if a robot reacheghe end of the
Trail (i.e. the Crumbwith the lowesttime-to-goalestimate)
beforereachingthe Place.Recallthatthe controllermakesthe
robotfollow walls in thedirectionof thelowest-\aluedCrumh
Thusthe robot follows the wall pastthe last Crumbuntil it is
behindthe robot, Thenit turnsround anddrivespastit again,
andsoon.

If thetrail is too long, i.e. thelast Crumblies beyond the
Place,the robot detectsthe Placeasit drivesby it andadjusts
its estimateaccordingly If thetrail is too short,therobotmay
never reachthe Place,never hasits estimatereset,and cannot
recover.

By abstractingaway the objectsto be transportedwith the
goalof demonstrating lesscomple, morerobustsystemthat
did notneedto seno to atargetattheendof atrail, we actually
madethetrail following morefragile. However, this wasuseful
asit makes explicit animportantconstraintto the system;in
orderto recover from errorsin the Trail (inevitable dueto lo-
calizationerror),arobotmustsearcior thegoalafterreaching
thelastCrumb[constraints].

Odometric localization estimate Odometric localization estimate

Tanis

Fly ——
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Tanis
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If aphysicalobject(suchasanon-virtualunit of resource)s
presentatthe goal,therobotshouldsensehe objectandseno
towardsit. The Trail becomesa device to getthe robot close
enoughto the goal objectto recognizet with sensors.

As we have no physicallysensiblePlaceswe solve theprob-
lem by using randomexploration. When the robot reaches
a Crumbwith time-to-goalestimatelessthan or equalto the
Crumbdroppingfrequeny (2 secondsn theseexperiments),
it stopsusingthe Trail andinsteadexploresat randomuntil it
nds the Place.In practicethe Trail alwaysendsvery nearits
Place.In our ervironment,therobotdrivespastthe lastCrumb
andreacheghePlacealmostimmediately

We madethis modi cation andtestectherobotsagain.

H. Experimen8: Trail-end Eventseaching

This experimentwas performedto verify the solutionto the
trail-shorteningoroblemproposedn the previoussection.The
experimentalsetup andprocedurewvereidenticalto the previ-
ousexperimentexceptfor theadditionof abatteryhotswap. As
theresultsbelov shaw, this trial ranfor along time. As each
robot's batterieswere drained,we disabledthe wheelmotors,
towedtherobotinto a sideroomandswappedits batteriesThe
controllerwasstill running,so the robotwasableto maintain
localizationestimatesluringthe swap. Oncethefreshbatteries
wereinstalledthe robot wastowed backinto the corridor and
its wheelmotorsenabled.In this way we wereableto prolong
the durationof the experimentpastthe batterylife time of the
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Fig.12. Diagramof experiment3; 4 robotsstartat A facingto theright andmust nd arouteto B.

| Tanis  Bug Fly  Ant | Total

Trips 36 59 78 86 262

Distance(m) 1102 2102 2414 2592 | 8211

Lifetime (min) | 81.3 138.1 176.6 188.4 | 583.6
TABLE IlI

EXPERIMENT 3: EVENT SEARCHING - SUMMARY OF RESULTS
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Fig. 13. Experiment3: Eventsearching Events

robots. Mechanicalhandlingof the robotwasobsenedto add
errorto thelocalizationestimateaddinga furtherchallenge.

1) Results: Tablelll summarizeghe resultsof the exper
iment, shaving the numberof trips, distanceand lifetime of
eachrobot. They madeatotal of 262trips of 31meachover
3 hours,8 minutes traveling atotal of 8.2km(5.1 miles) before
theexperimentwasstopped.Two of thethreerobotsthatfailed
ranoutof poweraswe ranout of batteriedo swapin; theother
sufferedcatastrophiodometryfailure - anoccasionaproblem
with the Pioneerrobot.

Figure13(top)shavsthetime thateachrobotreachedPlaces

and The regular interval betweenpointsin eachcase
shaws that the robotswere consistentlyfollowing the trail be-
tweenthe Places.Wheretherearelarger gapsbetweerPlaces
(Fly at45min, Ant at 160min)therobotwaspausedo have its
batteryhot-swapped. The long gapfor Bug at 140minwas a
symptomof its odometryfailure - it madetwo moretrips by
chancebeforeit failedcompletely Theinterval betweerPlaces
is similar for all robots,indicatingsimilar performancef each
robotwhile running.

The averagetime betweenPlaceswas
. This givesan averagespeedof . The Nav-

igate behavior drives the robots at when cruising
freely. This is the highestspeedoutput by the controller so
we concludethatthe teamwasworking at approximately92%
of maximumef ciency, i.e. therobotswerefollowing walls in
freespacein theright direction92% of their operatingtime.

Figure 14 shaws plots of the Crumbsgeneratecby each
robot, both on the plane(top) andextendedover time in three
dimensiongbottom). Thelarge variationin the plotsindicates
that their coordinatesystemsdrifted independently For ex-
ample, Bug's coordinatesystemrotatedclockwise; the other
robots' systemsdrifted anti-clockwise. Tanis' systemrotated
only by around0.35 perminute,while Fly's rotatedat2 per
minute. Despitethe divergenceof the robots' coordinatesys-
tems,they wereableto sharetrails throughouthetrial.

Figures14(top left) shows all 34,743 Crumbsreceived by
Ant over 188 minutes.At ary time duringtherun, eachrobot's
actual Trail containedmary fewer Crumbs,as Crumbswere
deleted secondaftergenerationAs describedabove,
this preventsthe robot usingout-of-datedata. Old Crumbsbe-
comeuselessasthe robot's coordinateframe drifts over time,
andif the ervironmentchangesanda new route mustbe dis-
covered(dynamicenvironmentsarediscussedutherbelow).

Figure 15 shaws plots of the Crumsstoredin Ant's Trail at
varioustimes during the experiment. The top plot shovs the
Crumbsrecevedby Ant duringthelast second$eforethey
areincorporatednto Ant's Trail. Early in the experimentthe
Crumbsfrom all robotsoverlap,astheir coordinateframesare
very similar. Over time the coordinatesystemscanbe seento
diverge;the Crumbsno longeroverlap. The middle plot shows
Ant's Trail; the Crumbsfrom all robotshave beentransformed
into Ant's coordinateframe. At ary time duringthe experiment
all Crumbsare combinedinto a coherentpathfrom  to
As Ant's referenceramedrifts with respecto the realworld,
thepositionsof and change.Thebottomplot shavs how
theTrail looksif thepositionsof and areheldconstantin-
comingCrumbsaretransformednto the x edcoordinatdrame
andthe Trail alwaysshaws a coherenpath.

V. DICUSSION

This sectiondiscusseshe reasondor somedesignandim-
plementatiordecisionsandsuggestsomealternatves.
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A. Useof odometry

LOST is independenbf the localizationmethodemployed;
it doesnotrely onodometry LOST requireghatsomelocaliza-
tion methodis availablethatis sufcient to guidetherobotfor
the (possiblyshort) intervals betweentask events. This is re-
statedaterasconstraintsl, 2 & 5 in SectionV-H. Theamount
of errorwe canhandleis thereforepreciselyspeci ed but can-
not be quanti ed without a full understandingf the particular
taskandenvironment. The implementorchooseghe localiza-
tion methodappropriatdor theirhardwareandtask.LOST au-
tomaticallytakescareof issuesof long termdrift andmultiple
independentoordinatesystems.

Our implementationusesodometryfor localization. This
was deliberatelychosenas the most simple, readily available
schemefor our robotsin their indoor environment. The au-
thorsunderstandhatodometrycanbeimproveduponin mary
ways. ThePioneer2's naive, native odometrywassufcient for

the robotsto reachan eventlocationafter eachtraverseandis
thereforeperfectlygoodfor the task. Long term drift (of ary
localizationmethod)is entirelycompensatetbr by LOST.

If task eventswere more sparseand traversessigni cantly
longerthanin our experimentsthe unenhance®ioneerndom-
etry would not have beensufcient to drive the robotbetween
events. The sameis true for more challengingervironments,
say outdoorson rough terrain. GPSwould be a good solu-
tion here. WhereGPSis not availableinertial integrationcan
provide very good localization, subjectto drift over minutes
or hours. LOST is applicablein all thesecaseshut is particu-
larly usefulfor self-referencednethoddik e odometryandiner-
tial integrationbecauseobots' coordinateframesareindepen-
dentandnonstationargndcorventionalmappingandplanning
techniguesredif cult to apply.
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B. Parametes

Any implementationof LOST must setthe valuesof vari-
ables and from the Trail readingand writing algorithms
respectiely. Thesearethe only variablesintrinsic to LOST,
severalmorearerequiredto tunethe low-level navigation con-
troller, but thesearespeci c to therobotsandervironmentand
not essentiafor this discussion.

In settingthe Crumbsenseradius , thereis a trade-of be-
tweentheamountof informationavailable(thelargerthe value
of , thegreaterthe probability of a useful Crumbbeingavail-
able),andits relevance(the further away a Crumbis, the less
likely it is to give youlocally usefulinformation).For example,
considera trail of Crumbsthat follows aroundthe perimeter
of anobstacle.lf is smallerthanthesizeof the obstaclethe
robotcannotsensehe Crumbsbehindthe obstacleandfollows
thetrail aroundthe perimeter If is largerthanthe obstacle,
therobotmayattemptto drive directly towardsa Crumbonthe
othersideandfail to follow the perimeter

The size of , combinedwith the robots' (and hencethe
Crumbs")localizationerrorsdeterminesheresolutionof infor-
mationreadfrom thetrail. We set , which provedto be
satishctoryfor our experiments.

The Crumdroppingrate is determineddy the speecbf the
robotsandsense-radius. We wantCrumbsto becloseenough
togetherthatat leastone Crumbis visible at ary time while a
robotis following a trail, i.e. the gap betweenCrumbsmust
be . Our robotsmoved at and , sowe
set secondssothata Crumbwould be droppedapproxi-
matelyevery 1m.

C. Distanceestimates

The Crumb's distanceestimate is the mechanisnthatde-
cideswhatthetrail optimizes.If is spatialdistancetherobot
followstheshortesknown path.If estimatesime-to-goalthe
robotfollowsthe quickestpath. Alternative metricsfor could
be choserto optimize pathsfor anothermproperty For example
if wereenepgy-to-goal, at routeswould befavoredover hilly
routes.

Non-distanceraluesfor canbeusedj.e. metricsthatdonot
provide a continuougyradient suchasanestmateof remaining
resourcesr safety by addingadirectionindicatorto theCrumb
datastructure Thetrail-readingandwriting algorithmsareeas-
ily changedio usethe headinginsteadof the location of the
Crumh Theearlyversionsof LOST decribedin [38], [40] use
thistechnique.

D. Datastructures

Our Trail implementationused a simple linked list of
Crumbs.Searchinghelist for matchingCrumbsis a relatively
expensve operation. A more ef cient Trail implementation
could usea content-addressabbiatastructureto signi cantly
reduceoverheadvhensearchinghe setof Crumbs.

Our Trail containedan arbitrary numberof Crumbs. An-
otherpossibleef ciency improvementwould be to maintaina
queueof x edlength. A queuealways containsthe mostre-
centdata;sothis removesthe needto scanfor old Crumbsand
deletethem.If thepopulationsizeandCrumbdroppingrateare

known, thelengthof thequeuedetermineshe maximumageof
aCrumh

E. Scalability

LOST wasdesignedo exploit the physicaldistribution of a
populationof robots. The ervironmentis searchedn parallel;
oncea goodrouteis found, the systemcorvergesto thatroute.
While thereal-robotexperimentsn this papemusedasmallpop-
ulationfor logisticalreasonspur earlierexperimentsn simula-
tion [38] successfullfdemonstratethrgerpopulations.

For the following reasonswe believe that the LOST will
scaleto large populationsof realrobots,andmayevenbemore
ef cient aspopulationsizeincreases:

As the populationsizeincreasesthe amountof the ervi-
ronmentsearchedh parallelincreasesThusthe probabil-
ity of nding goodroutesincreaseandtheinitial search
time decreases.
Thenumberof Crumbsrequiredto createeffectivetrailsin
theenvironmentis afunctionof thesizeandcompleity of
the ervironment;it is independenof the populationsize.
Thusthe numberof calculationsrequiredper robot need
notincreaseasthe populationgrows.
As the populationsizeincreases,obotsaremorelikely to
be distributed over a wider area(unlessextremeinterfer
encecausedraf c-jams). This meansthat the probabil-
ity thatthelast crumbsreceved aredistributedalong
the length of the trail increases. Corversely a smaller
is requiredto encodethe whole trail with high prob-
ability thanfor a smallerpopulation. We suggesthatin
larger populations the total numberof Crumbsrequired
in the systemwill be the sameor actually thanfor
small populations,reducingthe amountof computation
perrobot. At the worst case,the numberof Crumbsre-
quiredis constantwith populationsize,allowing the pop-
ulationto increaseinde nitely without using more com-
municationsbandwidthmemoryor perprocessocompu-
tation.
If we choosenot to decreasehe Crumb dropping fre-
gueng, we caninsteadusea x ed-sizequeueof length
to hold Crumbsin a Trail.

F. Comparisorwith mappingandplanning

It is usefulto compareLOST with the stateof theartin on-
line metric mappingdescribedby Thrun et.al [44]. Thrun's
techniqguecombinessensoiscan-matchingvith probablisticlo-
calizationto produceexcellenthuman-readablenaps. This is
not the aim of our system. Rathey LOST is an on-line navi-
gationsystemthatis an alternatve to mappingand planning;
robotsnavigatebetweengoalswithout the needfor or expense
of a map. We are not aware of published gures for com-
parison,but consideratiorof Thrun's techniquesuggestghat
it requiresordersof magnitudemore processingmemoryand
communicationshandwidththan LOST and that the required
resourcesvould scaleat leastlinearly with populationsize. To
afford scalabilitywe mustlimit thecommunication®andwidth
requiredasthe populationgrows, andthe memoryrequiredto
storethemapasrunsincreaseén duration. Thrundoesnotmake
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Fig. 16. Surfaceplot of Ant's Place-Bcrum list at 900 seconds.For each
position,the lowesttime-to-goalof the Crumbswithin sense-radius plotted.
Whereno Crumbwasfound, 0 secondss plotted. Notice the steadygradient
from A (theorigin) to B, andthe curved sidesof thegradient chute'.

ary claimsin thisarea.We have arguedabovethattheresources
requiredLOST are constantwith populationsize, varying in-
steadwith ervironmentsize and compleity. We believe that
thisis theappropriateconstraintin highly scalablesystems.

Indeed,Thrundoesnot claim thathis methodscaleswell to
large populationsof robots, merely that it “extendsto multi-
robot mapping”in that eachrobot “contributesto building a
singleuni ed map”. This implies that the mapis assembled
at a single point; the systemis not fully distributed and can
suffer single-pointfailures. It is alsoexplicitly assumedhat
eachrobot canlocalizeitself initially in the map of a special
“team leader’robot. LOST hasno specialrole for ary robot
andno centralizedmap;insteadeachrobot hasits own trail in
local coordinatesLOST wasdesignedrom the startto befully
distributedandbene tsfrom the associatedobustnessvith re-
spectto pointfailures.

Figure 16 shavs a visualizationof a Trail storedby Ant
during Experiment3. The plot shavs the lowestvalue of the
distance-to-goaéstimate of the Crumbswithin Ant's sense
radius (i.e. thedistance-hint ) for agrid of pointsin local-
izationspace Theresultingsurfacecanbeinterpretecasamap
- all pointswhere arefree space- or asa plan- move
downhill whenever possible.It resembleshe work spaceof a
potential eld pathplannemwith nolocal minima[29], [45].

TheTrail datastructurds somethingpbetweeradynamicmap
andaplan. It combinesmetric dataaboutthe positionsof ob-
jectsin theworld with instructionson how to getfrom oneplace
to another

G. Automaticconstraint satisfaction

As trails are continually updated,LOST provides an auto-
maticmethodfor reducingnterferencelf theCrumb'sdistance
metricis atime, trails areoptimizedfor shortestime. A route
thatis heavily congestedvith robotswill take a long time to
traversedueto interferencea longerroute may be moretime
efcient. Similarly, a short-distanceoute that passeshrough
a smallopeningmay be suitablefor a small population,asthe
chancethat several robotswill meetat the openingis small.
With a large population,the routeis not optimal dueto a traf-

¢ jam atthe opening.Robotswill selectthe longerbut faster
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route. This effect canclearly be seenin the simulationexper
imentsin [38]. This interestingpropertywill be investigated
further.

H. Summanpof constaints

We have identi ed variousconstraintghroughoutthe paper

whichmustbe satis edfor LOST to work. Theseare:

1) Robotsmustmaintainalocalizationestimate.

2) Localizationmustbe goodenoughto enabletherobotto

make a singletraverse.

Robotscanonly shareTrails aboutPlacesthey mutally
recognize. This is usually reasonablebut might not be
truein heterogenouser learningsystems.

) Eventsoccurin x ed places[this is a provisional con-
straint: we have not yet investigatedhe behaior of the
systemwith moving Events. Due to the next Constraint,
we suspecit will work if Eventsmove slowly relative
to the time betweenoccurencesthis more relaxed con-
straintmay replacethis provisionalone.]

Robotsmust have somesearchstratgly when reaching
the end of the trail to recover from accumulatedrail-

shortening.

6) Routedoundarenotguaranteetb beoptimal. Theprob-
ability of nding good pathsincreaseswith population
size.

In summary LOST is applicableto a classof trail- nding

andfollowing problemsin which localizationestimatecanbe
maintainedandoptimality is not essential.

3)

N

VI. CONCLUSIONS AND FURTHER WORK

In this paper we have presentedthe novel algorithm
Localization-Spacédrails (LOST), for nding and traversing
routesthroughunknavn environmentswith a teamof robots.
We have demonstratedhat trail-laying behaiors can be use-
fully implementedn a sharedlocalizationspace ratherthan
directly in the real world. Waypointscan be sharedbetween
divergentlocalizationspace®y specifyingthemwith reference
to landmarkscommonto all robots.Unlike previouslandmark-
basedocalizationstratgjies,we usetasklevel featureghatare
necessarilyleadyknown to andnamedby all robots.

A straightforvardrobotimplementatiorwasdescribedanda
seriesof experimentsdemonstratethat:

(i) LOST canguiderobotsbetweenplacesof interestin the
ervironment; (i) Robotswill take the bestknown path; (iii)
Pathinformationcanbe sharedetweercoordinatesystemasis-
ing task-releantfeaturesascommonreferencepoints;(iv) The
systemis robustto individual robotfailure.

Ourrobotteamperformsa usefulgenerataskwithoutsuper
vision for long periods.Four robotsoperatecautonomouslyn
anunmodi ed of ce building, with atotal robotrun time of 9
hours45 minutesanda distancetravelled of 8.2km beforebe-
ing defeatedby hardwarefailure. In additionto copingwith
highly-divergedframesof referencethe systemwasshown to
berohustto individual robotfailure andbatteryhot-swaps.We
believe thistechniquewill beof usein avarietyof path- nding
scenariosandits simplicity andlow computationaload make
it an attractive alternatie to instrumentedervironments,map
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building andothertechniqueshatrequireanexplicit globalco-
ordinatesystem.

Having assessedhe method applied to a simple task, it
shouldbe testedwith more comple tasksand ervironments.
It would be particularlyusefulto examinethe systems ability
to adaptto dynamicallychangingenvironmentsparticularlyits
ability to copewith blocked and newly-available routes,and
to automaticallyreduceinterference. The methodallows for
taskswith  sourcesand  sinks;this shouldbedemonstrated
in further experiments. Simulationstudiescould examinethe
scalingeffectsandopportunitiesof large populations.

The systems performancevasdegradedsomavhatby near
collisionsbetweerrobots. The phenomenornf interferences
an importantproblemfor multi-robot systems particularly in
constrainecspacesuchashomeandof ce ervironments. In
theseexperimentsve deliberatelyworkedonly in thecorridors,
whererobots could always passeachothet We are extend-
ing our controllersto copewith co-localizationcon icts, such
astwo robotspassingin oppositedirectionsthrougha narrav
doorway. Resultsof ourinitial simulationwork have beenpub-
lished elsavhere[46] anda similar approachcould be imple-
mentedon therealrobots.

We have not presentech framewnork or methodologyyather
we offer a solutionto a realisticproblem. The applicationwe
have studiedis ideally suitablefor multiple robots,asis our so-
lution. Themethodis completelydecentralizedhighly scalable
anddirectly exploits the physcialdistribution of the robotsthat
make up the population.

Like corventional path-planningand mapping solutions,
LOST is applicableto a classof problemsandis independent
of theunderlyingrobotcontroller Unlike typical planningand
mapping,our systemeveragests embodimenanddistribution
so that it requiresrelatively modestcomputationfor on-line,
ary-time path nding in therealworld.

We hopethatthe LOST methodwill be directly useful for
building robust path nding robot teams. We also hopethat
this paperwill be of valueas a casestudy of a fully-realized
cooperatre multi-robotsystem.
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