Surfacing strategies for multi-robot adaptive informative sampling with a surface-based data hub

Stephanie Kemna and Gaurav S. Sukhatme

Abstract—Autonomous underwater vehicles (AUVs) are increasingly being used for lake and ocean sampling. Adaptive informative sampling is one method to gather data that is most informative for a phenomena being modeled. An open question is how multiple AUVs can best collaborate in collecting this data. In this work, we propose two new approaches for deciding when to surface for data sharing with a surface-based data hub: altruistic surfacing, based on the amount of information a vehicle has to share, and gain-based surfacing, based on an estimate of how much information is available at the surface. We compare these approaches to three prior approaches: timed surfacing with and without data hub - and synchronous surfacing with Voronoi-based partitioning for coordination. Our simulation results show that all approaches perform approximately equal in terms of the error between models created by the vehicles and the ground truth, evaluated over time. While the Voronoi-based approach performs with wider variance in its initial performance, it can perform better at later sampling times for a subset of the tested scenarios. The altruistic surfacing approach can greatly reduce the number of surfacing events required, and shows promise for sampling at greater depths.

I. INTRODUCTION

The use of autonomous underwater vehicles (AUVs) is becoming more common for sampling lakes and oceans. One technique for setting up AUVs to gather data that is most useful for the end user is informative sampling, or informative path planning, where the AUV creates an on-board model and uses information-theoretic metrics to decide where to collect data measurements. An open research question is how multiple AUVs can best collaborate for quickly creating a model of, for example, temperature or algae distributions. In previous work, we evaluated a technique for coordinating robot movements through Voronoi partitioning, with data sharing through synchronized surfacing events [1]. In this work, we compare the former method to a new method that uses a surface-based data hub, allowing asynchronous surfacing of vehicles. Our contributions include two new methods for deciding when to surfice: an altruistic surfacing approach based on the amount of information a vehicle has to share, and a gain-based surfacing method based on an estimate of how much information is available at the surface. Our simulation results show that all approaches perform approximately equal in terms of the error between models created by the vehicles and the ground truth, evaluated over time. While the Voronoi-based approach performs with wider variance in its initial performance, it can perform better at later sampling times for a subset of the tested scenarios. The altruistic surfacing approach can greatly reduce the number of surfacing events required, and shows promise for sampling at greater depths.

A. Related work

In terms of related works, there are many cases where people have looked at data sharing between sampling systems via data muling, e.g. [2], [3], [4], [5]. In most of these cases a single data mule is used to collect and transfer data from and between static sensing nodes. This turns the problem into solving the traveling salesman problem (TSP), either for single ([3]) or multiple ([4], [5]) autonomous vehicles.

There are several works that focus more specifically on data sharing strategies [6], [7], [8], [9]. Hollinger and Singh [6] introduced a method to utilize periodic connectivity between robots in multi-robot coordination for information gathering tasks. The interval of disconnection was assumed to be dictated by applications or chosen by the user. The robots did not try to optimize the time of data sharing based on their gathered data, as we address in this work. Pfringer et al. [7] investigated a multi-robot map update strategy for pose graph simultaneous localization and mapping. The work focused on what data to transmit, given the limited underwater communications bandwidth. In prior work [10], we explored the trade-off between underwater and surface-based communications. Given the potential unreliability of the underwater communication channel, we focus here on surface-based communications.

Yordanova et al. [8], [9] focused on developing strategies for rendezvous planning in multi-robot multi-target search. In their scenario the underwater robots need to meet at certain rendezvous points to share data. Initially, the rendezvous points are specified based on pre-defined intervals using rule-based logic, though the later work adapts the pre-defined intervals based on what the robots are sensing and predicted target distributions. This is more similar to our former work, though they did not have to rendezvous in terms of location. In this work we remove the synchronization constraint, such that the vehicles lose less time in data sharing, and we use a surface-based data hub for asynchronous data sharing. A work that similarly uses asynchronous communications is by Garg and Ayanian [11]. They use a central server to keep a belief adaptation for hyperparameters of the model they create. Robots can communicate to the server periodically and asynchronously, though their paper does not explore the strategies used for deciding when to communicate.

B. Contributions

The main question we address in this paper is when to surface for data sharing, for a decentralized system with a surface-based data hub. A trade-off exists in minimizing surfacing events in order to avoid time that is wasted on surfacing, versus maximizing surfacing events in order to obtain data from other vehicles. Each underwater vehicle...
does not know when the other underwater vehicles surface to off-load and obtain data. We developed two different methods for deciding when to surface:

1) altruistic surfacing: estimate the value of your own samples, and calculate your desire to share,

2) gain-based surfacing: estimate the potential gain that you can obtain from collecting samples on the surface.

Our approach is distinct from rendezvous methods where all robots are required to come together, or to the surface, to share data. We compare our approach to two formerly published approaches, where the robots (a) periodically surface, assuming synchronized clocks, and (b) synchronize surfacing events by using surfacing requests via acoustic communication with Voronoi-based vehicle coordination [1].

II. Method

In this section we briefly recap our modeling approach, which uses Gaussian Process regression. Then we discuss more elaborately the two proposed methods that the vehicles can use for deciding when to surface.

A. Modeling Approach

The vehicles are tasked to create a 2-D model of a spatial phenomena, for example an algal bloom. A common method for spatial modeling is Gaussian Process (GP) regression [12]. In GP regression a signal is estimated by estimating its mean and variance, based on measurements z at locations (inputs) x, where x ∈ ℜ². Let Zx denote a GP. The GP is initialized with a prior mean and covariance matrix, also known as the kernel. The estimates of the mean and variance, typically called the predictive or posterior mean and variance, are calculated as [12]:

\[ \mu_{Zx} = k(X, X)k(X, X)^{-1}z \]  
\[ \sigma_{Zx}^2 = k(X, X) - k(X, X)k(X, X)^{-1}k(X, X) \]

where \( k(\cdot, \cdot) \) is the GP’s kernel, X are the training inputs, and \( X_s \) are the test inputs.

A common choice for prior mean is zero mean, and a common choice for the covariance kernel is the isotropic squared exponential (SE) kernel [12]. The kernel’s parameters are known as the GP’s hyperparameters. These can typically be estimated from prior data using maximum likelihood estimation, or can be initialized based on expert knowledge. For the SE kernel, these are the kernel’s length scale and the signal variance, or amplitude. We initialize the hyperparameters as log hyperparameters to \(-7.5\), approximately \( 55\, m \), for log length scale, \( 1.38 \) for log signal and \(-0.92 \) for log noise standard deviations, based on prior experiments and expert knowledge [13]. In this work the hyperparameters are re-estimated after every surfacing and data sharing event, using a conjugate gradient method with 50 iterations. The hyperparameters are only updated if the newly estimated hyperparameters deviate no more than \( 25\% \) from the old hyperparameters, to avoid erroneous estimation due to local optima.

Following [14], we use a log Gaussian Process (ℓGP) to model the field, because biological data from fields with ‘hotspots’ typically follows a log-normal distribution [15]. We follow the notation and choices previously introduced in [10], [14]: Formally, let \( Y_x \) denote an ℓGP, modeling the sensor value y at location x ∈ ℜ², i.e. we sample in the plane. Then we can create the ℓGP using GP regression by utilizing the fact that \( x_s = \log_e y_x \).

Based on measurements taken, the GP model is updated, and the AUV can calculate the expected value, i.e. predictive mean \( \mu_{Y_x} \), and uncertainty in this estimate, i.e. predictive variance \( \sigma_{Y_x}^2 \). The ℓGP’s predictive mean and variance can be calculated from the GP’s predictive mean and variance \( \mu_{Z_x} \) and \( \sigma_{Z_x}^2 \), as derived in [14]:

\[ \mu_{Y_x} = \exp(\mu_{Z_x} + \sigma_{Z_x}^2/2) \]  
\[ \sigma_{Y_x}^2 = \mu_{Z_x}^2 \exp(\sigma_{Z_x}^2) - 1 \]

These values can be used for different information-theoretic metrics, furthermore the predictive mean and variance for the ℓGP are stored for evaluating the model. In this work we use the posterior entropy on the ℓGP for optimization, which again is based on the predictive mean and variance of the GP [14]:

\[ H[|Y_x|] = \log \sqrt{2\pi e \sigma_{Z_x}^2} + \mu_{Z_x} \]

A set of locations for potential waypoints is generated at the start of a mission from a \( 10\, m \) spaced grid over the area. To decide where a vehicle should sample, it calculates the GP’s predictive mean and variance for previously unvisited locations. It then calculates the ℓGP’s posterior entropy, and sets a waypoint at the location with highest entropy. Note from Equation 5 that by optimizing for maximum entropy, the AUV travels to locations that have high model uncertainty and/or high expected means, i.e. potential algal blooms.

B. Asynchronous Surfacing Methods

We use a set-up with two sampling robots and one surface-based system. The surface-based system serves as a data hub and could be a vehicle, for ease of deployment, or a buoy, to minimize cost.

We explore two methods for deciding when to surface:

1) altruistic surfacing: the AUVs estimate the value of their own samples, and calculate their desire to share,

2) gain-based surfacing: the AUVs estimate the potential gain they can obtain from collecting samples on the surface.

1) Altruistic surfacing: In order to determine when to surface for altruistic surfacing, the AUV needs to estimate the value of the samples it has gathered so far, and transform this into a ‘desire to share’. We approximate the value of gathered samples by evaluating the change in the sum of predictive variances in the model. The vehicle calculates the predictive

\footnote{In this paper, for ease of reading we have left out an explicit mention of dependence on data sampled so far \( d_t \), e.g. \( \sigma_{Z_x}^2 \) means \( \sigma_{Z_x|d_t}^2 \). All calculations are done while there is some data in the GP, using all data collected so far \( d_t \), in an on-line fashion.}
mean and variance estimates whenever it reaches a waypoint and needs to decide where to go next. As mentioned in Section II-A, the AUV calculates the predictive variance for all of yet unvisited locations from a 10 m spaced grid over the mission area. At this point we can evaluate the decrease in the sum of predictive variances versus the last sum of predictive variances, to estimate the informativeness of collected samples that have not yet been shared.

The current algorithm considers the change between the last and the current sum of predictive variances. If the current sum of variances $\sigma^2_i$ deviates more than a set percentage from the previous sum of variances $\sigma^2_{i-1}$, calculated at the last surfacing event, then the vehicle decides to surface:

$$\sum \sigma^2_i / \sum \sigma^2_{i-1} < 1 - \tau$$  \hspace{1cm} (6)

The variable $\tau$ is a parameter, which was empirically set to 0.4 in the current simulations.

2) Gain-based surfacing: In order to determine when to surface for gain-based surfacing, we consider how much information can be collected at the surface. We assume that the amount of information can be approximated by the number of samples that were collected. There are several factors that influence when a vehicle should want to surface, including: a) when the vehicle last surfaced, b) how much time is lost in surfacing, which can be approximated in number of missed samples, c) whether the other vehicles have surfaced and off-loaded data to the surface hub, and d) the value of samples with time. The value of samples decreases over time, because of the property of submodularity, which applies to informative sampling problems [16].

In the following experiments each vehicle decides to surface when the number of samples the other vehicles may have collected since the last surfacing event (considering a) exceeds twice the number of samples the AUV loses out on while surfacing (considering b), increased over time (considering d). We use twice the amount of samples ‘lost’ to account for the fact that other vehicles may also surface within this same span (considering c), in which case fewer samples will be available at the surface, and to allow enough time to increase the likelihood that other vehicles have surfaced (considering c). We evaluate whether or not to surface continuously.

Formally, we surface when:

$$d_{i-1} f_s n_{auvs} > 2(1 + (t_i / t_e)) f_s d_{os}$$  \hspace{1cm} (7)

where $d_{i-1}$ is the duration since the last surfacing event, $f_s$ is the sampling frequency, $n_{auvs}$ is the total number of AUVs, $t_i$ is the current time, $t_e$ is time of mission end, and $d_{os}$ is the total duration of surfacing and being on the surface:

$$d_{os} = 2d_s + d_b + d_e + d_c$$  \hspace{1cm} (8)

where $d_s$ is the duration of the actual surfacing, i.e. ascending to the surface and descending back to sampling depth, $d_b$ is a buffer duration during which we make sure the vehicle is consistently at the surface, $d_e$ is the duration of data exchange, which typically is $\leq 1$ s, and $d_c$ is the duration of running calculations to find the next sampling location. The duration of surfacing, $d_{os}$, is:

$$d_s = h / v$$  \hspace{1cm} (9)

$$h = z / \sin(\phi)$$  \hspace{1cm} (10)

where $h$ is the hypotenuse, which is the distance along the surfacing trajectory, $v$ is vehicle speed, $z$ is vehicle depth, and $\phi$ is the diving/surfacing pitch angle in radians. For simplicity we assume the vehicle is well trimmed and controlled, such that the pitch angle is the same and approximately constant for diving and surfacing. In this work we set a pitch angle of 15 degrees, based on our lab’s AUV’s maximum pitch angle of 20 degrees.

We approximate $d_c$ using a polynomial function:

$$d_c = 3 \cdot 10^{-9} n_{gp}^3 + 10$$  \hspace{1cm} (11)

where $n_{gp}$ are the number of points in the GP’s sample set. The function fit of $d_c$ is empirically determined from the output durations of waypoint calculations during several exploratory simulations. Figure 1 shows an example from a simulation with two AUVs, where the size of the GP is on the x-axis, and duration of calculations on the y-axis. The calculation times for both simulated AUVs are shown through the green dashed and magenta dash-dot lines, and the fitted function is the dotted black line. In a typical simulation the downsampled GP on which we run hyperparameter optimization will contain approximately 9000 sample points by the end of the run, shown in Section IV. Note that we downsample by a factor of 6 for hyperparameter optimization in this chapter. Function fit could be different depending on the computer used for simulations, computational power available, and the implementation of the GP library. The main takeaway here is that it is of superlinear growth.

To give an example:

If the AUV samples at 5 m depth at a speed of 1.0 m/s, then the duration of a surfacing event is at least 45 seconds:

$$h = 5.0 / \sin(15.0) = 19.32$$  \hspace{1cm} (12)

$$d_s = 19.32 / 1.0 = 19.32$$  \hspace{1cm} (13)

$$d_{os} = 2d_s + d_b + d_e + d_c$$  \hspace{1cm} (14)

$$= 38.64 + 5 + 1 + d_c$$  \hspace{1cm} (15)

$$= 44.64 + d_c$$  \hspace{1cm} (16)

In previous work [1], we looked at active coordination of the vehicles through decentralized Voronoi partitioning, which was run dynamically as the mission progressed. In that case the vehicles surfaced synchronously and therefore could obtain approximately similar partitioning by independently calculating Voronoi partitions. With asynchronous surfacing, when Voronoi partitions are calculated at different times, decentralized Voronoi calculations will not result in the same partitioning across AUVs. The main reason we added coordination was to make sure that the vehicles would not go to the same location after data sharing, at which point they had approximately the same model. By making the surfacing
times asynchronous, it is unlikely that the vehicles will have the same model after data sharing, such that there is less of a need for active coordination. In this paper we proceed without an active coordination algorithm and compare the asynchronous surfacing strategies to our prior developed approaches.

III. Experimental Set-up

To test the different surfacing strategies, we run simulation studies over several simulated fields. These fields were generated using two methods: (1) creating a Gaussian Mixture Model (GMM) from a random number (1 - 10) of Gaussians of random size at random locations in the sampling area, with random normal distributed noise added, and (2) randomly sampling a Gaussian Process model, initialized with hyperparameters that were based on those estimated during field experiment. For the second case, we set the length scale to $-7.805$, approximately $40 \text{ m}$, and the average signal variance to $1.675$, and randomly sample from the GP to create the simulation scenarios. Figure 2 shows the six scenarios, the top row shows the GMM fields a) - c), and the bottom row shows the GP sampled fields d) - f).

We compare performance for five different approaches:
- timed surfacing without the surface hub, as in [1],
- AUV-triggered surfacing with Voronoi partitioning, as in [1],
- timed surfacing, with a surface hub,
- altruistic surfacing, with a surface hub, and
- gain-based surfacing, with a surface hub.

Simulations are run using the MOOS-IvP middleware [17] for simulating the AUVs, their vehicle dynamics, and control behaviors, the goby project [18] for simulating acoustic communications, and the libGP library [19] for Gaussian Process regression. Because the GP calculations take longer as the size of the GP grows, and these calculations cannot be run faster than real time, we limit the simulation speed to 3 times clock speed. This is to make sure that the relative duration of calculations does not negatively impact modeling performance over time too much. For each simulation, adaptive sampling was run for the duration that it would take to run two lawnmower surveys, one horizontal and one vertical, over the survey area of $500 \times 600 \text{ m}$, with $40 \text{ m}$ track spacing. This equals approximately 200 minutes, or 67 minutes when warped by a factor of 3. At this time the vehicles were tasked to return to their start location while running a final hyperparameter optimization and model save, lengthening each simulation up to a total length of approximately 78 minutes. For all scenarios we run 30 simulations for all five tested approaches. Every adaptive sampling routine starts with a pilot survey as designed in [20], which is a quick route over the area to collect data to initialize the GP model before optimizing on it.

IV. Results

Due to space constraints, we list only results for AUV 2 here. In this section we show example results from our simulation runs. All plots are given in the appendix, section VI-A. For all plots for both AUVs, we refer to [21].

Figures 3-5 show the median RMSE, RMSE boxplots and cumulative variance boxplots for scenario a) for AUV 2. As can be verified in the appendix Section VI-A, these are representative for scenarios a) - c). If we judge performance purely on the median RMSE values, Figure 3, we see that all methods perform approximately equal. Only the Voronoi approach seems to do a little worse at the start.

Figure 4 shows the boxplots, where the horizontal line is the median, and the bottom and top edge are the 25th and 75th percentile, respectively. Again we see that performance is approximately equal. For the Voronoi approach, we see that not all runs at timestep 3 are bad, as compared to

![Fig. 1. Polynomical function fit for duration of waypoint calculations (s) given the size of the GP (number of samples).](image1)

![Fig. 2. Scatterplots of the six simulated fields, top row are scenarios a) - c) created as a GMM from random Gaussians, bottom row are scenarios d) - f) created from sampling a Gaussian Process model. Each field is 500 × 600 m. Yellow represents high concentrations of algae, and dark blue is no algae.](image2)
Figure 3. We note that for scenarios a) and c) for AUV 1, altruistic surfacing also has more variable performance in the early stages [21].

We also evaluate the performance in terms of the cumulative variance in the model, i.e., the sum of all the predictive variances, over all possible locations from the 10m spaced grid over the area. Again we see more variable performance for the Voronoi approach at the start. All other approaches have approximately equal performance.

Figure 6-8 show the median RMSE, RMSE boxplots, and cumulative variance boxplots for scenario e). This scenario is representative for GP sampled scenarios e) - f) (see Appendix section VI-A). We again see similar performance across all approaches. However, even though the initial Voronoi performance is more variable (timestep 3), it outperforms the alternative approaches during the later stages of the run.

In terms of the number of surfacing events, Table I shows the average number of surfacing events, averaged over both vehicles and all scenarios. The average numbers per vehicle for every scenario are shown in the appendix of [21]. As can be seen from Table I, the altruistic approach has by far the smallest number of surfacing events. This is determined by the threshold on the variance reduction, and could be fine-tuned, if more data sharing events were desired. The low number of surfacing events could explain the early high variance in performance for some scenarios for AUV 1,
for example if there is more time in between the first two surfacing events. We show that for all the adaptive surfacing approaches (Voronoi, altruistic, gain-based), fewer surfacing events are required than with the timed approaches. This is useful because less time is lost in surfacing, which allows more time for sampling. And as we have shown in the previous figures, the performance does not decrease under a decrease of surfacing events.

Table II shows the number of samples in the downsampled GP that is used for hyperparameter optimization, at the time of the final hyperparameter optimization. Averages per vehicle for every scenario are given in the appendix of [21]. As can be seen from Table II, the most samples are gathered under the altruistic approach, which has the fewest surfacing events.

For the surfacing events, the specific approach used affects the initial surfacing time. Table III shows the average time of the first surfacing event, averaged over all scenarios over both vehicles. The average first surfacing time per vehicle for every scenario is given in the appendix of [21]. Table III shows that for the Voronoi-based approach the first surfacing event is on average around 2100 seconds, for the altruistic around 1269 seconds, and for the gain-based around 1279 seconds. Because the first surfacing event for the Voronoi-based approach is on average a lot later into the mission, which is also when the first hyperparameter optimization event takes place, the initial performance can be worse.

V. DISCUSSION & FUTURE WORK

The simulation results showed that performance is approximately equal across the tested surfacing strategies for multi-robot adaptive informative sampling. The previously published Voronoi-based coordination approach [1] had wider variance on performance at/before timestep 3 (approximately 1800 s), which is of particular importance if you quickly want to obtain a good model. This corresponded to a delayed first surfacing event, meaning that the first hyperparameter optimization was also delayed. We hypothesize that this is due to the currently used triggering mechanism for requesting surfacing events. The trigger used was that a vehicle would request a surfacing event when its approaches the border of its Voronoi region. The thought behind this was that if the interesting sampling regions are near the border, it may be time to re-estimate the Voronoi partitions. The scenarios we tested the approach on previously were smaller areas at 400 × 200 m than the currently tested scenarios at 500 × 600 m. Therefore it can take longer in these bigger areas before the vehicles first request a surfacing event. Especially given the good performance of the Voronoi-based approach from the middle to end of sampling for scenarios e) - f), we think it would be worthwhile to replace the current trigger mechanism. Potentially the Voronoi coordination could be used with the triggers developed here, such as the gain-based trigger.

Another method to improve performance across the initial stages of modeling could be to run hyperparameters optimization earlier. Currently, the first hyperparameter optimization runs at the first surfacing event. Instead it could be run in the background at a regular interval, potentially with extra hyperparameter optimization runs triggered when large amounts of data are received. This could help in particular at the start of sampling, when more change can be expected regarding the hyperparameters. By doing so you could improve your model through the data you have already collected, irrespective of when a surfacing event is.

For future work, it would also be interesting to further investigate active coordination approaches. Out of the approaches tested in this paper, only the approach that dynamically estimated Voronoi partitions is actively coordinating between the robots. For scenarios e) - f) this seems to pay off. In the case of asynchronous surfacing events, the coordination becomes more complex because the vehicles need to receive or calculate directions at different times, when they do not know what the other vehicle is up to. If Voronoi partitions would be estimated at different times, the resulting partitions would be different across vehicles. One alternative approach is to give the data hub more power and make it a central ‘controller’. It could keep track of vehicle intentions and direct vehicles to certain regions of the survey area.

Currently, the gain-based surfacing approach uses an empirically determined formula for estimating calculation time to consider the time needed on the surface. The calculation time is dependent on the system used, because more cores can speed up computation. The approach could potentially be adapted with a more generic estimation of the computational time. At the same time, developing and utilizing methods to decrease the computation time, especially as the size of the GP grows, would be useful to investigate and incorporate, such as sparse GP techniques.

Finally, we want to note that although the timed surfacing events perform well, they rely on having synchronized computer clocks. For fielded systems, any drift in the clocks is not likely to significantly impact the performance reported here for short duration sampling runs. However, for persistent monitoring or long range missions, this could be a concern. In those cases the altruistic, gain-based, or Voronoi-trigger approaches are more reliable.

VI. CONCLUSIONS

In this paper, we have discussed surfacing strategies for autonomous underwater vehicles that run adaptive informative sampling with a surface-based data hub. We proposed two surfacing strategies: altruistic and gain-based. In the altruistic approach the vehicles estimate how much information they have to share, and in the gain-based approach the vehicles estimate the amount of data available at the surface. We compared these methods to timed surfacing with a surface hub, and two methods without a data hub; synchronized timed surfacing, and vehicle-triggered synchronized surfacing with Voronoi partitioning. Our simulation studies showed that all approaches perform approximately equal in terms of the RMSE between the created models and the ground truth.
There is no explicit gain from adding a data hub to allow for asynchronous surfacing, over the synchronized surfacing strategies, in terms of modeling performance. The Voronoi coordination approach has a wider variance on performance in the early stages of sampling, but this could be improved by changing the surfacing trigger. At the same time, the Voronoi coordination approach obtains better modeling performance for the scenarios that were sampled from a GP model. For the asynchronous strategies the best result is achieved by the altruistic surfacing strategy, where similar performance is obtained with far fewer surfacing events. This could be particularly useful for missions at greater depths, where the cost of surfacing increases.

REFERENCES


ACKNOWLEDGMENT

The authors would like to thank Sara Kangaslahti for helping develop the scripts that created the simulated fields, Artem Molchanov and Elizabeth Cha for providing me with computers to help run all simulations, and Chris Denniston and James Preiss for suggesting edits on this paper.
A. Asynchronous surfacing strategies results

This section contains all the plots of the asynchronous surfacing results, separated into three subsections: median RMSE plots in VI-A.1, RMSE boxplots in VI-A.2, and the cumulative variance boxplots in VI-A.3. Plots already included in Section IV are included again for ease of comparison. Larger versions of these figures can be found in [21].

1) Median RMSE:

Fig. VI-A.9. Median RMSE for scenario a) for AUV 2

Fig. VI-A.10. Median RMSE for scenario d) for AUV 2

Fig. VI-A.11. Median RMSE for scenario b) for AUV 2

Fig. VI-A.12. Median RMSE for scenario c) for AUV 2

Fig. VI-A.13. Median RMSE for scenario c) for AUV 2

Fig. VI-A.14. Median RMSE for scenario f) for AUV 2
2) RMSE boxplots:

Fig. VI-A.15. RMSE boxplots for scenario a) for AUV 2

Fig. VI-A.16. RMSE boxplots for scenario d) for AUV 2

Fig. VI-A.17. RMSE boxplots for scenario b) for AUV 2

Fig. VI-A.18. RMSE boxplots for scenario e) for AUV 2

Fig. VI-A.19. RMSE boxplots for scenario c) for AUV 2

Fig. VI-A.20. RMSE boxplots for scenario f) for AUV 2
3) Cumulative variance boxplots:

Fig. VI-A.21. Cumulative variance boxplots for scenario a) for AUV 2

Fig. VI-A.22. Cumulative variance boxplots for scenario d) for AUV 2

Fig. VI-A.23. Cumulative variance boxplots for scenario b) for AUV 2

Fig. VI-A.24. Cumulative variance boxplots for scenario e) for AUV 2

Fig. VI-A.25. Cumulative variance boxplots for scenario c) for AUV 2

Fig. VI-A.26. Cumulative variance boxplots for scenario f) for AUV 2