Modularizing Human Motion into Actions and Behaviors

Ph.D. Dissertation Proposal
submitted by

Odest Chadwicke Jenkins
cjenkins@usc.edu

May 2002

Guidance Committee

Maja J. Matarić (Chairperson)
Ulrich Neumann
Stefan Schaal
William R. Swartout
Carolee J. Winstein (Outside Member)
Contents

List Of Tables iv
List Of Figures v
Abstract viii

1 Introduction 1
  1.1 General Approach ............................................... 4
  1.2 Proposal Outline ................................................. 6

2 Related Work 7
  2.1 Unsupervised Learning .......................................... 7
    2.1.1 Hidden Markov Models .................................. 8
    2.1.2 Linear Dimension Reduction .............................. 8
    2.1.3 Nonlinear Dimension Reduction .......................... 9
  2.2 Modularizing Human Motion .................................... 9
    2.2.1 Basis Behaviors .......................................... 9
    2.2.2 Automatic Development of Motion Models .............. 10
    2.2.3 Verbs and Adverbs ...................................... 11
    2.2.4 Other Work Related to Human Motion .................... 11
  2.3 Motivation from Neuroscience .................................. 12
  2.4 Summary ....................................................... 12

3 Dimension Reduction Approach: Spatio-Temporal Intrinsic Dimensionality Reduction 13
  3.1 Principal Components Analysis ............................... 13
  3.2 Pairwise Intrinsic Dimension Reduction .................... 15
    3.2.1 Non-Spatial Feature Weightings ........................ 17
  3.3 Spatio-Temporal Isomap ...................................... 17
    3.3.1 Isomap Limitations ....................................... 18
    3.3.1.1 A Few Examples ...................................... 19
    3.3.2 Weighted Temporal Neighbors .......................... 21
    3.3.3 Phase Space Neighbors .................................. 24
  3.4 Summary ....................................................... 25
4 Deriving Actions and Behaviors from Spatio-Temporal Structure

4.1 Free-Space Motion Segmentation ........................................ 28
  4.1.1 Manual Segmentation ........................................... 28
  4.1.2 Z-function Segmentation ..................................... 28
  4.1.3 Kinematic Centroid Segmentation .............................. 29
  4.1.4 Time Normalization ........................................... 31
4.2 Deriving Action Units ................................................. 32
4.3 Generalizing into Action Primitives ................................... 33
4.4 Deriving Behavior Units ................................................ 34
4.5 Combining Actions To Form Behavior Machines ...................... 34
4.6 Summary ................................................................. 36

5 Evaluation

5.1 Empirical Evaluation .................................................. 37
  5.1.1 Motion Streams and Pre-Processing ............................. 37
  5.1.2 Action Embedding ............................................... 40
  5.1.3 Action Interpolation ............................................ 40
  5.1.4 Behavior Embedding ............................................ 41
5.2 Discussion .............................................................. 41
  5.2.1 Issues In Pre-Processing ....................................... 41
  5.2.2 Spatio-Temporal Isomap Parameters ........................... 43
  5.2.3 Action Merging and Splitting .................................. 44
  5.2.4 Weighted Temporal Neighbors vs. Phase Space ............... 45
  5.2.5 Behavior Merging and Splitting ................................. 46
  5.2.6 Action and Behavior Parameterization ......................... 47
  5.2.7 Dealing with Kinematic Substructures ........................ 48
5.3 Summary ................................................................. 49

6 Constructing Algorithms Using Perceptual-Motor Primitives

6.1 Human Motion Classification for Human Activity Perception ........ 57
6.2 Human Motion Synthesis for Humanoid Robot Control ............... 58
6.3 Humanoid Imitation ................................................... 58
6.4 Summary ................................................................. 59

7 Conclusion

7.1 Further Extensions ..................................................... 60
7.2 Future Work Timeline ................................................ 61

Reference List ............................................................ 61
List Of Tables

5.1 Manual Segmentation for Stream 1 .................................................. 39
5.2 Statistics about the segments produced by each segmentation method for each motion stream. The statistics for each segmentation specify the number of segments produced, mean segment length, standard deviation of the segment lengths, minimum segment length, and maximum segment length. 39
5.3 Number of actions derived for each stream. .................................. 39
List Of Figures

1.1 A high level flowchart of our goal in using an intermediate vocabulary.

1.2 Flowchart of the action and behavior derivation process from motion-capture data. 1) Performance of human motion stream captured by 3D Cartesian trajectories of markers on the body. 2) Post-processing of the marker trajectories into joint angles for motion of a kinematic model. 3) Pre-processing of the kinematic motion stream by removing unusable DOFs, segmentation of the stream, and temporal normalization of the segments. 4) Spatio-temporal dimension reduction is performed on the set of motion segments to produce an action embedding. 5) Another iteration of spatio-temporal dimension reduction is performed to produce a behavior embedding. 6) Clustering is performed in the action embedding to produce action units. 7) Motion interpolation is applied to each action unit to produce action primitives. 8) Clustering is performed in the behavior embedding to produce behavior units. 9) Behavior machines are formed by linking component actions of each behavior unit.

3.1 A comparison of the approaches for dimension reduction: PCA (Linear), Isomap (Intrinsic), Spatio-Temporal Isomap (Spatio-Temporal)

3.2 S-curve example of a spatial S trajectory with multiple offset instances. (a) 3D plot S-Curve points with the temporal ordering specified by the dashed line and the spatial ordering along the S indicated by color. (b) The pairwise similarity matrix for spatio-temporal embedding of S-curve data. (c) The intrinsic spatial 2D manifold found by spatial Isomap. (d) The intrinsic spatio-temporal 1D manifold found by spatio-temporal Isomap.

3.3 Figure-eight example of a spatial figure-eight trajectory with multiple offset instances. (a) 3D plot of figure-eight data with the temporal ordering specified by a connecting dashed line and the spatial ordering along the figure-eight specified by color. (b) The pairwise similarity matrix for figure-eight data. (c) The closed 1D manifold found by spatio-temporal Isomap. This manifold differs from the true intrinsic spatio-temporal manifold because the crossing points require temporal history to resolve.
3.4 Shishkabob example data created by a process with two alternating components, a circle (red points) and a line (green points). (a) 3D plot of Shishkabob data with the temporal ordering specified by a connecting dashed line. (b) The similarity matrix for spatio-temporal embedding of shishkabob. Because over 2500 points are used in the shishkabob, the first 500 points are used as landmarks to reduce the size of the similarity matrix. Multiple similar connected components form in this matrix. (c) Spatio-temporal Isomap embedding of shishkabob. This embedding has extractable features because multiple similar connected components form in the similarity matrix. This embedding does not separate into two features representing the underlying components, but does separate one of the underlying components and reasonably partitions the other component. 

3.5 In using weighted temporal neighbors, we seek to bring data points $x$ and $y$ that have common temporal neighbors closer together by strengthening their relationship in the similarity matrix $D(x, y)$. $c_{ctn}$ controls the amount of pairwise strengthening. We may also want to bring closer together adjacent temporal neighbors $x$ and $x + 1$ by supplying a stronger value for $c_{atn}$. 

4.1 A flowchart for deriving actions and behaviors through multiple spatio-temporal Isomap embeddings applied to human motion data. 

4.2 Z-function segmentation of a motion stream. The value of the z-function is plotted over time. Horizontal lines are various thresholds considered based on proportions of the maximum, mean, and median value of the function. The thick red line, representing 2 times the mean of the function, was used as the threshold. Red dots indicate segment boundaries. 

4.3 (Top) Kinematic centroid segmentation for one segment of a motion stream. (Top Left) A visualization of the motion being segmented with the red spheres indicating the trajectory of the kinematic centroids of the right and left arms. (Top right) A plot of the offset distance of the kinematic centroid of the right arm from the previous segment boundary through time. The black, purple, and red dots indicate the current segment boundary, passing of the threshold, and the placement of the next segment boundary, respectively. (Bottom) Centroid distance plots for the next two segments in the motion stream. 

5.1 (Left) A snapshot of the human performer instrumented with reflective markers during the execution of a demonstration motion stream. (Right) A visualization of the human performer’s kinematics at the time of the snapshot using the post-processed motion stream. 

5.2 The similarity matrix (left), initial spatio-temporal embedding (right) and clustering into color coded actions (bottom) for Stream 1. In the similarity matrix, motion segments will be clustered into the same action will have a “dark blue” value as their similarity. The result of embedding from the similarity matrix are distinct clusters of actions that can be clustered into actions. A blue line is drawn between two points in the embedded space to indicate a temporal dependency between the pair.
5.3 Initial spatio-temporal embeddings clustered into actions for Streams 1, 2, and 3 (from top to bottom) clustered for actions. The rows of subplots are for manual, kinematic centroid, and z-function segmentations (left to right). Stream 3 is the most intuitive stream to modularize because it consists of only reaching to various positions. The embedding of this stream clearly separates this motion into 3 actions, consisting of reaching outward, returning from reaching, and transitional or idle movements. The difference between these 3 actions and the 6 actions that were actually derived is an artifact of clustering and is local to only the transitional action.

5.4 Clustered embeddings and residual variances for individual substructures: torso (right), left arm (left), and right arm (bottom) motion data.

5.5 Results for interpolating selected action units. Each plots shows trajectories for right and left hands in Cartesian coordinates. Trajectories displayed with crosses are instances from the action unit, trajectories displayed with dots were generated through interpolation. The start of each trajectory is marked with a large circle. (Top Left) Horizontal arm waving, (Top Right) an action from the “Monkey” dance, (Bottom Left) follow through from a punch, (Bottom Right) a merged action containing vertical and horizontal arm waving.

5.6 Another view of the results for interpolating selected action units. The plots (from top to bottom) correspond to the same actions as in figure 5.5. Plots in the left column are of a single selected interpolated example from each action. Plots in the right column are visualizations of all interpolated motions sampled from the action. The last row shows only one plot of the samples of the merged action.

5.7 Similarity matrix for second embedding. Dark blue squares in this matrix represent similar connected components that makeup proximal motion segments to form behaviors in the embedding. Second spatio-temporal embedding of Stream 1 clustered for behaviors (Bottom).

5.8 Behavior machines derived for second spatio-temporal Isomap embedding. Each subplot is a derived behavior machine. Numbers within a subplot refer to a particular action. Lines between numbers on the left side and the right side indicate a transition between these actions. Frequent transitions is specified with thick red lines; less frequent lines are thin and black.
Abstract

This thesis proposal addresses the problems of modularizing humanoid robot control and representing human activity. We address the problem through the creation of basic behaviors called *perceptual-motor primitives*. Perceptual-motor primitives serve as a substrate for linking a humanoid’s ability to perceive human activities and perform those activities. Thus, by using perceptual-motor primitives, we address both perception and control with the same underlying, synergistic structuring of motion. Furthermore, these primitives provide a mapping between perception and control that allows for imitation, the process of learning new movement patterns and skills by observation.

This thesis is primarily concerned with a methodology for automatically deriving such perceptual-motor primitives from human motion-capture data, in an off-line data-driven fashion. Non-linear *dimensionality reduction* (DR) is used to iteratively transform a motion-capture data set into reduced spaces from which actions, and subsequently behaviors, can be extracted, while also accounting for spatio-temporal dependencies in the motion-capture data. A behavior in this context is an ordered set of component actions. After the initial DR iteration, motions generated by the same underlying action are grouped into units of action and generalized into *action primitives*. In further DR iterations, motions generated by the same underlying behavior are grouped into units of behavior and generalized into *behavior machines*.

We validate and evaluate the above approach to automated derivation of action primitives and behavior machines in several ways. First, the methodology is evaluated for multiple sets of human motion-capture data that span a variety of free-space upper-body movement from activities such as dancing and athletics. Second, the approach is evaluated by comparing the results of primitive derivation for manually-segmented and automatically-segmented motion-capture data. Third, the approach is validated based on its ability to: *i*) reconstruct slight variations of original capture motion, *ii*) control a simulated humanoid robot using the derived actions and behaviors, and *iii*) produce actions and behaviors comparable to a priori knowledge of activities performed in the training motion data. Finally, the dissertation will include an evaluation of the utility of the approach in the context of imitation for classifying and reconstructing human activity.
Chapter 1

Introduction

This chapter provides an overview of the thesis proposal and its contributions to the problems of modularizing humanoid robot control, representing human motion, and humanoid imitation. Current challenges in creating controllers for articulated robots are discussed. We motivate the use of a framework based on modular structures to encode movement for both perception and control. In addition, a methodology for learning these modules, or primitives, from human motion data using dimension reduction is introduced.

Controlling a humanoid robot and perceiving human activity are both complicated problems. Although algorithms used for these problems differ vastly, both problems at their core assume that some structure exists in the motion being generated or analyzed. If we assume that the underlying motion structure for perception is the same motion structure used for control, we can address both problems in a synergistic fashion.

In this thesis, we seek to develop this synergy by constructing structures that provide an intermediate representation between perception and control. By providing these structures, we begin to endow a humanoid system with the foundation for expression in the form of a vocabulary. We will develop these structures as perceptual-motor primitives, parameterized behaviors that can be sequenced and/or superimposed to create complex behavior. Given a vocabulary of these primitives, a system can describe observed human movement at a behavioral level. In addition, a system can be instructed at a behavioral level to perform complex movement by sequencing modules in the vocabulary. In order to realize these structures in a meaningful manner, two main issues need to be addressed:

1. How is a vocabulary of structures/modules derived from a representative set of perceptual and/or control data?
2. How can this vocabulary be utilized to simplify tasks for controlling a humanoid system or perceiving human activity?

The first question is of significance because it addresses whether modularization can be accomplished in an automated fashion. There is no question that a set of behavior modules can be manually created to perform a set of behaviors or match against new motion. But what should those modules be? How many modules are needed? Are these modules parameterized? If so, then how are they parameterized? If new behaviors are needed, then how will these behaviors integrate with the existing set of behaviors? With all of these issues for behavior modularization, human error will probably also affect the quality of the modularization. Thus, automated derivation of these behavior modules offers a promising alternative to avoid the problems of manual modularization.

In performing automated modularization of behavior, we seek to represent the general abilities of a humanoid system through demonstration. In order to automate modularization, a body of data must be present that is representative of the capabilities of a humanoid or at least the types of behaviors that are desired. From this data, we would like the automated derivation to provide:

1. a clear modularization of the demonstration data
2. a sufficient parameterization of each module

The result of this derivation will provide us with a vocabulary of modules that allows for the representation of both demonstrated as well as novel behaviors. In addition, the behavior modules can be sequenced to represent new and complex behaviors. Because of this sequencing property, the derived behavior modules are primitives for representing complex behavior. Thus, these modules will be referred to as perceptual-motor primitives, parameterized behaviors encapsulating perceptual and control information and capable of complex movement through their sequencing and superposition.

Once these perceptual-motor primitives have been derived, the question then turns toward the usefulness of these behaviors in perceptual and control algorithms. For perception, these primitives serve as a set of models of human motion that can be used to classify new instances of human motion. For control, the primitives can be used to synthesize new and complex motion for actuation by a humanoid robot. Because the primitives underlie both perception and control, the same set of primitives can be used for both parts of the system. Furthermore, the primitives can be used as a substrate between perception and control. In order for imitation, the process of learning new movement patterns and skills by observation, to be possible, such mechanisms for both perception and control
must be present. Using a vocabulary of primitives, a perception algorithm for classifying motion used with a control algorithm for synthesizing motion can be used as an approach to imitation.

Figure 1.1: A high level flowchart of our goal in using an intermediate vocabulary.

By addressing the questions of modularizing human motion and its usefulness, we can achieve the goal of this thesis as stated:

**Thesis goal:** Automate the modularization of a set of human capabilities into primitive structures for classifying and synthesizing human motion.

In achieving the goal of the thesis, three main contributions from this thesis will also be achieved:

**Thesis contributions:**

1. an unsupervised learning approach for spatio-temporal feature extraction from a data set

2. a methodology for modularizing human motion by deriving perceptual-motor primitives from the spatio-temporal features of a stream of motion-capture data

3. a demonstration of the usefulness of derived perceptual-motor primitives as a substrate for humanoid motor control, activity classification, and humanoid imitation.
1.1 General Approach

In our approach to modularizing motion into primitives, we assume that motion is structured for both perception and control by a set of parameterized “behaviors”, called perceptual-motor primitives. In this paper, we will used the term behavior with two connotations. The “general” connotation of behavior refers to the actions and reactions of a system with respect to its environment. The term behavior is also used, in the specific context of our modularization methodology, to indicate a behavior module as a representation of motion that is a composition of lower-level motion modules. A set of perceptual-motor primitives generally refer to a set of behaviors that are capable of the recognition and generation of
complex movement through sequencing and/or superposition of the behaviors [24]. We also assume that any human motion has an underlying structure that exists in time and space. We then further assume that the perceptual-motor primitives are indicated by the underlying spatio-temporal structure. We approach the learning of this spatio-temporal structure from a stream of human motion data as a means of modularizing the stream into a vocabulary of perceptual-motor primitives. In the context of our approach, a perceptual-motor primitive is represented by an action module. Structures that combine actions to form new modules are behavior modules.

The problem of learning spatio-temporal structure is approached in a data-driven fashion by using unsupervised dimension reduction. By applying dimension reduction, we hope to reduce a stream of training motion data into a lower dimension space where the spatio-temporal structure is clear and can be reasonably modularized. We will refer to the process of dimension reduction as the embedding of the data set to a subspace of the original data space.

Using Figure 1.2 as a guide, we briefly describe our approach for modularizing human motion. The modularization procedure begins with a long stream of motion from a person performing various activities (label 1) as input. We assume that this training motion data are representative of the desired capabilities. The human performance is captured and post-processed (label 2) to provide a stream of motion in the form of joint angle values for a kinematic model over time. In order to apply dimension reduction, the training motion stream is segmented (label 3) into multiple instances of motion. The dimension reduction technique (label 4) used on these motion segments is based on Isomap [40], a nonlinear dimension reduction technique. We extend Isomap to account for both spatial and temporal structure.

After applying spatio-temporal dimension reduction, the spatio-temporal structure can be modularized and formed into primitives. The spatio-temporal dimension reduction transforms the high-dimensional training motion segments into a lower dimensional space. In this lower dimensional space, motion segments that are instances of the same underlying action become proximal. An action in this context is a motion that is expressed in a single motion segment. Clustering (label 6) is performed to group proximal segments into units of action, or action units. The action units are generalized into action primitives through motion interpolation (label 7). Further spatio-temporal embedding iterations (label 5) are then performed to find behavior units (label 8). Behaviors, in this context, is motion that extends across multiple motion segments. Behavior units are generalized into behavior machines by appropriately linking action primitives (label 9).
Once a vocabulary of actions and behaviors have been derived, we can use them to address the three problems of perception, control, and imitation, as follows. An activity perception algorithm can classify a stream of motion into a set of action primitives. A control algorithm can synthesize desired motion for a humanoid robot from high-level behaviors. An approach to imitation could classify the activities in a stream of motion and use the classification results to synthesize desired motion for the robot.

1.2 Proposal Outline

The remainder of this proposal is organized into six chapters, as follows.

Chapter 2 (Related Work) we will survey work related to learning structure from data, building behavioral models for motion and robotics, and neurophysical inspirations for mechanisms that combine perception and motor control.

Chapter 3 (Spatio-Temporal Dimension Reduction) presents our technique for learning spatio-temporal structure and it relationship to other methods for linear and nonlinear dimension reduction.

Chapter 4 (Deriving Actions and Behaviors) describes the application of our spatio-temporal transformation algorithm described in Chapter 3 to human motion data to derive sets of action primitives and behavior machines.

Chapter 5 (Evaluation) describes our results from deriving sets of actions and behaviors from a set of training motion streams. We will also discuss some of the advantages and shortcomings of our methodology.

Chapter 6 (Algorithms) outlines approaches for constructing perceptual-motor algorithms used derived actions and behaviors.

Chapter 7 (Conclusion) presents our conclusions and a timeline of milestones for completion of the dissertation.
Chapter 2

Related Work

In this chapter, we survey bodies of work related to our goals regarding unsupervised learning, creating motion and behavior modules, and perceptual-motor mechanisms.

In order to accomplish the goals of this thesis, we must address issues and apply insights and methods from multiple areas of research. For finding spatio-temporal structure, we look to machine learning and neural computation. For dealing with motion and behaviors modules, we look to robotics, computer animation, and activity recognition. For constructing perceptual-motor algorithms, we look to robotics and draw inspiration from neuroscience.

2.1 Unsupervised Learning

One of the goals of this work is to provide a modularization of human motion data. In the context of unsupervised learning [2], this goal is the extraction of features from a set of data, in which each feature represents some commonality in a subset of the data. More specifically, a feature is an underlying representation responsible for generating a subset of data. A set of data are generated by one or more of these underlying features. Bishop [2] discusses several techniques for feature extraction, including clustering, discriminant analysis, topographic maps, mixture models, and dimension reduction. For this thesis, we center our attention on dimension reduction techniques for feature extraction.

Our use of feature extraction begs the question of what is a “good” feature. The “goodness” of a feature is dependent on what properties make different data points common. Several of the feature extraction methods provided by Bishop [2] assume that spatial proximity, relatively close distances between points, indicates commonality. Other feature extraction methods assume that the data are temporally dependent, the sequential order
of the data has meaning. Points occurring close in time have a dependency that could indicate commonality. Motion data that we want to extract features from will have both spatial and temporal dependencies. In other words, if two motions look similar or occur in sequence, they potentially belong to the same feature.

2.1.1 Hidden Markov Models

In the process for finding spatio-temporal structure, we are looking to model time-series data, data with both spatial and temporal dependencies. A natural choice for this problem are Hidden Markov Models (HMMs) [29]. HMMs provide a probabilistic framework for learning and modeling the sequential structure of observed time-series data. However, the foundation of the HMM framework is suited for discrete data. In order to use continuous data, a mechanism must be included for discretizing the data into a finite number of states, i.e. spatial feature extraction. This discretization is typically performed by some spatial clustering mechanism. In practice, however, discretizing using spatial clustering can be very sensitive to its initialization and provide non-intuitive clusters. In our method for feature extraction, we strive to transform the data such that spatio-temporal features can clearly be established through spatial clustering. In this respect, our methodology and HMMs are complimentary for discretizing and then sequencing. However, HMMs are not a necessary component in our derivation of action and behaviors, but allow for a probabilistic interpretation to be used instead of our largely geometric interpretation. We note that our goal is providing useful modules from a time-series, not necessarily time-series prediction, smoothing, or filtering.

2.1.2 Linear Dimension Reduction

Dimension reduction can be a useful pre-processing step in which data from different features can be discriminated more easily. By performing dimension reduction on a data set, we are finding a subspace embedded in our original data space. Data used to find this embedding are transformed into this subspace and are referred to as embedded data. There is a one-to-one correspondence between the original and embedded data. One common set of techniques perform dimension reduction through embedding a linear subspace. Examples of linear embedding techniques include Principal Component Analysis (PCA) [2], Factor Analysis (FA) [13], and Independent Component Analysis (ICA) [16]. These techniques will not be useful in general because they will not be able to find nonlinear spatial structure, in particular spatio-temporal structure we are seeking. ICA could be of potential interest because of its properties for blind source separation, the separation of
underlying sources from observed mixtures of these sources. At an abstract level, if we consider observed motion to be mixture of underlying source motions, then independent components should provide a useful set of basis behaviors.

2.1.3 Nonlinear Dimension Reduction

The popularity of linear PCA begs the question of why not use nonlinear PCA. One simple answer is that several different methods exist for performing PCA-like embeddings in a nonlinear manner. One of these methods, autoencoders [2] [9], extends a linear PCA neural network with nonlinear hidden layers. Another technique, Principle Curves [15] [21], is a generalization of linear PCA in which principal components are curves instead of lines. The nonlinear embedding approach that we use in this thesis assumes that the data have an underlying spatial surface, or manifold.

Manifold-based dimension reduction can be performed in several ways. One popular method is the self-organizing topographic map [2] in which a set of vertices connected to form an manifold compete to represent a certain region of the data. The underlying manifold is specified by the placement of the vertices and their connections. Another approach, used by [42] and [6], is to use locally linear models to directly fit subsets of the data and, thus, approximate the underlying manifold in a piece-wise fashion.

Another set of methods for performing manifold-based dimension reduction uses information from the perspective of each data point. These methods include Locally Linear Embedding (LLE) [31], Kernel PCA [36], and Isomap [40] As we discuss further in Chapter 3, these techniques maintain pairwise relationships between $N$ data points, so that each column of a $N \times N$ represents a view of the data set from a single point. PCA is performed on this matrix to yield a nonlinear embedding.

The previously described methods are intended for data that is spatial in nature. Thus, the data are assumed to be independent and identically distributed (IID), the data occur in no specific order but were drawn from the same underlying distribution. Because of this limitation, we are particularly interested in the Isomap, in order to allow for the inclusion of pairwise temporal dependencies.

2.2 Modularizing Human Motion

2.2.1 Basis Behaviors

One of our larger goals in the context of the thesis is to create modules that allow us to control articulated characters and describe human activity. Both of these problems have
been a source of much previous work in robotics, animation, and computer vision. In this thesis, we aim to create a set of basis behaviors [23] for human motion. The framework for basis behaviors was originally developed for mobile robots, but the principles of the framework also apply to human motion. The basis behavior framework provides a modular, scalable, and computationally fast means for integrating behaviors for robot control. In contrast, systems that use planning, via pure deliberation or in a hybrid manner, use a “sense-plan-act” model for control. These systems model the world, compute a plan based on desired goals, and then execute the plan. A planning framework can work well if the world can be modeled with sufficient detail and correct goals can be established a priori. However, as increasingly complex situations arise, the scale of the problem increases dramatically and, thus, models become larger, planning becomes slow, and the solution could be computationally intractable. Because of such problems, we choose to work in the basis behavior framework, which is particularly suitable for our problem.

In the basis behavior framework, the behaviors that make up the basis set are not explicitly specified. Even if the basis behaviors were known, what would be the proper means of implementing them? Basis behaviors are typically chosen by the developer, implemented manually, and are usually task-specific. If a misjudgement is made in the design of a behavior, then reimplementation or a significant modification of the behavior may be necessary. The work in this thesis intends to avoid significant manual intervention to make the choosing of basis behaviors and their implementation an automated process. Manual intervention does not disappear in our framework, but we attempt to minimize it.

2.2.2 Automatic Development of Motion Models

Bregler [5] presents particularly relevant work in automatically developing groups of behaviors in the form of movemes. Movemes are the movement equivalent of a phoneme in speech. Movemes were automatically derived from image sequences of moving people. The body parts of the moving person were segmented into a set of blobs. A set of linear dynamical systems were derived for each blob to describe its motion and provide a set of movemes. Complex motion could then be described by sequencing the movemes with HMMs. One extension of HMMs has been developed in computer animation to extract a stylistic basis from movement in a class of behaviors [4]. A different extension of HMMs for multiple underlying processes was used complex action recognition [3]. [18] are able to derive a parameterized behavior from demonstrating examples of this behaviors performance. In this thesis, we will used a similar derivation methodology as [12], but with spatio-temporal dimension reduction instead of linear dimension reduction.
2.2.3 Verbs and Adverbs

The work in this thesis is most similar to a manual method for providing a basis of motion for an articulated character. In this work, called Verbs and Adverbs [30], a set of verbs are created, parameterized, and connected. Verbs are created by providing a sparse set of examples of the verb being performed. The verb examples are manually segmented from each other. Each verb example has a set manual keyframes set within the motion to partition significant parts of the motion. For interpolation, an example space, or adverb space, is created that contains points corresponding to the verb examples in the motion space. Points are manually placed in the adverb space such that each axis of the space represents a descriptive adverb of the verb. Interpolation is performed such that any selected point in the adverb space can realized as a motion. Verbs are then manually connected together to form a verb graph. A transitioning mechanism is provided to perform blending when transitioning between verbs. An interactive character can then be kinematically realized by traversing the verb graph.

Our methodology is very similar to Verbs and Adverbs, except that automated derivation is our goal. Many of the problems that we address in this thesis are handled manually in the Verbs and Adverbs framework. However, Verbs and Adverbs is intended for more artistic animation in which expression is a premium and the user demands much more control in the creating behaviors. In our automated derivation framework, we use a behavior in a similar manner to a verb. Like a verb, a behavior is a module that expresses a meaningful motion and consists of multiple atomic submodules, actions, that occur in sequence. Unlike a verb, however, we must automatically place segments for keyframes and separate motion into consistent groups. We must also automatically determine how actions link together to form behaviors. Lastly, our interpolation should be able to work for both dense and sparse sets of examples and not rely on a users artistic abilities.

2.2.4 Other Work Related to Human Motion

Methods and foundations for creating behaviors manually have been proposed for force field control [25], programmable pattern generators [34], oscillators [44] [8], impedance control [11] [20], and postural primitives [43]. Methods for capturing human movement and behavior have also been developed [39] [26]. Motion-capture data have also been utilized for building human kinematics [27] and as constraints to drive physics based avatars [28] [45].
2.3 Motivation from Neuroscience

To help guide our thinking on modularization and constructing perceptual-motor methods, we draw on evidence from neuroscience about the organization of the brain. As stated in [17], evidence suggest that a certain area of the human brain contains a set of mirror neurons. A mirror neuron becomes active whenever the human observes, performs, or thinks about a certain movement. These mirror neurons are a critical component of how the brain processes movement regardless of the context of the movement and serves as a mapping mechanism between context. Thus, mirror neurons serve as a substrate for mapping between perceptual and motor contexts. Given this information, we would like to derive modules of human motion with similar properties. Using the mirror neuron motivation, paired forward-inverse models [14], parallel forward models [10], connectionist [1], and dimension reduction [12] approaches have been used to control robots. The motivation has also been used in describing superposition primitives of movements [32] [41].

Given the evidence for mirror neurons, the motion modules that we derive should be usable in several contexts, namely perception and control. Furthermore, the modules should serve as an intermediate representation that can be encoded from one context, such as perception, and mapped into another context, such as motor control. One such example of this mapping would be imitation [24] in which perceptual observations are mapped into control commands.

2.4 Summary

In this chapter, we provided a placement of our methodology in the space of related previous work. We have described the need to extract spatio-temporal features in the context of unsupervised learning. The need for automatic derivation methods to provide vocabulary of basis behaviors and human motion models is established. We also present our biological motivation for constructing perceptual-motor mechanisms from modules we derive.
Chapter 3

Dimension Reduction Approach: Spatio-Temporal Intrinsic Dimensionality Reduction

In this chapter, we discuss current techniques for dimension reduction and their applicability for finding spatio-temporal structure. We discuss the potential of extending current dimension reduction methods for spatio-temporal feature extraction. We describe a technique we developed from a nonlinear dimension reduction method to provide spatio-temporal embeddings.

Central to our methodology for deriving modules as movement primitives is finding spatio-temporal structure in a set of data. One approach to extracting such structure is to use dimension reduction. By applying dimension reduction, we aim to embed data such that spatio-temporal feature extraction can be performed by simple clustering mechanisms. This stance, however, begs the question of what types of dimension reduction techniques can be used in this manner.

In this chapter, we will describe our approach to extracting spatio-temporal structure from a set of data. The proposed dimension reduction algorithm is an extension of Isomap, an algorithm for nonlinear dimension reduction. Because Isomap is best suited for spatial data, we extend this algorithm to account for both temporal and spatial aspects of the data.

3.1 Principal Components Analysis

A common method for linear dimension reduction is Principal Components Analysis. PCA is performed by applying an eigenvalue decomposition on the covariance matrix of the data. A small subset of resulting eigenvectors, covering a desired amount of the data variance, form a new linear subspace for representing the data set.
PCA is clearly capable of reducing the dimensionality of data sets with structure, but not necessarily suitable for finding spatio-temporal structure for several reasons. First, the methods assume that the underlying structure of the data is linear. Unless the underlying structure is linear, the resulting subspaces will overestimate the reduced dimensionality and yield principal components and reduced data that do not allow for the discovery of structure. These methods also assume that the data were generated by an IID process, namely the data are independently drawn from an identical underlying spatial representation. Thus, the data are not temporally dependent or sequentially ordered. Finally, a significant problem lies in how to interpret the embedding produced by PCA.

In our early work [12], we applied PCA to motion-capture data of an arm to extract a set of basis behaviors. After performing PCA, we came upon significant problems in interpreting the linear embedding for features. In particular, we came upon an impasse in deciding what features in the embedding should be used to construct parameterized basis behaviors. On one hand, we could use each principal component (PC) axis as a feature. Clearly, each PC has a parameterization and, because PCs are orthogonal, the PCs are superimposable. However, understanding the underlying meaning of each PC and superposition of PCs is extremely difficult. Even if we could create behavior modules of these PCs, accessing the resulting modules would be non-intuitive. On the other hand, we could cluster the data embedded by PCA into features. Clusters will typically
provide features with a more intuitive meaning. However, the meaning provided by the clusters is little more than a spatial partitioning of motion. By performing PCA, we have changed the distances between data points, but not their relative placement. Two motions may be spatially similar and not representative of the same underlying movement. Consequently, the clusters provide a good spatial partitioning, but not necessarily better features. Given these problems, we aim to provide a dimension reduction technique that provides clusterable features, with each cluster having an accessible temporal and nonlinear spatial meaning. Thus, we turn to nonlinear dimension reduction methods as a guide to extracting useful features.

3.2 Pairwise Intrinsic Dimension Reduction

Several methods have been proposed for addressing the linear constraint of PCA. For our purposes, we focus on techniques for intrinsic dimension reduction. As defined by Bishop [2], the intrinsic dimensionality refers to the minimum number of free parameters needed to describe the original data. For these dimension reduction techniques, intrinsic dimensionality is restated as the dimensionality of the spatial manifold on which the data set resides. We further restrict our focus to pairwise versions of these techniques. Pairwise refers to using relationships between pairs of data points to provide dimension reduction.

We studied three pairwise intrinsic dimension reduction techniques: Kernel PCA [36], Locally Linear Embedding [31], and Isomap [40]. These methods conform to the following basis structure performing intrinsic dimension reduction:

Pairwise Intrinsic Dimension Reduction:

1. build a matrix of similarity distances $D(i, j)$ indicating pairwise relationships between points $i$ and $j$.

2. perform PCA on this matrix $D$.

The difference between the respective techniques lies in the properties of the matrix of feature space weights. This matrix, which we will refer to as the similarity matrix $D$, is square and each element $D(i, j)$ is a scalar that indicates how closely the $i^{th}$ and $j^{th}$ data points are related. We use the term similarity matrix because we will eventually use its elements to simply indicate spatio-temporal similarity between a data pair. The determination of similarity of a data pair differentiate each of the techniques we will
describe. The result from this procedure are data points embedded on a nonlinear lower-dimensional manifold that correspond to points in the original high-dimensional space. A data point in the reduced space can be considered the coordinates of the data point on the underlying manifold.

Kernel PCA is probably the most elegant framework for intrinsic dimension reduction. Kernel PCA determines pairwise similarity by computing their distance with a Mercer kernel function, which could be a Gaussian. However, the theory for using this kernel distance function is more thorough. Kernel similarity weighting is performed as a distance between two points in the space of inputs, but can be considered a dot product of the two points in much higher dimensional feature space. With the feature space, however, a linear operation, such as PCA, can be performed to provide a nonlinear operation in the input space, where the original data reside. Details for using feature spaces in nonlinear problems is covered in more detail by [36].

This method has two problems. First, the kernels that are of typical consideration may not always reflect the intrinsic nature of the data. Consider a standing human with his arms resting at his sides. If a kernel is used to weight the distance between the hand and the hip, this distance would be weighted as very similar because of their input space proximity. However, the actual intrinsic structure of the human passes through the shoulder and the torso before reaching the hip, resulting in a dissimilar weighting. Second, the principal components computed in feature space maybe known, but finding their corresponding representation in input space can only be done through approximation [35].

Locally Linear Embedding computes feature space similarity by fitting a linear model at each data point in the dataset to a neighborhood of its closest points. A neighborhood of a point is a set of other points in close relation. The element $D(i,j)$ represents the weight point $j$ has on the $i$th locally linear model. The PCA step then coordinates the local model into a single global dimension reduction. LLE has a nice property that points can be moved between the original and reduced space by using the weights of locally linear models in proximity to the point. Because LLE assumes a linear model at each data point, however, the intuition for modifying this weighting method for temporal dependencies is not readily apparent.

Isomap computes pairwise similarity through shortest-paths distances between all data pairs. The weighting process in Isomap consists of two steps: i) find a local spatial neighborhood weighted by a spatial distance metric for each data point, points outside the neighborhood are set to infinity; ii) compute shortest-paths between all data point pairs to form a matrix of pairwise geodesic distances. Kernel PCA and Isomap are very similar
in form except for their specific means of determining similarity. In the context of intrinsic dimensionality, the value of \(D(i, j)\) is the shortest-paths distance between two points through connected local neighborhoods. This value represents the distance between these points on the underlying manifold (i.e., their geodesic distance on the manifold), and thus their intrinsic distance. Considering the previous example of the distance between the hand and the hip, the shortest-paths distance will reflect the true intrinsic distance much more faithfully than the kernel weighting. Similar to Kernel PCA, Isomap does not provide an explicit means for mapping between original and embedded data.

### 3.2.1 Non-Spatial Feature Weightings

Isomap provides the most intuitive framework for incorporation of non-spatial information into the feature matrix of the methods considered. In contrast, LLE would be the most difficult method to incorporate non-spatial information. LLE assumes that each data point is weighted only to its neighbors and these weights are grounded to a linear model. The linear model is inherently spatial, thus modifying these weights could potentially yield unexpected artifacts. Also, the weights occur only between points in a spatial neighborhood, other pair weights are set to zero. Thus, the intuition for relating points within a neighborhood is apparent, but points without a common neighborhood is not. Kernel PCA and Isomap both provide more accessible frameworks for incorporating non-spatial information.

Each method considers elements of their feature matrices to provide a measure of similarity and dissimilarity between all pairs of points. The use of the term similarity matrix for Isomap is a small abuse of the term because larger values in the matrix indicate dissimilarity rather than similarity, but this is not an overly important issue. This similarity dictates how proximal, or close together, a pair of points will be in the resulting embedding. We can now strengthen or weaken a pairwise similarity distances based on non-spatial properties. Thus, the spatial characteristics of the feature space matrix is now a more relaxed similarity matrix for various types of information. For the purpose of similarity distances, we prefer to work within the Isomap framework because geodesic distances are a better indicator of intrinsic distance and more amenable to our intuition.

### 3.3 Spatio-Temporal Isomap

Our goal in Spatio-Temporal Isomap is the separation of underlying features in the form of components of a spatio-temporal process. A spatio-temporal process is the mechanism that
is used to generate the data set. **Spatio-Temporal Process Components** are steps within the spatio-temporal process that is significantly different than other components in the process. If a process consists of only one component, spatio-temporal Isomap provides an embedding either similar to spatial Isomap or can further eliminate mostly temporal dimensions (see “S-Curve” example). If a process has multiple components, spatio-temporal Isomap attempts to separate the data set into extractable features that represent steps in the underlying process (see “Shishkabob” example).

In this section, we describe two techniques we developed for adjusting the similarity matrix computed by Isomap to also account for temporal dependencies in a data set, assuming the data have temporal structure. Both techniques will use data from spatial (closest points) and temporal (adjacent in time) local neighborhoods at each point. One technique we developed, Weighted Temporal Neighbors, assumes that the set of data have both a spatial and a temporal manifold underlying it. Given this assumption, the spatial weights from Isomap are strengthened or weakened based on temporal neighbors. The another technique we developed, Phase Space Neighbors, includes velocity information in the distance metric to perform regular Isomap in phase space.

### 3.3.1 Isomap Limitations

Before diving into details for spatio-temporal adjustment, we must address some subtle limitations of Isomap. First, Isomap requires a dense sampling of the underlying data manifold. Because Isomap uses a network of local spatial neighborhoods, the samples must provide an adequate distribution over the manifold such that no gaps in the manifold are present and connected component can be established. Two points are connected if one point is included in another point’s spatial neighborhood. A connected component is a set of points in which all pairs of points have a connecting path. If a pair of points in a data set do not have a connecting path, the multiple disjoint components exist. Consequently, we can only embed one of these components and must disregard the other component. Another limitation of Isomap is that PCA is performed on a matrix of size $N \times N$. Thus, we are limited in the number of data points that can be used within the computation and memory constraints of a reasonable execution. Empirically, we have found that approximately 2500 data points can be used consistently in the Matlab implementation of Isomap [40].

Our goal in spatio-temporal Isomap is to provide an embedding in which points with similar spatial neighborhoods and similar temporal neighbors collapse into a single distinguishable cluster. As we will discuss later, we can provide such an embedding in different ways based on user parameters. Focusing on spatial Isomap limitations, spatio-temporal
Isomap eases the data burden because it does not aim to span the entire spatial manifold. Instead, we do not worry about covering the entire spatial manifold, but do require multiple points for each underlying feature to be presented in a consistent order. More specifically, in order for a feature to be extracted, it must reasonably, not densely, span its underlying distribution and must consistently be ordered before and after consistent features. If the data vary from this criteria, the resulting extracted features will have splitting and merging effects as we will describe in Chapter 5.

3.3.1.1 A Few Examples

In order to ground these concepts, let us consider some examples. The S-Curve example (Figure 3.2) originally used in [31] we modify the data generation process to include temporal dependencies and form several offset “S” trajectories. The points of the S-Curve are in 3D. The points are uniformly spaced on each S and temporally ordered such that S-trajectory is formed with the end of one S connected to the beginning the next offset S. The underlying spatial manifold of this data is 2D. As with any spatio-temporal data, winding the S-Curve out to its temporal manifold results in a 1D manifold. In addition, the intrinsic spatio-temporal manifold is 1D. If we consider this data to be multiple components of a spatio-temporal S-curve process, the embedding should result in this spatio-temporal manifold. If we consider the S-curve to have a single component, the embedding should contain the spatial manifold.

The figure-eight example (Figure 3.3) has points in 2D traversing an infinity symbol. The intrinsic spatial manifold is a closed 1D manifold, like a circle. Spatial Isomap, however, is only able to reduce data to this intrinsic spatial manifold if this manifold is bordered. An example of a bordered 1D manifold is a line segment. The intrinsic spatio-temporal manifold for the figure-eight is the same as the intrinsic spatial manifold. Spatio-temporal Isomap is able to find a closed 1D manifold; however, it cannot resolve the cross of the figure-eight as two separate classes of points travelling in different directions of the figure. The cross of the figure-eight presents an ambiguity that can be resolved by maintaining a history. The current implementation of spatio-temporal Isomap considered only first-order history, but could be modified.

The “shishkabob” example (Figure 3.4) is a spatio-temporal process with two components. One component is similar to the figure-eight but with a two crossing points instead of one. The other component traverses back-and-forth across a line segment. The shishkabob process alternates between the two components. The figure-eight component
Figure 3.2: S-curve example of a spatial S trajectory with multiple offset instances. (a) 3D plot S-Curve points with the temporal ordering specified by the dashed line and the spatial ordering along the S indicated by color. (b) The pairwise similarity matrix for spatio-temporal embedding of S-curve data. (c) The intrinsic spatial 2D manifold found by spatial Isomap. (d) The intrinsic spatio-temporal 1D manifold found by spatio-temporal Isomap.

is oriented vertically and starts its execution from the bottom. After traversing the figure-eight and returning to the bottom, the line component traverses a line going through the center of the figure-eight and then returns to the bottom of the figure-eight. Another figure-eight is then traversed and the process continues for several iterations. The points of the shishkabob are in 3D with a small amount of added noise. Disregarding noise, the shishkabob data are intrinsic to a bordered 2D manifold. However, parts of this manifold are closed and, thus, a 3D embedding will be the best result provided by spatial Isomap. The intrinsic spatio-temporal manifold is closed and 1D. Ideally, this manifold should resolve the crossings of the figure-eight, similar to the previous example, crossing of line with the figure-eight, and the different directions of the line to detect the circular intrinsic structure of this process. In practice, spatio-temporal Isomap will not find this intrinsic manifold, but it will provide extractable features that are components of the underlying spatio-temporal process.
Figure 3.3: Figure-eight example of a spatial figure-eight trajectory with multiple offset instances. (a) 3D plot of figure-eight data with the temporal ordering specified by a connecting dashed line and the spatial ordering along the figure-eight specified by color. (b) The pairwise similarity matrix for figure-eight data. (c) The closed 1D manifold found by spatio-temporal Isomap. This manifold differs from the true intrinsic spatio-temporal manifold because the crossing points require temporal history to resolve.

3.3.2 Weighted Temporal Neighbors

For the temporal accounting by Weighted Temporal Neighbors, we aim to provide a set of parameters that allow for an intuitive specification for adjusting pairwise similarity based on temporal structure. Spatial Isomap takes three parameters relating to the determination of local spatial neighborhoods and dimensionality of the embedding. Three additional parameters are provided in spatio-temporal Isomap for weighting Adjacent Temporal Neighbors \( c_{atn} \), Common Temporal Neighbors \( c_{ctn} \) and a flag \( tx \) indicating how to use \( c_{atn} \).

Two data points, \( t_x \) and \( t_y \), are adjacent temporal neighbors if \( t_x \) occurs directly before or after \( t_y \) in the sequential ordering of the data set.

We define two data points, \( t_x \) and \( t_y \), as common temporal neighbors (ctn) if \( t_y \in \text{nbhd}(t_x) \) and \( t_{ya} \in \text{nbhd}(t_{xa}) \), where \( \text{nbhd}(t_x) \) is the spatial neighborhood of \( t_x \), \( t_{xa} \) and \( t_{ya} \) are data points temporally adjacent to \( t_x \) and \( t_y \), respectively. Less formally, if two points are close together and are followed by two points that are close together, then they are common temporal neighbors.

In using this technique, we assume that the data have an spatial manifold and a temporal manifold as underlying structures. We assume that the input data are specified as the spatial coordinates of each point with dimensionality \( d \). Including the temporal ordering of the data, the data dimensionality becomes \( d+1 \) and the spatial coordinates exist in a \( d \)-dimensional subspace. The spatial manifold has intrinsic dimensionality \( d_s < d \) and is embedded within the \( d \)-dimensional subspace. The temporal manifold will have intrinsic dimensionality \( d_t = 1 \) and is embedded in a \( d+1 \) dimensional space. The temporal manifold
Figure 3.4: Shishkabob example data created by a process with two alternating components, a circle (red points) and a line (green points). (a) 3D plot of Shishkabob data with the temporal ordering specified by a connecting dashed line. (b) The similarity matrix for spatio-temporal embedding of shishkabob. Because over 2500 points are used in the shishkabob, the first 500 points are used as landmarks to reduce the size of the similarity matrix. Multiple similar connected components form in this matrix. (c) Spatio-temporal Isomap embedding of shishkabob. This embedding has extractable features because multiple similar connected components form in the similarity matrix. This embedding does not separate into two features representing the underlying components, but does separate one of the underlying components and reasonably partitions the other component.

can be thought of a “snake”-like curve in \(d+1\) space because the spatial coordinates may fall within a range but the temporal coordinate is always increasing along the temporal dimension. In scaling the data along the temporal dimension by \(c_{\text{atan}}\), we provide a means of varying the dimension reduction result between the \(d_s\)-dimensional spatial manifold and the 1-dimensional temporal manifold. We can apply \(c_{\text{atan}}\) to the weight matrix by either setting elements to \(c_{\text{atan}}\) or scaling the existing value of the element by \(c_{\text{atan}}\).

In the process of feature extraction, we seek to separate data cleanly into features. If we use \(c_{\text{atan}}\) without restriction, all of the data collapse together into its underlying temporal 1D manifold by temporal cohesion and will not yield a good modularization. We cannot simply disregard temporal adjacencies or consider temporal neighbors dissimilar because this approach potentially leads to a spatial embedding with disjoint connected components, as in Section 3.3.1. However, we can “clamp” together data pairs that are common temporal neighbors to shape the underlying temporal manifold into a spatio-temporal manifold. For feature extraction we may not be particularly interested in finding an underlying spatio-temporal manifold. In this case, we may want to disregard \(c_{\text{atan}}\) to ensure that temporally adjacent data pairs not from the same underlying feature are not proximal in the embedding. We can achieve this spacing by including temporally adjacent data pairs in each others spatial neighborhoods and use their spatial distance as their similarity. We use \(tx\) to designate if temporal neighbors should be accounted in this manner.
In using weighted temporal neighbors, we seek to bring data points $x$ and $y$ that have common temporal neighbors closer together by strengthening their relationship in the similarity matrix $D(x, y)$. $c_{ctn}$ controls the amount of pairwise strengthening. We may also want to bring closer together adjacent temporal neighbors $x$ and $x + 1$ by supplying a stronger value for $c_{atn}$.

Our implementation of Weighted Temporal Neighbors, we account for common temporal neighbors first by:

$$D_{ctn}(x, y) = \begin{cases} 
D_s(x, y)/c_{ctn} & \text{if } ctn(x, y) \\
D_s(x, y) & \text{otherwise} 
\end{cases} \quad (3.1)$$

where $D_{ctn}$ is a temporary similarity matrix, $D_s$ is the shortest-paths similarity matrix from spatial Isomap and $x$ and $y$ are a data pair. The final modification to the similarity matrix is then performed for adjacent temporal neighbors:

$$D(x, x + 1) = \begin{cases} 
D_{spatial}(x, x + 1) & \text{if not}(ctn(x, x + 1)) \text{ and } tx = 0 \\
c_{sep}/c_{atn} & \text{if not}(ctn(x, x + 1)) \text{ and } tx = 1 \\
D_{ctn}(x, y)/c_{atn} & \text{if } ctn(x, y) 
\end{cases} \quad (3.2)$$

where $D_{spatial}$ is the spatial distance metric used for spatial Isomap, $c_{sep}$ is a separation constant (we typically set to 1), and $tx$ is set to 0 for spatial distance separation and 1 for separation by $c_{atn}$.

In using weighted temporal neighbors, the following user parameters for spatio-temporal Isomap are:
Parameters for spatio-temporal Isomap with Weighted Temporal Neighbors

1. \( f \): the type of spatial neighborhood local to each data point
2. \( k \): the threshold for the extent for the local spatial neighborhood
3. \( d \): the number of dimensions in the reduced space
4. \( c_{atn} \): a constant for weighting adjacent temporal neighbors
5. \( c_{ctn} \): a constant for weighting common temporal neighbors
6. \( tx \): specify how to apply \( c_{atn} \) to temporal neighbors

3.3.3 Phase Space Neighbors

Weighting by temporal neighbors could be seen as introducing velocity information into the data before the reduction of dimension. We can also introduce velocity information by concatenating the spatial information of each data point with the corresponding spatial velocity information. In addition, we can use a general weighted distance metric for calculating the distance between two points,

\[
d^2 = z^T W z
\]

where \( d \) is the distance between the data pair, \( W \) is the distance weighting matrix, and \( z \) is the difference vector between phase space vectors for \( x \) and \( y \),

\[
z = \begin{bmatrix} x - y \\ \dot{x} - \dot{y} \end{bmatrix}
\]

Given the new distance metric for phase space, we apply Isomap as before to perform dimension reduction to a space where spatio-temporal structure of the original data is apparent.

Using phase space, the following user parameters for spatio-temporal Isomap are:
### Parameters for spatio-temporal Isomap with Weighted Temporal Neighbors

1. $f$: the type of spatial neighborhood local to each data point
2. $k$: the threshold for the extent for the local spatial neighborhood
3. $d$: the number of dimensions in the reduced space
4. $W$: a matrix for weighting distance between points against each other

### 3.4 Summary

In this chapter, we discuss the extension of existing methods for dimension reduction to extract spatio-temporal structure from data. We propose an extension of a method for pairwise intrinsic dimension reduction to allow for spatio-temporal feature extraction. In our method for dimension reduction, we provide two methods to account for temporal dependencies between pairs of data points.
Chapter 4

Deriving Actions and Behaviors from Spatio-Temporal Structure

In this chapter, we use the techniques for spatio-temporal dimension reduction, described in the previous chapter, to derive a vocabulary of perceptual-motor action primitives and behavior modules from human motion data.

Figure 4.1: A flowchart for deriving actions and behaviors through multiple spatio-temporal Isomap embeddings applied to human motion data.
Before presenting our procedure for modularizing motion, we first define terms for structures that we will use in the context of the derivation process. In the previous chapter, we described a method for spatio-temporal embedding such that data are formed into extractable features. In this chapter, we refer to these features for motion data as modules. The process of feature extraction is now referred to as the modularization of motion data.

Modularization is used to derive modules of actions and behaviors, as we will specify in the following overview of our derivation procedure. The input to the derivation procedure is an ordered set of motion segments. Each segment is considered an atomic instance of motion, a segment of motion that does not consist of smaller sub-motions. From these segments, we derive modules with the following definitions:

**Module Definitions**

An action is specific to movement that occurs within a single instance of motion. An action unit is a group of motion segments in which each segment is a specific instance of the underlying action being performed. An action primitive is an action unit combined with a mechanism to allow any motion in the span of the action unit to be generated (or represented). Because actions occur within a single instance of motion, we consider actions to be limited-duration atomic-level primitives. A behavior is a set of actions linked together to represent extended-duration meta-level motion. A behavior unit is a set of motion segments in which each segment is a partial performance of an underlying behavior being performed. A behavior machine is a set of actions linked together to represent complex motion with a mechanism for transitioning between actions in an appropriate manner.

Given these definitions, the derivation process is as follows. We take as input a stream of motion data from a human performer in the form of joint angles over time. This motion stream is assumed to be performed in free-space, i.e., the human is not interacting with
external forces. In this chapter, we first discuss the pre-processing of the motion stream into an ordered set of atomic motion segments. Next, we discuss the application of spatio-temporal Isomap to the motion segments to derive a set of action units. We then generalize these action units into action primitives for spanning the range of motion for each action through interpolation. Further iterations of spatio-temporal Isomap are applied to derive behavior units. The chapter is concluded with a discussion of how these behavior units are generalized into behavior machines through a method for action linking and transitioning.

4.1 Free-Space Motion Segmentation

In order to apply dimension reduction, we must first have a set of motion data. In our approach, a stream of motion data without pre-processing is considered equivalent to data set of only one extremely high-dimensional data point. In order to provide a useful set of motion data, we segment the training motion data stream into short segments of motion. These segments of motion will be considered atomic, not consisting of smaller subsegments. The result from segmentation is a temporally ordered set of $N$ motion segments normalized to $l$ samples. We use three methods for segmenting motion: Manual Segmentation, Z-function Segmentation, and Kinematic Centroid Segmentation. Each method is described in turn.

4.1.1 Manual Segmentation

In manual segmentation, a human segments the motion manually through visual inspection. This method usually provides the best segmentation due to human common sense and judgment. However, this human intervention introduces human inconsistency of the segmentation and requires much more time and effort. Thus, we used this method as a ground truth for testing the performance of the spatio-temporal dimension reduction in finding structure.

4.1.2 Z-function Segmentation

Z-function Segmentation is an automatic segmentation mechanism for detecting strokes [33] in the motion stream. As described in [12], the z-function is the sum of squares of the velocities of the kinematic degrees of freedom (DOF),

$$z = \sum \dot{\theta}_i^2$$

(4.1)
After computing the z-function for the motion, a threshold is applied to approximate when the motion of the performer has stopped. This thresholding is beneficial for finding segments of discrete “point-to-point” motion. For motion that does not stop or slow down significantly, however, the z-function does not find any segments.

4.1.3 Kinematic Centroid Segmentation

Kinematic Centroid Segmentation is an automatic segmentation we developed to detect significant movements of a limb. In this segmentation method, we concentrate on segmenting motion of the kinematic substructures of the performer. A kinematic substructure is a set of DOFs that are typically in coordination. Two substructures can be working in coordination or independently. For instance, the upper body could be separated into three kinematics substructures: left arm, right arm, and torso/head.

Because the DOFs in each kinematic substructure are in coordination, we abstract the motion of the substructure into meaningful markers as follows. For segmentation, we use the location of a base joint and the Cartesian centroid of the joint locations of the substructure as markers. For instance, an arm substructure could have the base as the location of the shoulder and the centroid as the average position of the shoulder, elbow, wrist, and hand.

We segment one kinematic substructure at a time in a greedy fashion. In segmenting for a single substructure, we first subtract the position of the base from the centroid for
each frame, providing a rough configuration of the substructure in the coordinates of the
substructure. Starting from the first frame, we compute the distance between centroid
locations at the current frame and all subsequent frames. Using the centroid distance
function, we start at the current frame and traverse forward in time until a minimum
threshold distance is reached. At this point, we keep traversing forward until a local
maximum is reached. At this local maximum, we place a segment boundary, set the
current frame at the boundary, and repeat the procedure. The rationale for segmenting in
this manner is that the revolute joints and joint limits of a human restrict the reachable
space of the substructure. Due to these constraints on the substructure, the distance it can
achieve from its initial position is bounded. Thus, the substructure that moves away from
its initial position must eventually move back toward its initial position. As we will discuss
in Chapter 5, this segmentation method is not perfect, but works well for our motion data.

Summary of Procedure for Kinematic Centroid Segmentation:

1. Set current segment to the first frame

2. Compute distance between centroid at current segment
   and the centroid at every subsequent frame

3. Find first local maximum in centroid distance function
   (a) Traverse frames until the distance exceeds a threshold
   (b) Traverse frames with a moving window until the cur-
       rent frame is the maximum value in the window

4. Place new segment at the found local maximum, goto step
   2

The kinematic centroid distance function is specified as:

\[ m_d(t) = D_m(m_{\text{centroid}}(t) - m_{\text{base}}(t), m_{\text{centroid}}(t_a) - m_{\text{base}}(t_a)) \]  

where \( m_d(t) \) is the value of the centroid distance function at time \( t \), \( t_a \) is the time
index of the current segment boundary, \( D_m \) is the metric for computing distances between
centroids, \( m_{\text{centroid}} \) and \( m_{\text{base}} \) are the Cartesian positions of the centroid and base for the
kinematic substructure at a given time.
We can express the placement of the next segment boundary using the current segment boundary by finding the next local maximum in $m_d$:

$$s_{i+1} = t_b \mid t_b > t_a; m_d(t_b) - m_d(t_a) \geq \tau; m_d(t_b) \geq m_d(t_s), \forall t_b - \epsilon \leq t_s \leq t_b + \epsilon$$

(4.3)

### 4.1.4 Time Normalization

The result from any of the described segmentation methods is a set of $N$ segments of various lengths $l_i$. The dimensionality of the $i^{th}$ segment is $d_i = l_i \times n_{dof}$, where $l_i$ is the length of the segment $i$ and $n_{dof}$ is the number of regarded performer DOFs. The dimension reduction techniques considered in this thesis require data points of the equal
dimensionality. Thus, we normalize these segments to a constant length $l$ by constructing a cubic spline for each segment and extracting a constant number of uniformly spaced samples.

### 4.2 Deriving Action Units

Now that we have a data set of motion segments, we can apply spatio-temporal Isomap to these segments to discover spatio-temporal structure and derive action units. As stated before, an action unit is a group of motion segments that are specific instances of an underlying action being performed. For instance, waving the arm high and waving the arm low are both instances of the same underlying waving action. The difference between the movement instances is that a different set of action parameters are used to instantiate the two movements. By applying spatio-temporal Isomap, we expect that motion segments of the same underlying action will become relatively proximal (close together) in the reduced space. We loosely define a set of points that have relatively proximal values in the similarity matrix as a similar connected component. We expect similar connected components will form clusterable action units in the resulting embedding.

In order for similar connected components to occur, the distance (value in similarity matrix) between such an instance pair must be relatively small in comparison to their distances with instances of other actions. If spatial neighborhoods local to each point have been constructed ideally, the neighborhood of each segment will contain other instances of the same action. Given that several instances of the action occur in the training stream, all instances of an action will be grouped into the same similar connected component because instances of the action will follow similar trajectories in joint space, with a slight variation between instances.

However, instances for other actions could be present in the spatial neighborhood of a segment. The methods for introducing temporal dependencies help resolve this problem. We assume that instances of one action will be followed by instances of only one other action. In other words, if two segments are common temporal neighbors, then we modify the similarity matrix to include both segments in the same similar connected component and, subsequently, make them more proximal in the reduced space. A by-product of this assumption is that two actions that share temporal instances are sequential components of the same underlying behavior. If the same action occurs in the context of two different behaviors, this leads to action splitting or behavior merging which we will discuss in Chapter 5. In applying spatio-temporal Isomap to find action units, we will set $tx$ to use spatial distance, disregard $c_{atn}$, and set $c_{ctn}$ to a significant value.
We now apply clustering to the embedded data to find action units, or groups of segments from the same action. We can apply clustering because the segments from the same action were included in the same similar connected component are now proximal in the embedding. However, we do not have a priori knowledge of the number of units we are seeking to cluster. Thus, clustering methods such as k-means [2], mixture models [2], or hierarchical agglomeration [19] become difficult to apply. Instead, a clustering method was developed based on the one-dimensional “sweep-and-prune” technique introduced in [7] for detecting overlapping axis-aligned bounding boxes. The procedure for clustering is as follows:

Procedure for One-Dimensional Sweep-and-Prune:

1. begin with one list of all points and \( p = 1 \)

2. for all lists

   (a) sort the list by the \( p^{th} \) dimension

   (b) for all elements of the list

      i. place a marker between the \( j^{th} \) and \( (j+1)^{th} \) elements if their difference exceeds a threshold

3. construct a new set of lists based on the markers

This clustering method does not require the number of clusters to be specified a priori, but rather a separating distance for distinguishing cluster intervals along each dimension. Once clustering is applied, each cluster is an action unit.

4.3 Generalizing into Action Primitives

We can now interpolate within the space of an action unit in order to make possible the generation and representation of motions that exist in the span of the action and, thus, make the action general enough to be considered a primitive. As paraphrased from [22], interpolation is defined as finding a function \( F \) that maps from one space \( G \) to another space \( H \) given an equal number of corresponding points in the two spaces. For interpolating an action unit, we will map points from the embedded space into the space of joint angle trajectories (motion segments). The motion segments from the motion stream and their corresponding points in the embedding are used in the interpolation. A new motion that is
an instance of the action is generated by selecting a new point within a reasonable \textit{support volume} of the points in the action unit and performing the interpolation. The support volume of an action is the volume within the action unit from which new instances can be selected. The support volume will vary depending on the interpolation method used. The convex hull of the action unit is typically a good support volume. There are any number of interpolation methods that can be applied to an action unit, [22] describes some of the more popular methods. We use Shepard’s interpolation [37], because of its simplicity, in our current derivation implementation. In Chapter 5, we discuss the application and effectiveness of Shepard’s interpolation [37] for action generalization.

4.4 Deriving Behavior Units

We derive behavior units by applying further iterations of spatio-temporal Isomap. In the previous sections, we described one application of spatio-temporal Isomap to embed segments of motion data into a reduced space where actions become distinct. The data from this first embedding can now be used as input for another iteration of spatio-temporal Isomap. With this iteration, we hope to collapse segments from actions that occur in sequence into the same similar connected component for proximity in the second embedding. We can achieve this type of embedding by applying spatio-temporal Isomap with $tx$ set to use a significant value for $c_{atn}$ and $c_{ctn}$ set to a significant value, possibly the value from the first embedding. With $c_{atn}$, we make proximal segments that occur in sequence. $c_{ctn}$ is used to make sure actions belonging to the behavior are collapsed and the data do not simply fold out into the 1D temporal manifold.

Similar to action units, we can cluster this embedding to extract behavior units. The derived behavior units contain motion segments from one or more actions. Because an action is a single-segment motion, a segment in a multi-action behavior unit is a partial performance of the behavior. An entire performance of a behavior is specified by segments in sequence from each action of the behavior. Because behaviors are defined by the structuring of actions, we consider behaviors to be meta-level modules of motion that represent extended-duration motion. Further iterations of spatio-temporal Isomap can be performed in the same manner to derive higher meta-levels of behavior.

4.5 Combining Actions To Form Behavior Machines

Because behaviors are meta-level structures, we generalize behavior units by linking together interpolated versions of their component actions. In order to perform this action
linking, we must determine action components of the behavior and link these actions together with *valid transitions*. A valid transition occurs between two actions such that a significant gap in joint space does not occur between their instances. Action components from a behavior unit can be determined by building a directed action graph where each node is an action with one segment in the behavior unit. A directed link is placed from one node to another node if a segment from the first node occurs before and is temporally adjacent the a segment from the second node. The directed link represents a transition from one action to another action. The link is weighted by the number of transitions that occur from segments in the behavior unit. A threshold could be applied to decide which transitions are relevant to the behavior. The directed graph is a state machine that specifies the structure of the behavior given the current action performed. Thus, these modules are referred to as behavior machines. The component-level behavior structure must also be accompanied with lower-level information contained in action primitives to determine whether a valid transition can be performed between two actions.

The actual linking of these actions, however, is a much more difficult problem. This difficulty stems from the fact that there is no guarantee that the action primitives will have a meaningful parameterization. The action primitive may be able to span the possible space of motions for an action, but we have no intuition on how to index into the action primitive to produce a desired motion. Thus, we must provide a parameterization of each action such that a behavior can establish valid transitions between actions.

We will create an accessible parameterization of an action by densely sampling the action for motion in its support volume and associating each sampled motion with a descriptive label. The descriptive label is a user-defined property of the sampled motion, such as initial shoulder angle values. We can then use these descriptive labels as a meaningful index into the action primitive. For action linking, we will use the starting position of the hands as preconditions for instantiating an action. In using the hand positions for indexing, we are trying to ensure that no large hops in joint space need to be taken between two segments of motion, assuming the hands as endpoints are a reasonable indicator of upper body configuration. We will link two instances of motion if the index of the second motion instance begins in proximity to where the index of the first motion instance ends. Building a table that contains a large set of potential transitions between all pairs of actions could be to resource-intensive. Such an exhaustive linking of actions may not need to be performed on-line. For motion synthesis, action linking could be executed at run-time by checking for preconditions. For motion classification, the motion could be first classified at the action level and be propagated through the behavior hierarchy.
4.6 Summary

In this chapter, we describe our methodology for modularizing human motion data into action primitives and behavior machines. Our spatio-temporal dimension reduction method is applied to a stream of motion data to provide an embedding amenable to clustering actions modules. Additional iterations of dimension reduction and clustering are used to derive higher-level behaviors.
Chapter 5

Evaluation

In this chapter, we evaluate our proposed methodology for deriving action and behavior modules. We first perform empirical evaluation by applying our derivation methodology to three streams of human motion. These streams contain behaviors such as dancing, reaching, and punching. Results from deriving action and behavior primitives from these streams are presented. These empirical results are then discussed further within an evaluation of our methodology.

5.1 Empirical Evaluation

In this section, we describe results from deriving actions and behaviors from streams of human motion-capture data. Our derivation methodology was implemented in Matlab for pre-processing motion streams, modifying the core Isomap algorithm (provided by the authors of [40]), and interpolation routines. Support code was written in C++ and Perl for motion visualization and other motion management tasks.

5.1.1 Motion Streams and Pre-Processing

Three separate streams of motion\(^1\) were independently applied to our derivation procedure. The streams were captured from the motion of an instrumented human performer, as in Figure 5.1. The marker trajectories were acquired by a Vicon optical motion-capture system and post-processed into joint angle trajectories for a human kinematic model. This kinematic model has 96 degrees of freedom representing a full human body. However, the kinematics of the intended robot platform, Adonis [12], have significantly fewer degrees

\(^1\)Motion-capture data were graciously provided by Jessica Hodgins group at CMU.
of freedom. Therefore, DOFs in the capture kinematics not represented in the robot
kinematics are disregarded in the derivation process.

Figure 5.1: (Left) A snapshot of the human performer instrumented with reflective markers
during the execution of a demonstration motion stream. (Right) A visualization of the
human performer’s kinematics at the time of the snapshot using the post-processed motion
stream.

In each motion stream, the human performer executes a scripted set of behaviors fo-
cused on the upper body/torso. Each motion stream has unique characteristics. The
three motion streams consist of 22,549, 9,145, and 9,394 frames, respectively. Streams
1 and 2 contain various behaviors, specified in Table 5.1, stream 3 contains only a sin-
gle reaching behavior to various Cartesian positions. The streams are available from
http://www-robotics.usc.edu/~cjenkins/motionmodules/.

The motion streams are segmented using three different methods, described in detail in
Section 4.1. Each segment is normalized to 100 frames. The number of segments produced
by each method is shown in Table 5.2. Using Stream 1 as our primary example, we specify
the scripting of behaviors (Table 5.1) performed in this motion stream. The behavior
script has no direct effect on the segments produced, but does indicate the underlying
process being used to generate the motion data.
<table>
<thead>
<tr>
<th>Behavior Name</th>
<th>Frame Interval</th>
<th>Number of Segments</th>
</tr>
</thead>
<tbody>
<tr>
<td>Circles</td>
<td>1-3350</td>
<td>23</td>
</tr>
<tr>
<td>Spider</td>
<td>3350-4390</td>
<td>10</td>
</tr>
<tr>
<td>Horizontal Waving</td>
<td>4390-5600</td>
<td>18</td>
</tr>
<tr>
<td>Semaphores</td>
<td>5600-7170</td>
<td>19</td>
</tr>
<tr>
<td>Vertical Waving</td>
<td>7170-9580</td>
<td>23</td>
</tr>
<tr>
<td>Horizontal Waving</td>
<td>9580-11150</td>
<td>16</td>
</tr>
<tr>
<td>The Egyptian</td>
<td>11150-12380</td>
<td>16</td>
</tr>
<tr>
<td>The Scuba</td>
<td>12380-12970</td>
<td>7</td>
</tr>
<tr>
<td>The Twist</td>
<td>12970-13690</td>
<td>16</td>
</tr>
<tr>
<td>The Cabbage Patch</td>
<td>13690-14770</td>
<td>11</td>
</tr>
<tr>
<td>The Robocop</td>
<td>14770-15340</td>
<td>11</td>
</tr>
<tr>
<td>The Monkey</td>
<td>15340-16750</td>
<td>25</td>
</tr>
<tr>
<td>Jab Punch</td>
<td>16750-18160</td>
<td>15</td>
</tr>
<tr>
<td>Uppercut</td>
<td>18160-19100</td>
<td>12</td>
</tr>
<tr>
<td>Roundhouse</td>
<td>19100-20730</td>
<td>12</td>
</tr>
<tr>
<td>Knockout Punch</td>
<td>20730-22549</td>
<td>13</td>
</tr>
</tbody>
</table>

Table 5.1: Manual Segmentation for Stream 1

<table>
<thead>
<tr>
<th>Num. Segments</th>
<th>Mean</th>
<th>St. Dev.</th>
<th>Min.</th>
<th>Max.</th>
</tr>
</thead>
<tbody>
<tr>
<td>Stream 1 (Manual)</td>
<td>250</td>
<td>90.19</td>
<td>113.72</td>
<td>15</td>
</tr>
<tr>
<td>Stream 1 (Centroid)</td>
<td>226</td>
<td>98.86</td>
<td>128.51</td>
<td>16</td>
</tr>
<tr>
<td>Stream 1 (Z-function)</td>
<td>226</td>
<td>94.36</td>
<td>96.41</td>
<td>5</td>
</tr>
<tr>
<td>Stream 2 (Manual)</td>
<td>210</td>
<td>44.73</td>
<td>20.95</td>
<td>10</td>
</tr>
<tr>
<td>Stream 2 (Centroid)</td>
<td>151</td>
<td>60.81</td>
<td>22.96</td>
<td>22</td>
</tr>
<tr>
<td>Stream 2 (Z-function)</td>
<td>79</td>
<td>113.43</td>
<td>136.50</td>
<td>6</td>
</tr>
<tr>
<td>Stream 3 (Manual)</td>
<td>73</td>
<td>125.19</td>
<td>41.70</td>
<td>6</td>
</tr>
<tr>
<td>Stream 3 (Centroid)</td>
<td>65</td>
<td>140.23</td>
<td>39.10</td>
<td>5</td>
</tr>
<tr>
<td>Stream 3 (Z-function)</td>
<td>95</td>
<td>94.36</td>
<td>96.41</td>
<td>5</td>
</tr>
</tbody>
</table>

Table 5.2: Statistics about the segments produced by each segmentation method for each motion stream. The statistics for each segmentation specify the number of segments produced, mean segment length, standard deviation of the segment lengths, minimum segment length, and maximum segment length.

<table>
<thead>
<tr>
<th>Manual</th>
<th>Centroid</th>
<th>Z-Function</th>
</tr>
</thead>
<tbody>
<tr>
<td>Stream 1</td>
<td>42</td>
<td>49</td>
</tr>
<tr>
<td>Stream 2</td>
<td>10</td>
<td>8</td>
</tr>
<tr>
<td>Stream 3</td>
<td>6</td>
<td>6</td>
</tr>
</tbody>
</table>

Table 5.3: Number of actions derived for each stream.
5.1.2 Action Embedding

In the direct application of our methodology, each segment is converted into a point in a high dimensional space, once a segmentation is produced for a motion stream. A segment with \( l \) samples and \( m \) DOF is converted into a point in an \( l \times m \) dimensional space by concatenating the DOF information into a single vector. The vectors are then concatenated into a \( N \times (l \times m) \) segment matrix, where \( N \) is the number of segments produced. Spatio-temporal Isomap is then applied to the segment matrix to an embedding to derive actions. We applied an alternative to this direct procedure in which a segment matrix was embedded for each kinematic substructure (left arm, right arm, and torso) independently.

We applied spatio-temporal Isomap with Weighted Temporal Neighbors to segment matrices for embedding motion data. This mechanism has six user parameters. Three of these parameters, from spatial Isomap, specified how the spatial neighborhood of each point is constructed for the type of neighborhood and threshold for the neighborhood. For constructing neighborhoods, we used K-nearest neighbors with 7 neighbors. The third parameter specified the dimensionality of the embedding. Specified in Section 3.3, the other two parameters, \( c_{ctn} \) and \( c_{atn} \), were set to 100 and 1. In the direct derivation process, we would perform multiple embeddings and vary the embedding dimensionality for each embedding. As shown in [40], we select the embedding dimensionality at the “elbow” of the residual variance, the number of dimensions where the residual variance begins to plateau. Using separate substructures, we performed a set of embeddings and dimensionality selection for each substructure. The dimensions of the resulting embeddings were concatenated together to form a single embedded space. Each substructure was embedded to 5 dimensional, even though the elbow may indicate a smaller dimensionality, as shown in Figure 5.4. The added dimensions in an embedding may provide more information than necessary, but do not detract from the result. The embeddings of each of the streams for each of the segmentations using separate substructures is shown in Figure 5.3. We then applied sweep-and-prune clustering in the embedded space with interval threshold of \( 1/20^{th} \) of the diagonal of the embedding bounding box to derive action units.

5.1.3 Action Interpolation

Interpolation within each action unit was performed using Shepard’s interpolation [37]. Shepard’s interpolation computes distance-based weights of a point to its neighbors in one space and then applies a weighted average of the corresponding neighbors in the other space to produce the interpolation result. Our implementation used the radial-basis
function weights of the 3 nearest neighbors of selected point. The result from Shepards interpolation is shown in Figure 5.5 for chosen action units.

Using the interpolation, we sampled each action unit for 100 random coordinates using the bounding box action unit as the support volume. The joint space trajectories that resulted from the interpolation are an estimate of the span of motion represented by the action. The starting Cartesian positions of the hands were stored for each interpolated joint space trajectory. These 6 variables (3 variables for each hand position) served as the intuitive index for the action. We will use the indexing at the behavior level as preconditions for linking actions within a behavior.

5.1.4 Behavior Embedding

Given the intuitive indexing of the actions, we complete the structure of the behavior by inferring the component actions of the behavior. A second iteration of spatio-temporal Isomap is performed for 10 nearest spatial neighbors, $c_{ctn} = 100$, and $c_{atn} = 4$. The embedding is clustered to form behavior units with the same interval threshold as the action embedding. The first three axes of the embedding after clustering is shown in figure 5.7. The action graph for each behavior machine is shown in figure 5.8.

5.2 Discussion

In our methodology for deriving actions and behaviors, the quality of the derived structures will dependent heavily on the quality of the stream pre-processing mechanism and the appropriateness of the user parameters used in spatio-temporal Isomap. The pre-processing of the input motion stream prepares the motion data for dimension reduction mostly through segmentation. If the segmentation is not sufficient, the subsequent data are useless regardless of the capability of dimension reduction for discovering spatio-temporal structure. Given that the preprocessing is sufficient, the user parameters for spatio-temporal Isomap define the type of structure we are looking for in the data. If the parameters are not reflective of the spatio-temporal structure, the resulting action and behaviors will not provide a useful substrate for perceptual-motor algorithms.

5.2.1 Issues In Pre-Processing

In pre-processing a motion stream, we aim to provide an ordered set of motion segments amenable to discovering the underlying structure of the stream. The segmentation should provide a division of the stream that is both *sensible* and *consistent*. By sensible, we
mean that the segments that are significant in their expression and concise enough to be considered atomic. Segments that are too short do not express any useful motion. Segments that are too long contain useful repetitions of sub-actions that would be useful for modularization. By consistent, we mean that similar intervals in the motion stream produce similar segments of motion.

The obvious means for ensuring a segmentation with both of these properties is to use human judgment. The automatic method, however, requires much less time and effort and yields potentially reasonable segmentations. The z-function method will provide a reasonable segmentation if the stream contains discrete movement, movement from one configuration to another described by peaked velocity profiles. If we believe these configurations are keyframes underlying the motion, we would expect to see peaks and valleys in the z-function indicating transitions between and achievement of the keyframe configurations. The difference in transition and achievement intervals are distinguished by thresholding. In practice, however, the segmentation is very sensitive to the setting of the threshold and produces several intervals of erratic segments. Low thresholds produce many spurious segments. High thresholds produce several merged segments. Z-function segmentation might work well if an optimal threshold can be found or the actual segment peaks can be further accentuated. Furthermore, if movement in the DOFs do not stop when a keyframe is achieved or there are no specific keyframes to signal accomplishment, the z-function cannot detect segment boundaries. Thus, z-function segmentation provides a somewhat consistent, but not sensible segmentation for motion that is not clearly point-to-point movement.

Kinematic Centroid Segmentation proved to be a much more sensible method for our test data with a small cost in consistency. Motion segmentation in this manner has three problems. The first is that motions in each limb must make the centroid move past a threshold distance from its previous position at the current segment boundary. Thus, the motion must be large enough to be detected. All of our test motion can be segmented sensibly with this assumption. Second, the segmentation is performed in a greedy fashion, the frames preceding the current segment boundary are considered optimally segmented. This assumption causes problems if segment boundary is placed badly. Such an errant boundary could propagate through the segmentation and yield inconsistencies. In practice, we found that bad placements are localized to intervals when a transition between a priori behaviors occurs. Thus, a behavior may begin with an awkward segment, but the rest of the behavior is consistent. The third problem occurs when two reasonable segments are detected as one segment. This situation happens when one action moves the centroid some distance away from the previous placement and the second action continues the increase in
displacement away from the previous placement. An example of this circumstance is the motion of an arm beginning at the side of the performer, brought to a fighting posture, and smoothly extended to a punch. While undesirable, the same ambiguity could result from human judgment. Is the motion a single punch or a ready-action with a punch? Even though this type of motion is infrequent, it is handled in a sensible, but not perfect, manner.

The current implementation of kinematic centroid segmentation handles intervals of idle motion less elegantly than the z-function, but could be modified to include a final pass to look for idle motion. The two passes used for segmenting the right arm followed by the left arm worked well. However, we do not know how well such a method would scale to full body motion, in which additional levels of substructure coordination occur in the kinematic hierarchy. There also exists the possibility for combining the two automatic methods by using the z-function as one pass in the segmentation process.

In order to apply the segments to our embedding procedure, we must normalize the segments to an equal number of samples. This normalization removes the timing elements of the segments. While the normalization produces no side effects on the embedding, the actions that result from the embedding do not have the same timing as the segments from the motion stream. Instances generated from action primitives are of the same temporal length. If we wanted to somehow retain segment timing, a scaling variable could be added to the segment matrix before embedding. However, we may prefer to leave timing as a parameter for the action primitive to instantiate a motion of a provided length.

5.2.2 Spatio-Temporal Isomap Parameters

The parameters used in spatio-temporal Isomap play a significant part in the derivation of actions. The main reason these parameters are so important is because they define the local spatial neighborhood of each point. We use these spatial neighborhood as the foundation for weighting pairs of points and determining common temporal neighbors. These factors contribute in a overwhelming way to whether two segments will belong to the same action in the embedded space. Ideally, we would prefer for the spatial neighborhood of each point to consist only of instances from the same action. Modularization in this case would be simple because spatially each action results it own similar connected component in the similarity matrix. Instead, selecting local neighborhoods by k nearest neighbors produces a potentially motley mixture of action instances in a given neighborhood. The potential for such nonrepresentative local spatial neighborhoods also increases greatly when an action instance does not have other instances of the same action in proximity, or there
is a large gap between instances of the same action. As stated in Section 3.3, this situation is typically the result of a lack of performances of the action and/or its distribution across the span of the action.

The construction of local spatial neighborhoods are determined by the criteria for selecting nearest neighbors and the distance metric used for spatial Isomap. In order to improve the quality of the local spatial neighborhood, one or both of these mechanisms must be improved. While such an undertaking may prove difficult in general, domain knowledge may be applied for particular types of motion data to improve the distance metric. The current feature distance metric is the straightforward Euclidean distance of all the DOFs for all the samples in a segment. Using this metric, two movements following the same trajectory in different directions may be relatively equal to distance the of one of those movements and a slightly offset version of itself. Intuitively, motion following the same direction is weighted more heavily together than motion opposite directions.

5.2.3 Action Merging and Splitting

The consequences of nonrepresentative local spatial neighborhoods becomes apparent when observing the makeup of the resulting action units. Two significant problems can occur from such neighborhoods, action merging and action splitting. Action merging is the inclusion of instances of different underlying actions into the same derived action. Action splitting is separation of instances of the same underlying action into different derived actions. Local neighborhoods that are too inclusive could potentially allow instances of different actions to have common temporal neighbors. Consequently, these instances will be included in the same derived action unit. This resulting action will not be representative of a single underlying action, but rather a composition of sections from multiple actions. This situation prevents a clear modularization of data. As stated in the previous section, action merging is an artifact of and removed through better local neighborhood construction. Action merging is less of a problem when two complete underlying actions form a single action. In practice, action merging will always occur due to spurious motion segments, typically from transitioning between behaviors or an idle posture. These segments can usually be disregared.

Another artifact of nonrepresentative neighborhoods is action splitting. In action splitting, instances from the same underlying action are in multiple derived action units. Action splitting occurs in two forms: split instances and split behavior contexts. In the case of split instances, the instances of an underlying action require multiple similar connected components. More simply, there exists a pair of instances that are not connected to each
other through the neighborhoods of the other instances in the action. As stated previously, the cause of this splitting is that the quantity or distribution of performances of the action are lacking. For instance, the performance of a high waving actions and low waving actions will be derived as two separate actions because there is not middle waving action to connect their instances. Action splitting alone is not problematic because extra modules are not necessarily bad because the modularization is still clear. Splitting in conjunction merging, however, is a problem because the effects of merging become magnified and the modularization is weakened.

The problem of split behavior contexts occurs when instances of the same action appear in the context of two different behaviors. Given this situation, the instances of the action form different classes based on the behavior context in which they occur. These classes will be related in the same action connected component, i.e., linked by spatial neighborhoods, but may not have common temporal neighbors. If these classes share common temporal neighborhoods, behavior merging will occur instead. The consequence of split behavior contexts is that the classes of instances will be split into separate actions units. Action splitting that occurs due to split behavior contexts is not of overwhelming concern because the modularization into actions will be clear. The extra modules that result provide more information that may or may not be desired. If the modularization is required to be concise as well as clear, these extra modules will be undesirable. However, these extra action modules provide information as to which actions are more appropriate in certain contexts.

One possibility for avoiding splitting and merging artifacts is to post-process the derived actions. The post-process serves provide a better modularization and removing spurious segments by splitting and/or merging actions. The merging post-process could analyze a pair of actions and decide whether to merge based on some similarity criteria. The splitting post-process could analyze an action for instances that do not belong based criteria specific to the module or a more specific distance measure.

5.2.4 Weighted Temporal Neighbors vs. Phase Space

The empirical results presented in Section 5.1 use spatio-temporal Isomap with Weighted Temporal Neighbors for handling temporal dependencies between data pairs. We also presented a Phase Space method for computing pairwise distances. In the phase space view, we assume that spatial Isomap can be performed for spatio-temporal structure by concatenating velocity information to each data point. This information alone will not provide a clear modularization. Therefore, a general weighted distance in the form of
$x^T W x$ is used. Computing pairwise distances in this manner can produce similar results to Weighted Temporal Neighbors, but with significant differences in the mechanisms. Most significantly, the phase space distance is a continuous measure as opposed to the step function imposed by common temporal neighbors. For modularization purposes, the step function is preferred because a clear distinction is made between whether two points will be included in the same module or not. The distance weighting matrix $W$, however, weights both spatial and velocity information and provides the flexibility for potentially creating better pairwise distances. Using the $W$ matrix, however, has two problems. First, creating such a matrix is rather non-intuitive. Weighted Temporal Neighbors provides controls that are much easier to set for manipulating the modularization in a useful manner. A simple setting for $W$ can provide useful results immediately, but Weighted Temporal Neighbors with a small amount of tuning will typically yield better embeddings. Second, computing pairwise distances for phase space requires much more time computationally. If non-zero values are placed only on the diagonal of $W$, the pairwise distance computation can be vectorized in Matlab for a much more reasonable computation time.

5.2.5 Behavior Merging and Splitting

The effects of merging and splitting also occur at the level of behaviors. Given that the action embedding provides a good modularization, behavior merging is a much more clear problem. Behavior merging occurs when a single derived behavior unit contains instances from two underlying behaviors. A behavior that results from merging typically contains entire underlying behaviors, not partial underlying behaviors, as in Figure 5.5.

In our derivation process, behavior splitting should not occur. The behavior derivation procedure seeks to bring together segments with temporal dependencies that have already been split into action modules. At the highest level of behavior abstraction, a motion stream is a single behavior. Each behavior embedding iteration brings the segments one step closer to grouping all segments into a single behavior. However, splitting does occur in behaviors if clustering threshold is too small or actions occur in split behavior contexts. Previously, we discussed the possibility of instances of the same underlying action being split into two actions based on the behavior in which an instance is performed. Instead, action instances in this case could be derived into the same action. A single action with split behavior contexts would then occur in a single behavior, if the different behavior have been merged, or appear in different behaviors for the different contexts. If modularization anomalies occur at the action level, artifacts will appear in the behavior derivation. An action with split contexts could actually be two underlying actions merged together.
These questions regarding splitting and merging are rather subjective. The derivation mechanisms provided do not seek to provide a definitive derivation, but rather a reasonable one. Rabiner made a similar statement in the context of HMMs [29]. We should only expect our derivation to be as good as the appropriateness of our parameters, distance metrics, clustering, etc. Subjective judgment can always be applied through post-processing and domain knowledge.

One additional occurrence that can be seen in the behavior graphs is spurious transitions between actions. Spurious transition occur rarely in the behavior and are not intrinsic to the behavior. In certain behaviors, transitions to or from an action may occur very rarely. In some cases, these transitions are actually intrinsic to the behavior and cause by action splitting or a lack of representation in the original motion stream. In other cases, these transitions are due to a performance transitions between behaviors in the motion stream. These transitions are considered spurious because they are not necessary to the behavior, but are possibly useful for transitioning between behaviors. The problem of spurious transitions begs the question of using HMMs for sequencing in which actions are states. While such an idea is useful, it is outside the scope of the thesis.

5.2.6 Action and Behavior Parameterization

The lowest level of parameterization is the generalization of action units into action primitives. We use interpolation to perform this generalization. Shepard’s interpolation was specifically used for our current implementation. It provides a relatively simple and intuitive means for filling the gaps of the action for unseen data. However, interpolation in this manner is far from perfect and yields several undesirable artifacts. First, sampling for a representative span of an action will be very difficult because of the simple weighted neighborhood used for interpolation. This fact is illustrated in that Shepard’s interpolation cannot accurately reconstruct motion instances used to derive an action unit. Furthermore, this weighting forms small, inaccessible pockets in the action units that represented significant areas of motion, especially near the boundary of the support volume of the action unit. One good property of Shepard’s interpolation is that it can work for dense scattered data sets. If we instead assume our action unit to be a sparse set of examples, we could apply an exemplar based interpolation method, such as in [30] and [38]. These methods has been applied to articulated motion by fitting hyperplanes and radial-basis functions to ensure that the interpolation reconstructs each example accurately.

In our methodology, actions are meaningfully parameterized by interpolating in an action unit for a large number of samples and providing a meaningful index for each sample.
Each action has a parameterization, but not necessarily an intuitive one. The method we present is brute-force way of providing a database of instances. This method is not necessarily undesirable if the span of motions in the action can be represented by a limited number of samples. In order to avoid brute-force, an alternative must be made available. Once modularization has been performed, manually setting up an “adverb” space as in [30] may not require large amounts of human effort. For an automatic alternative, we could perform a spatial dimension reduction mechanism, via LLE, autoencoder, etc., on the instances of the action unit to reembed in a possibly more meaningful space. Other alternatives are probably available as well.

In the current implementation, behaviors are not parameterized. The action components of the behavior are parameterized. The behavior specifies how action primitives can be performed in sequence, similar to the verb graph of [30]. However, our behaviors are meta-level structures that cannot be interpolated in itself. Instead, behaviors index into interpolatable actions. We could, however, create this interpolation space to truly make the behavior a primitive. Such an interpolation space could be in a similar form to a style machine [4].

5.2.7 Dealing with Kinematic Substructures

As stated previously, kinematic substructures are limbs that could be acting in coordination or independently of other limbs. It may make sense to treat these structures independently. In the current implementation, we perform separate action embeddings for each substructure to help accentuate their independence. From these embeddings, we have two options for deriving action units. One option would be to cluster to find action units in each embedding separately. The resulting actions would be specific to each substructure and considered limb-level actions. As shown in figure 5.3, action units cluster very cleanly in these embeddings. However, these actions would then require coordination between limbs through some mechanism. Another alternative, which is used in our current implementation, would be the concatenate the dimension of the substructure embeddings to form a single reduced space. Action units can also be clustered nicely in this space. These actions represent full-body actions in a similar manner as using no substructures at all.
5.3 Summary

In this chapter, we described our implementation for modularizing streams of human motion-capture data into actions and behaviors. We presented our results from applying this implementation to three separate streams of motion-capture. These results were discussed with respect to potential artifacts that occur during modularization.
Figure 5.2: The similarity matrix (left), initial spatio-temporal embedding (right) and clustering into color coded actions (bottom) for Stream 1. In the similarity matrix, motion segments will be clustered into the same action will have a “dark blue” value as their similarity. The result of embedding from the similarity matrix are distinct clusters of actions that can be clustered into to actions. A blue line is drawn between two points in the embedded space to indicate a temporal dependency between the pair.
Figure 5.3: Initial spatio-temporal embeddings clustered into actions for Streams 1, 2, and 3 (from top to bottom) clustered for actions. The rows of subplots are for manual, kinematic centroid, and z-function segmentations (left to right). Stream 3 is the most intuitive stream to modularize because it consists of only reaching to various positions. The embedding of this stream clearly separates this motion into 3 actions, consisting of reaching outward, returning from reaching, and transitional or idle movements. The difference between these 3 actions and the 6 actions that were actually derived is an artifact of clustering and is local to only the transitional action.
Figure 5.4: Clustered embeddings and residual variances for individual substructures: torso (right), left arm (left), and right arm (bottom) motion data.
Figure 5.5: Results for interpolating selected action units. Each plots shows trajectories for right and left hands in Cartesian coordinates. Trajectories displayed with crosses are instances from the action unit, trajectories displayed with dots were generated through interpolation. The start of each trajectory is marked with a large circle. (Top Left) Horizontal arm waving, (Top Right) an action from the “Monkey” dance, (Bottom Left) follow through from a punch, (Bottom Right) a merged action containing vertical and horizontal arm waving.
Figure 5.6: Another view of the results for interpolating selected action units. The plots (from top to bottom) correspond to the same actions as in figure 5.5. Plots in the left column are of a single selected interpolated example from each action. Plots in the right column are visualizations of all interpolated motions sampled from the action. The last row shows only one plot of the samples of the merged action.
Figure 5.7: Similarity matrix for second embedding. Dark blue squares in this matrix represent similar connected components that makeup proximal motion segments to form behaviors in the embedding. Second spatio-temporal embedding of Stream 1 clustered for behaviors (Bottom).
Figure 5.8: Behavior machines derived for second spatio-temporal Isomap embedding. Each subplot is a derived behavior machine. Numbers within a subplot refer to a particular action. Lines between numbers on the left side and the right side indicate a transition between these actions. Frequent transitions is specified with thick red lines; less frequent lines are thin and black.
Chapter 6

Constructing Algorithms Using Perceptual-Motor Primitives

In this chapter, we describe the use of previously derived action and behavior modules as perceptual-motor primitives for algorithms related to perceiving and controlling human activity.

Given a vocabulary of derived actions and behaviors, we can now use these modules as a foundation for constructing a variety of perceptual and control related algorithms. We will show examples of algorithms we plan to implement for classifying activity, synthesizing control, and mapping from perception to control.

6.1 Human Motion Classification for Human Activity Perception

Using a derived vocabulary, classification of a human motion stream into a vocabulary could be performed in several ways. For instance, we could classify behaviors in a manner similar to a HMM or look for individual instances of an action. We will try a bottom-up method in which we look for individual instances of an action primitive being performed. The classification results from actions form a string that can be matched against higher-level behaviors to detect their performance.

In this procedure, a new motion stream is taken as input and segmented as in the derivation procedure. The derivation segmentation is not our only option in this case. Since we have already derived action primitives, we could use these to now segment motion, but that is outside the scope of this thesis. Classifying segments into actions can be done in several ways. First, should we specify which actions can adequately represent the segment or pick the best action to represent the segment. More robust behavior classification will probably result if we choose the former, but the latter method is also suitable. Another
problem is to determine whether a new motion segment is indicative of a certain action, i.e.,
the probability of the segment given the action. A brute-force method would iteratively
sample coordinates in the action primitive until an interpolated motion is found to be
optimal with the motion segment. This method is much too wasteful and prone to error.
We could use the indexing parameterization that we generated for each action primitive for
classification. The optimal motion for an action given a segment can then be determined
by simple query and the quality of the action given by a distance metric. This method
is only reliable if the action primitive can be adequately sampled. Another approach
would be to compute a spatial neighborhood for the segment using instances from the
action unit. The weights from this neighborhood can be used to project the segment into
the action. Reconstructing the movement through interpolation and comparing with the
segment provides a measure of the action’s ability to represent the segment.

6.2 Human Motion Synthesis for Humanoid Robot Control

In contrast to classification, which will be approached in a bottom-up fashion, we will use
a top-down approach to synthesizing motion for robot control. For synthesis, a user will
specify the high-level behavior to synthesize and optionally an initial joint angle configu-
ration. Assuming an initial configuration is specified, we will select an initial action based
on the indexing of the action and the configuration. An instance of the action will be
generated through interpolation. Given the ending configuration and the links in the be-
havior, we will select another action in the behavior that we could validly transition into.
An instance for that action will be generated and we will continue this loop until a valid
transition is not present or a stopping condition is invoked. Additionally, at any action
we could query actions from other behaviors and perform valid transitions into another
behavior. The resulting motion will then be used as desired trajectories for PD control.

6.3 Humanoid Imitation

In the final algorithm, we will look into using our derived vocabulary as a basis for hu-
manoid imitation. By using the other mechanisms presented in this chapter, we provide
useful components to simplify the implementation of an imitation algorithm. A new stream
of input motion will be classified by the previously described action classifier. The result
from the classifier will specify the order of execution of string of behaviors or a string of
actions and their associated instantiation parameters. The string of behaviors or actions
specify the complex motion we want the robot to execute. For actuating the execution
string, we will use the motion synthesis mechanism with an initial joint angle configuration to generate a desired joint space trajectory for the robot. The resulting control will be similar to the new motion stream, but not the same, given valid transitions are encountered.

6.4 Summary

In this chapter, we present descriptions of algorithms for using a derived vocabulary of action and behavior modules for perceptual and control tasks. We discuss algorithms we will implement for activity classification, control synthesis, and imitation.
Chapter 7

Conclusion

We have presented a methodology for deriving and using action primitives and behavior machines for human motion data. As part of this methodology, we developed several associated techniques:

1. We have extended a technique for nonlinear dimension reduction for spatio-temporal structure and feature extraction.

2. We provided a means to modularize segmented data based on this dimension reduction transformation.

3. We applied our modularization procedure to streams of human motion-capture data to derive units of action and then generalize into action primitives.

4. We used additional iterations of our modularization procedure to find meta-level behavior mechanism.

The derived modules provide a substrate for constructing perceptual-motor algorithms. As part of this dissertation, we will implement examples of these algorithms to demonstrate their usefulness, include techniques for activity classification, motion synthesis, and imitation.

7.1 Further Extensions

Issues not within the scope of this thesis are motivated by the desire to derive action and behavior modules. One such issue is the inclusion of information about handling environment interactions into the derivation process. Another issue of importance concerns deriving actions when perceptual information is of a different type than control information. For instance, perceptual data could be specific to a set of marker positions on
the body and control data could be specific to joint angles. For these issues, automated
derivation approaches to creating basis behaviors may provide better and more robust
vocabularies.

### 7.2 Future Work Timeline

<table>
<thead>
<tr>
<th>Month Range</th>
<th>Description</th>
</tr>
</thead>
<tbody>
<tr>
<td>June 2002 - July 2002:</td>
<td>Implementation of perceptual-motor algorithms</td>
</tr>
<tr>
<td></td>
<td>Application of motion synthesis to humanoids</td>
</tr>
<tr>
<td></td>
<td>Application of motion synthesis to humanoid dynamic simulations</td>
</tr>
<tr>
<td>August 2002:</td>
<td>Collection of additional demonstration and test motion streams</td>
</tr>
<tr>
<td>September 2002 - November 2002:</td>
<td>Apply other methods for action interpolation and parameterization</td>
</tr>
<tr>
<td></td>
<td>Apply other methods for constructing spatial neighborhoods</td>
</tr>
<tr>
<td>December 2002 - January 2003:</td>
<td>Evaluation of spatio-temporal feature extraction</td>
</tr>
<tr>
<td></td>
<td>Evaluation of action and behavior modularization</td>
</tr>
<tr>
<td></td>
<td>Evaluation of perceptual-motor algorithms</td>
</tr>
<tr>
<td>January 2002 - March 2003:</td>
<td>Completion of dissertation composition</td>
</tr>
</tbody>
</table>
Reference List


