Evaluating the Dynamics of Mobile Robotic Systems

Ph.D. Dissertation Proposal
submitted by

Dani Goldberg

October 2000

Guidance Committee

Maja J Matarić (Chairperson)
Deborah Estrin
Leslie Pack Kaelbling
Stefan Schaal
Gaurav Sukhatme
Milind Tambe
Kurt Palmer (Outside Member)
## Contents

**Introduction**  
1.1 Interference and Arbitration ................................................. 1  
1.2 The Collection (Foraging) Task ............................................. 2  
1.2.1 The Robots .................................................................. 2  
1.2.2 Behaviors .................................................................... 3  
1.2.3 Homogeneous Implementation ......................................... 4  
1.2.4 Pack Arbitration Implementation ................................. 4  
1.2.5 Caste Arbitration Implementation ............................... 4  
1.3 Analysis ........................................................................... 6  
1.4 Spatial Statistics ................................................................. 8  
1.5 Summary ........................................................................... 9  

2 **Off-Line Evaluation: Interference and Spatial Statistics**  
1.1 Interference and Arbitration ................................................. 1  
1.2 The Collection (Foraging) Task ............................................. 2  
1.2.1 The Robots .................................................................. 2  
1.2.2 Behaviors .................................................................... 3  
1.2.3 Homogeneous Implementation ......................................... 4  
1.2.4 Pack Arbitration Implementation ................................. 4  
1.2.5 Caste Arbitration Implementation ............................... 4  
1.3 Analysis ........................................................................... 6  
1.4 Spatial Statistics ................................................................. 8  
1.5 Summary ........................................................................... 9  

3 **AMMs and Group Coordination** .......................................... 15  
3.1 Experimental Setup .............................................................. 16  
3.2 Individual Performance: Fault Detection ............................. 16  
3.3 Group Affiliation: Membership through  
  Ability and Experience .......................................................... 17  
3.4 Group Performance: Dynamic Leader Selection ................... 18  
3.5 Summary ........................................................................... 21  

4 **AMMs and Regime Detection** ............................................. 22  
4.1 Motivation ....................................................................... 22  
4.2 AMMs for Regime Detection .............................................. 24  
4.2.1 Notation ..................................................................... 24  
4.2.2 Algorithm for Regime Detection .................................. 24  
4.3 Mine Collection Task .......................................................... 25  
4.4 Validating the Approach ...................................................... 25  
4.5 Maintaining the Proportion of Mines .................................. 27  
4.6 Summary ........................................................................... 27
Introduction

This thesis proposal explores off-line and on-line methods for evaluating the dynamics of mobile robotic systems. Our exploration of off-line (i.e., pre/post-experimental) methods centers on the use of interference between robots as one pragmatic tool for evaluating multi-robot controllers. We show how key issues in multi-robot control can be addressed using interference, a directly measurable property of a multi-robot system. We discuss how behavior arbitration schemes, i.e., the choice of controllers, can be made and adjusted using interference. To provide a strong formal basis, our use of interference is closely linked to several statistical methods, including hypothesis tests and spatial statistics.

Figure 0.1: Each robot constructs an AMM from which statistics are derived for the applications explored in this proposal.

Our exploration of on-line methods (i.e., intra-experimental ones, or ones that function within the lifetime of a task) focuses on the use of Augmented Markov Models (AMMs), a modeling technique based on Markov chains, but having additional statistics associated with links and nodes. We have developed an algorithm that constructs AMMs with little computational overhead, making it feasible for real-time applications (i.e., within the lifetime of a task). We have demonstrated AMMs in a number of robotics applications: fault detection, affiliation determination, hierarchy restructuring, regime detection, and reward maximization (Figure 0.1). The AMM-based evaluations used in these applications include statistical hypothesis tests and expectation calculations from Markov
chain theory. For each of the methods and applications discussed, we provide experimental data using up to four physical mobile robots performing elements of a collection (or foraging) task.

The encompassing theme in this work is to provide pragmatic, general-purpose tools for improving the performance of mobile robotic systems. The goal is that these tools engender useful (engineering) solutions while maintaining sound theoretical bases.

The outline of this proposal is as follows:

- **Chapter 1**: provides our treatment of off-line methods, including interference evaluation and an allusion to spatial statistics.
- **Chapter 2**: begins our treatment of on-line methods with the introduction of augmented Markov models and their use in mobile robotics.
- **Chapter 3**: presents three AMM applications important to robot group coordination: fault detection, ability/experience-based affiliation, and dynamic leader selection.
- **Chapter 4**: discusses the use of multiple AMMs generated at different time scales for the purpose of regime detection in a non-stationary environment.
- **Chapter 5**: describes work using multiple AMMs in a moving average state estimation algorithm, applying the algorithm to reward maximization in a non-stationary environment.
- **Chapter 6**: provides a brief review of related work.
- **Chapter 7**: presents conclusions and a timetable of future work towards the completion of my dissertation.
- **Appendix A**: describes in detail the AMM construction algorithm that is outlined in Chapter 2.
- **Appendix B**: provides more details of the Markov chain theory and statistics that are used in Chapter 5.
Chapter 1

Off-Line Evaluation: Interference and Spatial Statistics

This chapter describes our work in off-line (or post-experimental) evaluation, focusing on the use of interference (in our experiments measured as the number of physical collisions) between robots, a directly measurable property of a multi-robot system. We show how interference may be used in evaluating multi-robot controllers and how behavior arbitration schemes, i.e., the choice of controllers, can be made and adjusted using interference. As an experimental example, we demonstrate three different implementations of a collection (foraging) task using four physical mobile robots, and present analyses of the experimental data gathered from trials of all three implementations. At the end of this chapter, we briefly describe the potential uses of spatial statistics for off-line evaluation.

1.1 Interference and Arbitration

Physically embodied multi-robot systems are generally embedded in dynamic environments. The types of interference they contain can be distinguished about a physical/non-physical dichotomy. Physical interference manifests itself most overwhelmingly in competition for space. Non-physical interference ranges from the sensory (shared radio bandwidth, crossed infrared or ultrasound sensors) to the algorithmic (the goals of one robot undoing the work of another, competing goals, etc.).

This chapter focuses on physical interference and demonstrates that, while it is often a source of increased complexity in controller design, it is also an effective tool for system design and evaluation. This work is distinguished from much of the research exploring multi-agent spatial interactions in that it is not computational in nature but rather situated in the dynamics of the physical world. Our work is couched in the framework of distributed behavior-based control (Brooks 1991, Matarić 1992) where controllers consist of a collection of behaviors and an arbitration mechanism. However, the ideas about using interference as a tool are not limited to behavior-based systems.

We consider the characteristic interference of a system at a particular point in space to be the sum, over some finite time period, of all measured interference occurring at that location. The result is a surface showing interference peaks that can be used to adjust the controller (or the arbitration scheme) in order to lessen that interference and thus modify the system’s overall
performance (see Figure 1.5 for an example). Robot density is a critical factor in characteristic interference.

A principled multi-step process of controller design can be implemented by using characteristic interference as a guide indicating where in the robots' physical interaction, and when within the lifetime of the task, behaviors should be switched and the task should be divided to maximize overall task efficiency. Multi-robot interactions that we are focusing on are spatio-temporal in nature, and fall into four basic categories. Robots may either be in the same place (SP) or in different places (DP), both of which can occur at same time (ST) or at different times (DT), resulting in the four forms of interaction: SPST, SPDT, DPST, and DPDT.

Physical interference fits into the SPST category, covering the cases when two or more robots try to occupy the same location at the same time. However, the other three categories are also useful for deriving and fine-tuning arbitration/controller schemes. For each of the categories, we derived and tested a corresponding arbitration scheme. The SPDT category is associated with pack arbitration, and the STDP and DTDP categories are associated with caste arbitration, as described next.

1.2 The Collection (Foraging) Task

In order to explore the issues of interference evaluation in multi-robot controller design, we used the categorization described above and implemented three different controllers, i.e., behavior arbitration schemes, on a set of four mobile robots. All of the controllers were versions of a collection clean-up task, a prototype for various applications (distributed solutions to de-mining, toxic waste clean-up, terrain mapping, etc.), but each demonstrated different interference effects, as our analysis demonstrates.

1.2.1 The Robots

![Figure 1.1: The Don Group: the four-robot family used in the experiments.](image-url)
Four IS Robotics R2e robots were used (Figure 1.1). Each is a differentially-steered base having drive motors and a two-fingered gripper. The sensing capabilities include piezo-electric bump sensors around the base and in the gripper, five infrared (IR) sensors around the body and one on each finger, a color sensor in the gripper, a radio transmitter/receiver for communication and data gathering, and an ultrasound triangulation system for positioning. The robots are programmed in the Behavior Language (Brooks 1990), based on the Subsumption Architecture (Brooks 1986). The experiments are performed in an 11 by 14 foot rectangular enclosure (the Corral) with 27 small metal cylinders (pucks) randomly but evenly distributed throughout, except in the drop-off area, called Home, a ninety degree sector of a circle, with a radius of two feet, located a corner of the Corral. The robots are initially distributed throughout the Corral.

1.2.2 Behaviors

Behavior-based systems are organized as collections of concurrent and sequenced behaviors or processes (typically goal-achieving control laws), each of which takes inputs from sensors or other behaviors, and sends outputs to other behaviors or directly to the robot’s actuators. We implemented the following behaviors for the foraging task:

- **avoiding**: avoid any object (detected by IR and bump sensors) deemed to be in the path of the robot.

- **wandering**: move forward and, at random intervals, turn left or right through some random arc.

- **puck detecting**: if avoiding is not active, and if an object is detected by the front IRs, lift up the fingers to determine whether the object is short enough to be a puck. If it is, approach the object and try to place it between the fingers. If unsuccessful, perform avoiding.

- **picking up**: when an object is detected between the fingers, grasp it and raise the fingers.

- **homing**: if carrying a puck, move towards the designated goal, Home.

- **creeping**: when near Home, perform a slower, more accurate homing behavior.

- **exiting**: if in the home region, drop puck and exit home, and perform reverse homing.

- **reverse homing**: move away from the home region.

- **boundary**: avoid this region if not carrying a puck.

- **buffer**: if carrying a puck, carefully move toward home.

Each robot was programmed with the same behavior set (except in one case, see below). The differences in the controllers resulted from the arbitration mechanism that determined behavior activation and termination conditions, as described next.
1.2.3 Homogeneous Implementation

In the homogeneous implementation, all robots have identical behavior sets (described above) and act in parallel and independently. The goal location for the homing behavior is the Home region (Figure 1.2). In this implementation multiple robots may simultaneous attempt to drop pucks off at the same place, resulting in high levels of interference.

![Homogeneous group collection behavior](image)

Figure 1.2: Homogeneous group collection behavior.

1.2.4 Pack Arbitration Implementation

In pack arbitration, as in the homogeneous implementation, all individuals have identical behaviors and activation conditions, but do not act in parallel and independently. Instead, a dominance hierarchy is imposed, based on some functional criterion such as the robots’ different capabilities, or on a relatively random scheme, such as robot ID, if the robots are functionally identical as our R2e robots are.

The dominance hierarchy induces a temporal arbitration mechanism by allowing only one of the robots to act at one time. If two or more robots simultaneously pick up pucks, the one highest in the hierarchy is allowed to deposit its pucks first. The other robot(s) cannot proceed until the first has left the Boundary zone (Figure 1.3). This scheme corresponds to SPDT arbitration.

Pack arbitration requires that some form of dominance hierarchy can be assigned and that dominance rank can be recognized between the robots. In our case, rank was communicated by the radios, but in other implementations it could also be based on physical characteristics and sensed directly.

1.2.5 Caste Arbitration Implementation

In caste arbitration, not all of the robots use identical conditions for behavior activation and termination. As a result, the group differentiates into two or more sub-specialties, each of which acts in parallel and independently.
Caste arbitration requires that the global task be divided into several sub-tasks and assigned to different sub-groups (castes). The goal is to minimize interference by an appropriate caste assignment. This is successful if the interaction among individuals of different castes is limited by some form of territorial separation. Thus caste arbitration falls into the DPST and DPDT categories.

In our implementation, three of the four R2e robots have behavior sets identical to the homogeneous implementation. The goal location for homing is set to the line separating the Boundary and Buffer regions. The fourth robot collects the pucks within the drop-off area and has the goal location set to Home (Figure 1.4).
1.3 Analysis

We performed five experimental trials with each of the three implementations — homogeneous, caste, and pack. The initial setups for the trials were kept as nearly identical as possible in order to minimize free variables. For each trial, we gathered data on the time of completion of the task, and the location and number of collisions between robots, which shows the characteristic interference. We also calculated the average total number of collisions for each experiment, for relative comparisons of the different arbitration schemes. Finally, we monitored the activity of the internal behaviors of the robots. The avoiding behavior was of particular interest since it is the behavior we would expect to be active during highest physical interference between the robots. We hypothesized that time spent avoiding should be correlated with the total amount of interference in each of the implementations, and would thus serve as an alternate measure of interference. As shown below, this hypothesis was validated (see Table 2).

All of the data presented in this section has been analyzed with one or more statistical tests. We have performed hypothesis tests using Student’s t statistic, 1-factor analysis of variance (ANOVA), and 2-factor ANOVA, in order to verify that the differences between the results of the implementations were in fact statistically significant. In all cases, these differences were significant with p-values < 0.05.

One factor that impacts the total amount of interference observed for each implementation is the time of completion for the collection task. One would expect that for any given implementation, the longer the trial continues, the more interference or collisions there would be. One would also expect that the total amount of time spent in the avoid behavior to be positively correlated with the time of completion. In Table 1.1 we see that this is indeed the case. The homogeneous implementation has the shortest time of completion and the least amount of time spent avoiding; the pack implementation has the next larger times; and the caste implementation has the largest times over all.

In their current form, the values for time of completion and time spent avoiding do not provide any useful information about the amount of interference in each implementation. We can observe, however, that the amount of time spent in the avoid behavior is composed of the time spent avoiding other robots (before, during, and after collisions) and the time spent avoiding everything else. Since the environment (discounting the robots) is identical in every trial, we can assume that the amount of avoidance per unit time attributable to non-robot objects is constant between the

<table>
<thead>
<tr>
<th>Implementation</th>
<th>Time (sec)</th>
<th>Avoid (sec)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Homogeneous</td>
<td>549</td>
<td>143</td>
</tr>
<tr>
<td>Caste</td>
<td>1447</td>
<td>442</td>
</tr>
<tr>
<td>Pack</td>
<td>1081</td>
<td>229</td>
</tr>
</tbody>
</table>

Table 1.1: Average time of task completion and average time spent in the avoid behavior for each implementation.
implementations. This assumption suggests that any differences in the amount of avoidance per unit time between the implementations are primarily due to the avoidance of the other robots, possibly during collisions.

Thus we would expect to see a correlation between the average amount of interference observed in each implementation and the ratio of time spent avoiding to total time. In Table 1.2 we observe that such a correlation does exist and it is very large at $\rho = 0.995$. This indicates a significant link between these two values and suggests that the ratio avoiding/total-time is a good estimate of relative average interference levels.

Another useful statistic is the amount of interference per unit time. As shown in Table 1.3, the pack implementation has the most desirable ratio while the homogeneous implementation has the least.

<table>
<thead>
<tr>
<th>Implementation</th>
<th>Interference</th>
<th>Avoid/Time</th>
</tr>
</thead>
<tbody>
<tr>
<td>Homogeneous</td>
<td>16.4</td>
<td>0.27</td>
</tr>
<tr>
<td>Caste</td>
<td>20</td>
<td>0.32</td>
</tr>
<tr>
<td>Pack</td>
<td>12.6</td>
<td>0.22</td>
</tr>
</tbody>
</table>

Table 1.2: Average amount of interference and average amount of avoidance per unit time for each implementation.

<table>
<thead>
<tr>
<th>Implementation</th>
<th>Interference/Time</th>
</tr>
</thead>
<tbody>
<tr>
<td>Homogeneous</td>
<td>0.030</td>
</tr>
<tr>
<td>Caste</td>
<td>0.014</td>
</tr>
<tr>
<td>Pack</td>
<td>0.012</td>
</tr>
</tbody>
</table>

Table 1.3: Average amount of interference per unit time for each implementation.

Figure 1.5: This plot shows the characteristic interference pattern for the homogeneous implementation of the collection task.
A more qualitative look at the interference characteristic of the three implementations is presented in Figures 1.5, 1.6, and 1.7. The homogeneous implementation exhibits a large degree of interference near Home whereas both the caste and pack implementations do not. Though spread out, the interference in the caste implementation is still substantial, while the overall interference in the pack implementation is decreased.

![Diagram](image)

Figure 1.6: This plot shows the characteristic interference pattern for the caste implementation of the collection task.

Using the analyses presented above we can now discuss the relative efficiency of the three implementations. The tradeoff between time and interference captures the relative performance. The homogeneous implementation requires the least time but does not result in the least interference, whereas the pack implementation exhibits the least total interference and least interference per unit time but takes longer overall. Thus, we must decide which criterion is more important or what kind of compromise we wish to make in the final controller choice. If we can sacrifice some performance time for decreased robot interference, then the pack implementation appears to be the best choice. This solution applies to conservative systems where collisions and the possibility of equipment damage outweighs the required time. In contrast, if total time is the critical factor, such as in domains where robot power is limited or the items to be collected are toxic or dangerous, then the homogeneous implementation is the better choice. From this analysis we also observe that the caste implementation does not appear to be a satisfactory solution under either criterion. Goldberg & Matarić (1997) provides a more complete presentation of this work.

1.4 Spatial Statistics

As we have seen, space and time are two fundamental dimensions of interaction in a mobile robotic system. The respective numeric data used in the above evaluations were the time to completion for the task and the total interference generated. Unfortunately, the use of total interference, while providing functional results, eliminates the inherent spatial nature of the interference data as visible
in the characteristic interference diagrams. In other words, the richness of our spatial data is being lost. To remedy this, we plan to employ spatial statistics in our evaluation for better visualizing and interpreting the spatial nature of the interference data. We may also employ spatial statistics to explore other issues, including the degree of coverage that was attained in each implementation using data on the paths the robots followed. For information on spatial statistics see Bailey & Gatrell (1995) for a good introduction and Cressie (1993) for a more thorough mathematical presentation.

1.5 Summary

In this chapter, we have presented an off-line approach for evaluating multi-robot controllers and selecting alternatives, based on using interference. Physical interference is not a static property of multi-robot controller, but rather is a directly measurable side-effect of embodied robot interaction. We measured interference both externally and internally, through avoidance time. Three implementations of a collection clean-up task were demonstrated, and interference used to analyze and compare the relative effectiveness of the three arbitration schemes in terms of total time required to complete the task, and in terms of characteristic interference.

The fact that we could measure interference both externally by observation and internally by the activation of the avoiding behavior provides insight and motivation for our exploration of on-line evaluation. Since an internal measure of behavior activation can be used to gauge interference, perhaps a similar statistic can be used to gauge other properties of interest arising from the dynamics of a mobile robotic system. We should also be able to generate and use these statistics on-line to allow real-time adaptation (i.e., within the lifetime of the task). In the next chapter, we begin to do so with the introduction of a computationally light-weight Markov model and an algorithm that incrementally generates the model while allowing anytime use.
Chapter 2

On-Line Evaluation: Augmented Markov Models

In this chapter, we present Augmented Markov Models (AMMs) which are the focus of our exploration of on-line evaluation, i.e., evaluation occurring during the course of an experimental trial. AMMs are a computationally inexpensive Markov model that can be generated incrementally with little computational overhead. Though AMMs are quite general, our use of them focuses on capturing the interaction dynamics between a mobile robot and its environment in terms of the behaviors it performs. In this context an AMM may be thought of as a repository for statistics about the execution of a controller on a robot in a particular environment.

In the domain of mobile robotics, limited computational and memory resources, in conjunction with often limited amounts of training data, can make brute-force approaches to many learning techniques (i.e., hidden Markov models, partially observable Markov decision processes, reinforcement learning) intractable on mobile robots. In order to achieve convergence, it is often necessary to bias the learning system, for example, by providing an appropriate initialization, choosing a tractable search space, and/or making heuristic modifications to the learning algorithm. We present augmented Markov models (AMMs) as an approach to creating behavioral models of robot/environment interaction dynamics, which accommodates some the domain challenges and limitations mentioned above. The approach is computationally inexpensive, incrementally generating and modifying fairly parsimonious models in real-time using only a small continuous stream of training data. There is also no need for model initialization, besides specification of the robot’s behavior space (i.e., its set of behaviors).

We begin in this chapter by presenting the details of AMM structure and generation, then follow in the next three chapters with evaluations and applications derived from AMM statistics.

An augmented Markov model (AMM) is essentially a finite state automaton with probabilities associated with transitions from state to state, similar to a Markov chain (Roberts 1976). AMMs may also be viewed as a degenerate form of hidden Markov model (HMM) (Rabiner 1989) in which the observation symbol probability in each state is 1.0 for a particular symbol and 0.0 for all of the remaining symbols. In other words, each state in the AMM recognizes (or generates) exactly one symbol. The removal of the observation symbol probability distributions effectively removes the hidden state assumption in HMMs. AMMs differ from a degenerate HMM in that they incorporate
additional statistics in model links and nodes which may be used for dynamic model construction, modification, and exploitation.

In this chapter, we present a discrete first-order form of AMMs that is able to model processes that sufficiently adhere to the following Markov property, assuming that there is no hidden state. It should be noted that the AMM construction algorithm presented later is able accommodate second-order Markovian systems by maintaining a data structure of second-order statistics. These statistics are used in conjunction with node splitting to “unfurl” a second-order model into a first-order model. The importance of maintaining a first-order model is that it greatly simplifies many of the computations that can be performed on the model, allowing standard Markov chain results to be employed.

Before continuing, it is important to clarify what an AMM is not. It is not a model capable of capturing a decision process, such as a Markov decision process (MDP). In other words, there is no sense of the next best action to take in each state. There is also no sense of partial observability such as exists in a partially observable Markov decision process (POMDP) – the world is taken to be fully observable. In other words, there is no consideration of hidden or missing variables or state. What is not assumed is the structure (or order) of the Markov model best capable of modeling the system. In the next section we present the structural components of AMMs.

2.1 Structure of AMMs

An AMM model is defined by the following five elements:

1. $S$, a set of symbols $\{s_1, s_2, \ldots, s_M\}$ recognized by the network.

2. $A$, a set of states (or nodes) $\{a_1, a_2, \ldots, a_N\}$. Each state $a_i$ has four attributes:
   - $a_i^s$, the symbol that the state recognizes, i.e., an element of $S$;
   - $a_i^d$, the average number of time steps that the system remains in $a_i$ whenever it enters that state;
   - $a_i^{\sigma^2}$, the variance associated with $a_i$;
   - and $a_i^p$, the probability of remaining in $a_i$ in the next time step.

A special state, $a_0$, represents the initial state of the system and possesses none of the four attributes above.

3. $B$, an $N \times M$ transition matrix, where $b_i(k)$ contains the value of the state to transition to if the current state is $a_i$ and symbol $s_k$ is observed. If $a_i^s = s_k$, then $b_i(k) = a_i$, i.e., if the observed symbol is identical to the last symbol observed, then the system remains in the current state.

4. $L$, a set of directed links $\{l_1, l_2, \ldots, l_P\}$, connecting the states. Each link $l_i$ has the following six attributes:
• $l'^i$, indicates the state from which the link begins, $l'^i \in A$;
• $l_1^i$, indicates the state to which the link connects, $l_1^i \in A$. The following constraints apply: a link can not start and end at the same state, $l'^i \neq l_1^i$; and two links from the same state can not go to states that accept the same symbol, $\forall i, j \text{ s.t. } l'^i = l'^j, a'^i \neq a'^j$;
• $t'^i$, stores the number of times the link has been traversed;
• $t_1^i$, stores the total number of time steps that the system has been in $l_1^i$, after first having traversing the link;
• $t'^{2i}$, contains the sum of squares of all the durations that comprise $t_1^i$;
• and $lp_i$ is the probability of using the link at each time step, given the system is in state $l'^i$.

Because no two links can have the same value for both their from and to attributes, they can not represent the same directed transition. Thus, $N - 1 \leq P \leq N(N - 1)$: at least $N - 1$ links are needed to connect the non-initial states, and for a fully connected network there are $N(N - 1)$ links between the non-initial states. The link from $a_0$ is a special link designated by $l_0$, with $l'^0 = a_0$. $l_0$ is traversed exactly one time, and thus $l_0 = 1$ and we may set $lp_0 = 0$.

5. $T$, a set of elements \{t_1, t_2, \ldots, t_Q\}, each storing information on a particular two-link traversal sequence entering and leaving a state. Each element $t_i$ has five attributes:

• $t'^i$, the link entering the state, where $t'^i \in L$, except that there is exactly one $t$ with $t'^ = \emptyset$;
• $t_1^i$, the link leaving the state, where $t_1^i \in L$ and $t'^i \neq t_1^i$;
• $t'^i$, the number of times the two-link combination has been traversed;
• $t_1^i$, the total number of time steps that the system has been in the state that link $l_1^i$ connects to, after first having traversing $t_i$;
• $t'^{2i}$, the sum of the squares of all the durations that comprise $t_1^i$.

The bounds of $Q$ are given by:

$$0, \quad \text{if } P < 2$$
$$P - 1, \quad \text{if } P \geq 2$$

$$\leq Q \leq N(N - 1)^2.$$ 

In order for a two-link transition to exist there must be at least two links. If more than two links exist, the fewest two-link transitions ($P - 1$ of them) are created when an Euler path exists and is followed through the network. In a fully connected network, each of the $P = N(N - 1)$ links has a transition to $N - 1$ other links, giving us the upper bound.

Additionally, there is one special two-link transition, designated $t_0$, with $t'^0 = l_0$ and $t_0 = 1$.

Given this notation, a degenerate HMM of the type mentioned in the Introduction would be represented by $S, a'^i, a_0, B, \text{ and } lp_i$. The other elements provide the augmentation necessary for model construction and utilization.
2.2 Generation of AMMs: Overview

The data used for constructing an AMM consist of a stream of symbols belonging to $S$. The structure of AMMs naturally lends itself to the low cost incremental construction algorithm we present now.

- Initialize the system by creating the initial state, $a_0$.

- If the current input symbol has never been seen before, add it to $S$ and create a state that recognizes this symbol. Create a link from the current state to the new state and make the transition. Add this transition to $B$ and create the corresponding new entry for $T$.

- If the current input symbol is the same as the last input symbol, then remain in the current state. Update the appropriate values in $A$, $L$, and $T$ for mean values and length of time in the state. Recalculate the transition probabilities associated with that state and its links.

- If the current input symbol has been seen before, but is different from the last symbol, transition to a state that accepts the new symbol. If the link for this transition does not exist, create it.

- When transitioning from one state to another, update the variance $a_i^{x^2}$ for the state being transitioned from, and the appropriate sum of squares values in $L$ and $T$.

- When about to transition from one state to another, calculate the binomial mean and variance for transitions in $T$ with the same in-link. If the mean falls outside $c$ times the standard deviation, where usually $2 \leq c \leq 3$, then split the current state, and attach the current in-link (with its associated out-links, as indicated in $T$) to the new state. Using $T$, make all appropriate changes to the two states and their related links, in order to keep all global probabilities consistent. Update $T$ appropriately.

The above rules do not provide the complete algorithm, but capture the general flavor of the model construction process. The final rule of the algorithm describes node splitting and deserves further explanation. Since an AMM is constructed incrementally as training data become available, it is important that there be some mechanism for model modification when new data invalidate the current structure of the model. This mechanism is provided by node splitting which utilizes data from $T$ and many of the statistics maintained in the AMM, ensuring that the model remains consistent with the training data.

Note that there is relatively little computation involved in model construction. The computational complexity per input symbol is at most $O(N^2)$ (for a fully connected network) when a state is being split, and at most $O(N)$ otherwise. In addition, the space complexity is $O(N^3)$ for $N$ fully connected states. In practice, the space complexity would probably tend to fall between $O(N)$ and $O(N^2)$ for something less than a fully connected graph. The complete model construction algorithm is presented in Appendix A. The details of both the model construction algorithm and some operations on AMMs are available in Goldberg & Matarić (1999a).
2.3 Model Use with Mobile Robots

Due to their low computational and storage overhead, AMMs can be constructed and maintained as a mobile robot is performing a task, in order to capture the dynamics of its interaction with the environment. At each time step, the data used for generating and updating a model consist simply of the symbol indicating which behavior is currently active. There is no need to heuristically modify the AMM learning algorithm or provide any application-dependent initialization to the system. What is required, however, is the determination of the behavior space, i.e., the set of mutually-exclusive behaviors, which continuously describe the robot’s activity, and are uniquely labeled. One of these labels or symbols (together comprising $S$) is sent to the model generation algorithm at each time step. It is important to note that the algorithm only accepts one symbol per time step. If the robot’s control system is structured so as to utilize simultaneous execution of two or more behaviors, the AMM algorithm will only be able to consider one of their symbols as input. Unless that one symbol is consistently used to represent the parallel execution of both behaviors, the result will be a model unrepresentative of the actual behavior dynamics. The complementary situation where no input symbol is available also results in ill-defined models.

Since neither of these situations is desirable, it is necessary for the behavior space to be composed of mutually exclusive behaviors which account for all of the robot’s activity. In other words, in behavior space $B = \{B_1, B_2, \ldots, B_K\}$, no two behaviors $B_i$ and $B_j$ may be simultaneously active. In addition, if $T_{tot}$ is the total time that the robot is active, and $T_{B_i}$ is the total time that behavior $B_i$ is active, then $T_{tot} = \sum_{i=1}^{K} T_{B_i}$. The behavior space $B$ need not contain all of the behaviors that the robot may exhibit, only some representative subset of those. In addition, an individual behavior $B_i$ in the behavior space may be composed of several more primitive behaviors that are executed in parallel.

In the unlikely worst case scenario where all of the behaviors on a robot are executed in parallel for $T_{tot}$, or that there is only one single behavior, $B$ also consists of exactly one behavior. The AMM generated in this degenerate case has one non-initial state that it never leaves, and consequently is of no practical use. Fortunately, the large majority of current approaches to robot control, ranging from hybrid to behavior-based system, utilize sequences and priorities over the actions and behaviors executed on the robot (Matarić 1997, Gat 1998). Thus, as long as the behavior of the robot can be decomposed into a sequence of mutually-exclusive behavior symbols to be provided to the AMM, this model can be applied.

Our previous work (Goldberg & Matarić 1999b) presents experimental validation of the AMM construction algorithm using behavior data of robots performing the foraging task of Chapter 1, along with video tape of the experiments.

In the next chapter, we apply AMMs to three experimental examples exploring issues in group coordination.
Chapter 3

AMMs and Group Coordination

In this chapter we describe how AMMs may be used to coordinate activity in a group of mobile robots. We consider three issues — individual performance, group affiliation, and group performance — that impact the ability of a group to achieve effective coordination, and present applications of AMMs that help negotiate these issues. For each of these applications, we present a corresponding on-line evaluation using AMM statistics. As an example of the impact of individual performance on group coordination, consider a scenario where a single robot develops a hardware failure and is neither able to complete its portion of the group task, nor to inform the other group members of its failure. If the members do not know to compensate for the incapacitated robot, the group as a whole may fail to complete its task. Monitoring individual robot performance, in this case for fault detection (one of our experimental examples), is thus an important component of group coordination.

The ability of a robot to determine what group it belongs to (i.e., its group affiliation) is another important component of group coordination. Suppose a robot were introduced into an environment containing several groups specializing in different tasks. In order to be able to coordinate its activity with the group it fits into best, it must have some mechanism for determining its group affiliation. One way is to compare its abilities and experience with those of other robots — an approach we present in another of the experimental examples.

A third issue impacting coordination is group performance. Consider a group of robots organized in a hierarchy. As with many hierarchies, the performance of the entire group is strongly dependent on the members in the upper strata. In corporate management, for example, the CEO may be considered most responsible for the overall performance of the company. If the company becomes financially unstable, some form or restructuring may occur, including the replacement of the CEO. This ability to dynamically reorganize the structure of a group (re-coordinate the individuals) is important to performance, especially in the case of hierarchies where significant reliance is placed on the leader. We also present experimental results for this type of dynamic leader selection later in the chapter.
For each of the above issues, we present an example application (fault detection, membership based on ability and experience, and dynamic leader selection) in the context of our group foraging task, along with experimental results.

### 3.1 Experimental Setup

The experimental applications described in the following sections use our group of R2e robots (Figure 1.1) performing the foraging task described in Chapter 1. The Behavior Language, used for programming the robots, provides a natural structure for implementing behavior-based controllers. Behaviors are defined as sets of concurrent, real-time, asynchronous rules receiving inputs from sensors and behaviors, and sending outputs to actuators and behaviors. A set of these behaviors can often trivially map to the behavior space for an AMM, as is the case with our experimental foraging task.

The following seven behaviors described in the foraging task of Chapter 1 constitute the behavior space for our task: avoiding, wandering, puck detecting, homing, creeping, exiting, reverse homing. The basis for selecting the constituent members of this behavior space was the control of the robot’s drive motors. When active, each of the behaviors has exclusive control of the motors, and together they account for all activity (or inactivity) of the motors for the duration of the task.

### 3.2 Individual Performance: Fault Detection

For this application, we limit our consideration of faults to those that would keep the robot in one behavior for an inordinate period of time. Such faults may include sensor and actuator failures, as well as the robot becoming physically stuck.

To detect a potential fault, we modified the AMM construction algorithm to compare, at each time step, the total time the robot has spent in the current model state $a_i$ to the mean and variance calculated from previous data for that state. A simple confidence estimate on the upper bound of the mean can be used to make the comparison:

$$
\mu = a_i(\text{mean}) + c\sqrt{a_i(\text{var})}
$$

where $c$ is a small positive constant (e.g., $1 \leq c \leq 3$). If the current time spent in the state exceeds $\mu$, the algorithm signals that there might be a fault.

We tested this algorithm on-line by having the robots perform wandering and avoiding behaviors of the foraging task. Figure 3.1 shows a typical AMM that was constructed. If the model detected that the robot had been in one of the behaviors too long, it would send a signal to the robot, which would in turn beep, thereby indicating a potential fault. We simulated a fault (the robot getting stuck on a rock) by lifting the drive wheels off the ground. During a dozen trials we conducted, the robot never failed to detect the fault.
Figure 3.1: Sample AMM constructed from the wandering and avoiding behaviors of the foraging task.

In choosing a particular confidence interval, it is important that one be aware of how rapidly the interval narrows as new data are incorporated into the model. If the interval narrows too quickly, the result will be many false positives, i.e., the robot indicating a fault when none exists. An example of such a confidence interval that narrows too quickly is

\[
\mu = a_i(mean) + t_{.001} \sqrt{\frac{a_i(var)}{n}}
\]

where \(t_{.001}\) is Student’s \(t\) distribution leaving 0.001 probability in the tail, and \(n\) is the total number of times the system has entered \(a_i\). The first confidence interval may be interpreted as this one, but with \(t_p = \sqrt{n}\). This allows us to test for a fault with increasing confidence (i.e., with decreasing values of \(p\)) as the number of data points \(n\) increases, thus effectively reducing the narrowing of the confidence interval to the rate of variance decrease, and greatly reducing false positives.

Unfortunately, due to limitations in the programming environment of the robots, the models generated for fault detection could not be constructed on the robots themselves. Instead, behavior data were transmitted via radio modem to a Power Macintosh that constructed the models and communicated model information back to the robots. Due to other system limitations, the communication throughput was approximately 2.5 bytes/sec/robot. Even at such rates, and with lost packets, the system was able to maintain useful models simultaneously for multiple robots. This example of AMM robustness provides evidence of its utility to mobile robotics.

3.3 Group Affiliation: Membership through Ability and Experience

Coordinating activity in a behaviorally heterogeneous group of robots may require the robots to know their sub-group affiliations. In a learning system where the robot’s final behavior is not predetermined, group affiliation is not designated \textit{a priori}. AMMs provide a mechanism for determining group affiliation. Two robots that wish to ascertain whether they belong to the same
group can transmit data generated by their AMMs, then determine the probability of the other robot’s data on their respective AMMs. If each AMM accepts data generated by the other’s AMM (with probability \( p > 0 \)), then the robots are designated as members of the same group. They are considered to have the same ability, or capacity for performing a particular task. In the case of a complex task, such as our foraging example, it may take a significant amount of time for two robot that “should” belong the same group to explore the same behavior/environment interaction dynamics and be determined to actually belong to that group. In the context of our experimental example, there might be several different groups in an area, with only one performing foraging. When a new foraging robot is introduced into the environment, it must determine that its abilities coincide with those of the other foraging robots, and join their group.

In addition to this coarse “don’t accept”/“accept”, or ability-based, determination of group affiliation, a more refined categorization can be made by considering the actual probabilities of symbol sequences. To test this notion, we ran 2 trials for each of 3 robots performing the wandering-avoiding behaviors. In one trial, the Corrall was empty, in the other, 18 pucks were distributed evenly, though sparsely, on the floor. The robots occasionally avoided the pucks in addition to normally avoiding the walls of the Corrall. For each of the six three-minute trials, an AMM of the robot’s behavior was constructed. One thousand data points were generated by each of the six AMMs, and the probability of each data set was calculated on each of the AMMs, resulting in 36 probability values. Our hypothesis was that a data set from an AMM generated in one of the two environments should produce higher probabilities on the remaining two AMMs from that environment than on the three from the other environment. For each data set, we tested all combinations of two AMMs, one taken from each environment, to determine how often the higher probability would be from the same environment. Of the 36 such combinations, in 26 (or 72%) of them, the same environment had the higher probability. These results, produced from little training data and almost identical environments, suggest that AMMs can be used to make subtle behavioral distinctions. These distinctions can be thought of as experience-based. Since the robots are able to and do perform the same task, it is their specific individual experiences that differ, and are the basis for distinction.

### 3.4 Group Performance: Dynamic Leader Selection

Due to inherent variations in sensors and actuators, or inexperience with a specific robotic platform, it may be difficult to accurately assess the ability of a robot at performing a novel task. Alternatively, even if performance history is available, there is no guarantee that future performance will neither improve nor degrade. The ability of individuals may change over time, and it is important that the performance of the group remain as high as possible. To achieve this, some mechanism for dynamic restructuring based on performance is necessary, especially in social structures such as hierarchies where significant reliance is placed on the most dominant individuals. We present dynamic leader selection using AMMs as an example of such a mechanism.
In the following experiments, the four R2e robots had to perform the foraging task described previously. Collecting 10 of the 27 pucks in the Corrall constituted completion of the task, with a shorter completion time corresponding to better group performance. The robots were organized in a strict dominance hierarchy such that whenever two or more robots simultaneously had pucks to deliver to the goal, the most dominant individual was allowed to proceed, while the less dominant individual(s) each waited their turn. The four robots, however, were not equally efficient at performing the task. The code for each robot was identical, except that the maximum speed was limited to different values, as follows: Robot0 “full-speed” (≈ 0.5 ft/sec); Robot1 “two-thirds-speed” (≈ 0.33 ft/sec); Robot2 “half-speed” (≈ 0.25 ft/sec); and Robot3 “one-third-speed” (≈ 0.17 ft/sec).

We conducted three sets of experiments, two with fixed hierarchies as baselines of comparison to the third, which allowed hierarchy restructuring through the use of AMMs. The experiments were designated as follows:

1. **Control**: The robots were members of a fixed hierarchy with the relative dominance of each inversely proportional to its maximum speed. Thus, Robot3 (the slowest) was the most dominant, and Robot0 (the fastest) was the least dominant.

2. **Optimal**: Complementary to Control, these experiments had the robots arranged in a fixed, optimal hierarchy, with the fastest as most dominant, and slowest as least dominant.

3. **Dynamic Leader Selection (DLS)**: The hierarchy was initialized to be identical to that of the Control experiments, but allowed hierarchy restructuring to improve performance.

In the DLS experiments, with no a priori information about a robot’s speed provided, an AMM for each robot was constructed at run-time and used to evaluate performance. The metric of evaluation employed was

\[
\text{performance} = \frac{\text{number of transitions to exiting state}}{\text{total time spent homing}}
\]

where the statistics for the exiting and homing behaviors came directly from the AMMs. The numerator gives a count of the number of pucks that were delivered to the goal, while the denominator measures the total time spent delivering those. The ratio gives the number of pucks per unit time that a robot is able to deliver: the higher this value, the faster the robot delivers pucks, and the better its performance. Each robot began a trial with its performance value initialized to zero. As it executed the task, its AMM was continuously updated, as was the performance value derived from it. The robot’s position in the hierarchy was also updated so that it was more dominant than all other robots with lower performance values.

We ran five trials of each experiment (Control, Dynamic Leader Selection, and Optimal) and used a statistical hypothesis test based on Student’s t distribution (Freund 1992) to ascertain the significance of our results. (Heretofore, the word “significant” as applied to numerical results
Figure 3.2: (Left) Mean time to completion. (Right) Average hierarchy positions at the completion of the Control, Dynamic Leader Selection, and Optimal experiments.

<table>
<thead>
<tr>
<th></th>
<th>Control</th>
<th>DLS</th>
<th>Optimal</th>
</tr>
</thead>
<tbody>
<tr>
<td>Mean time to completion</td>
<td>27.2</td>
<td>23.4</td>
<td>22.4</td>
</tr>
<tr>
<td>Standard deviation</td>
<td>1.1</td>
<td>1.3</td>
<td>1.1</td>
</tr>
</tbody>
</table>

Table 3.1: Mean time to completion for the Control, Dynamic Leader Selection, and Optimal experiments.

implies statistical significance with $p$-value < 0.05. The figures provide $p$-values as indicated by asterisks.)

Table 3.1 and Figure 3.2 (Left) present the average time to completion (i.e., group performance) for the three experiments. In the experiments using dynamic leader selection we see a significant improvement in the time to completion over the Control experiments, thus indicating a successful restructuring of the hierarchies to a more optimal configuration. The Optimal time is slightly, though not significantly, lower than the DLS time. This difference may be attributed to the fact that the DLS experiments are initially configured with the less efficient Control hierarchy structure.

<table>
<thead>
<tr>
<th>Hierarchy Positions:</th>
</tr>
</thead>
<tbody>
<tr>
<td>Dynamic Leader Selection Experiments</td>
</tr>
<tr>
<td>Robot ID</td>
</tr>
<tr>
<td>Mean position</td>
</tr>
<tr>
<td>Standard deviation</td>
</tr>
</tbody>
</table>

Table 3.2: Mean positions in the hierarchy at the end of the Dynamic Leader Selection experiments.

The successful restructuring of the hierarchies is evident in Figure 3.2 (Right) and Table 3.2. We see that the final hierarchy positions in the Control and Optimal experiments are unchanged from the initial positions since no hierarchy restructuring was allowed to take place. Even though the initial hierarchy positions in the DLS experiments are identical to those of the Control experiments,
we see in Figure 3.2 (Right) that by the end of the trials, the positions are almost identical to the Optimal ones, though always lying between the Control and Optimal.

A much expanded analysis is presented in Goldberg & Matarić (1999b), including discussions of: the reasons why the average DLS positions are not exactly equal to the Optimal positions; how the average number of pucks collected by each robot is proportional to its final hierarchy position; and various anomalies and issues concerning the data.

3.5 Summary

We have presented examples of AMM construction and use for achieving group coordination at three levels (individual performance, group affiliation, and group performance) and demonstrated reliable fault detection, experience-based or ability-based membership determination, and dynamic leader selection, using on-line AMM-based evaluations. In the next chapter, we discuss the application of AMMs to on-line regime detection.
Chapter 4

AMMs and Regime Detection

In this chapter, we present an approach to the detection of global environmental regime changes by a mobile robot performing a task. The approach is based on the use of multiple augmented Markov models (AMMs) of the interaction dynamics between the robot and its environment. For the purposes of regime detection, each of these models monitors events at a different time scale and provides statistics to detect a regime change at that time scale. This approach has been successfully implemented with a mobile robot performing a mine collection task. In the context of this task, we present experimental results, first validating our approach, then demonstrating a more complex proportion maintaining scenario.

4.1 Motivation

In certain classes of mobile robot tasks, it may be necessary for a robot to detect significant global changes in the environment indicative of regimes, and modify its behavior or the task structure accordingly. Detecting such environmental changes may be difficult for a number of reasons:

- The robot may have no \textit{a priori} knowledge of the environment and thus also lack a baseline for gauging environmental shifts. In a system where the environment is evolving (i.e., a non-stationary system), determining a basis for comparison may be difficult.

- Given only local sensing capabilities, the robot may require a significant amount of time to estimate the state of the environment. Any estimate of state, however, may be outdated in a non-stationary system.

- The nature of the task may be stochastic, with uncertainties large enough to preclude an effective predictive model of environmental state, or dynamics too complex to make the development of such a model feasible or tractable. Alternatively, however potentially simple the system, there may be no \textit{a priori} data with which to instantiate a model.

- Depending on the task or environment, the time scale of the environmental change that must be detected may differ. For example, in one task, the environmental change may be almost instantaneous, detectable between one moment and the next. In another task, the
change may be slow and incremental, requiring the examination of a large time interval for
detection. Hard-coding the robot with a specific time scale to use for regime detection can
be problematic. A time scale that is too small makes the robot incapable of detecting the
change. Conversely, a time scale that is unnecessarily large increases the time required to
detect the change and may be undesirable in time-critical situations.

As a concrete example, consider the task of collecting undetonated land mines in a field. Assume
that there are two types of mines, large and small, with destructive power proportional to their
size. The robot is given the following instructions: “Go out to the field and first collect as many
large mines as you can, since they are the more destructive. But don’t spend all of your time
searching for every last large mine if you discover that there aren’t many of them. Instead, start
collecting the small mines. After all, we want to clear the field as well as possible.” In order for
the robot to accomplish this task, it must have enough data about its environment (the mine field)
to intelligently switch from collecting large mines to small ones. (Here we assume that the task
requires the robot to collect one type of mine at a time. Alternatively, the robot might switch
between types as necessary. We explore this alternative when we consider a reward maximization
scenario in the next chapter.)

The difficulty of this task is compounded when the issues mentioned above apply. The robot
may have no *a priori* information about the numbers of large and small mines in the field, their
distributions, or relative proportions. The robot may also lack global sensing of the mines in the
field and may not know the time scale appropriate to its decision for switching between mine types.
This decision is dependent on factors including the size of the field and the relative densities of the
two types of mines.

In this chapter, we propose a mechanism for regime detection that resolves the above issues. The
approach uses multiple augmented Markov models, and builds upon our previous work with AMMs
(Goldberg & Matarić 1999c) to demonstrate regime detection as another, potentially concurrent,
application of the model. The AMMs are used to capture, in real time, the dynamics of a robot
interacting with its environment in terms of the behaviors it performs. One AMM is created and
maintained at each time scale that is monitored, and statistics about the environment at that
time scale are derived from it. As task execution continues, AMMs are dynamically generated to
accommodate the increasing time intervals. Sets of statistics from the models are used to determine
whether the environmental regime has changed. This approach requires no *a priori* knowledge,
uses only local sensing, and captures the notion of time scale. Additionally, it works naturally with
stochastic task domains where variations between trials may change the most appropriate time
scale for regime detection.

In the next section we describe how AMMs may be used as part of a mechanism for regime
detection.
4.2 AMMs for Regime Detection

Lacking a priori information about its environment, a model applicable to regime detection, and limited to local sensing, the robot may require a relatively large amount of time to detect a trend that signals a global environmental regime change. This is especially true if the system is noisy and stochastic as is generally the case for mobile robotics. Unless a sufficiently large time scale is employed, the regime change may be lost in the variation of the data. Determining the appropriate time scale, however, may not be possible ahead of time. It may be dependent on the exact nature of the task, the structure of the environment (including the presence of other robots), and the nature of the system’s stochasticity. The time scale may also dependent on the specific attribute(s) of the system being monitored for regime changes.

4.2.1 Notation

In order to negotiate these issues and endow a robot with the ability to detect global environmental regime changes, we maintain models (AMMs) of the robot’s interaction with its environment at multiple time scales. As the robot performs its task, we extract and store statistics from these models, which can be used to detect a specific regime change based on some criterion of significance. The basic form of the algorithm follows, but first we introduce some notation.

- Let $\tau > 0$ be the minimum time scale or number of input symbols.
- Let $c$ be a constant positive integer.
- Let $f_i$ be a positive valued function of $\tau$ and $c$ returning the size of the $i$-th time scale.
- Let $k > 0$ specify the number of statistics to maintain.
- Let the AMM at time scale $f_i$ be $m_i$.
- Let $Q_i$ be a sequence of at most $k$ statistics for model $m_i$.
- Let $n$ be the total number of input symbols that have been used to construct the models.
- Let $M$ be a special AMM that is constructed using all of the input symbols that have been seen.

4.2.2 Algorithm for Regime Detection

1. Initialize $M$, $m_0$, and set $n \leftarrow 0$.
2. Get an input symbol and use it to update $M$ and all $m_i$.
3. Set $n \leftarrow n + 1$.
4. For all $i$ such that $(n \mod f_i) = 0$
   (a) If no such $m_i$ exists due to the fact that a new time scale has been reached, then create $m_i$ and initialize it to equal $M$.
   (b) Call Stat($m_i$) to get the statistic for the model and insert that value into $Q_i$.
   (c) If the length of $Q_i$ equals $k$, then call DetectRegime($Q_i$).
(d) If \( \text{DetectRegime}(Q_i) \) returns true, then the regime has changed, else it has not.

(e) Re-initialize \( m_i \) to be an empty model.

There are several points to note. \( \text{Stat}() \) is a function on an AMM, returning some statistic extracted from the model (e.g., the mean time in a state/behavior). \( \text{DetectRegime}() \) performs a statistical test (such as Student’s \( t \) or ANOVA) on a list of values. \( \text{DetectRegime}() \) returns true if the result is significant, false otherwise.

In the next section we describe our experimental setup and example.

### 4.3 Mine Collection Task

To validate our algorithm for detecting global environmental regime changes, we used a task analogous to the mine collection example of the Introduction, or the foraging task of Chapter 1.

We used one of our R2e robots (Figure 1.1) in the experiments. Experiments were performed with the Corrall (our enclosure), adjusted to be either 11 × 14 feet or 11 × 8 feet depending on the experiment. The Corrall had up to 36 small plastic cylinders (pucks) of two different colors: clear (representing large mines) and black (representing small ones). The pucks were evenly distributed throughout the Corrall, except near Home (Figure 4.1).

The seven foraging behaviors seen previously were included in the behavior space for our task: avoiding, wandering, puck detecting, homing, creeping, exiting, reverse homing. In addition to these were the following two behaviors:

- **color detecting**: if puck detecting is successful, detect the color of the puck. If it is the desired color, then perform homing, else perform leave puck.

- **leave puck**: drop the puck and continue searching for more, using avoiding, wandering and puck detecting.

### 4.4 Validating the Approach

In order to validate our approach to regime detection, we show that: (1) regime changes do happen at different time scales, and (2) our algorithm using multiple AMMs can detect these changes. We compare results from two versions of the mine collection task that are identical except for the environmental setup. The hypothesis is that the decrease in environment size and the increase in clear puck (large mine) density in the second version pushes the regime change to a different time scale, most likely smaller.

The first version of the task uses an 11 × 14 foot (large) Corrall with 9 clear and 18 black pucks evenly distributed throughout (Figure 4.1: Left). With no \textit{a priori} information about the environment, the robot must collect only the clear pucks (i.e., large mines), while executing the regime detection algorithm to determine when to switch to black pucks (i.e., small mines). (In reality, data were sent via a serial radio link to an off-board Power Macintosh G3/266 which
performed the regime detection algorithm and notified the robot of any regime changes. This was done because programming limitations of the R2's and the Behavior Language made implementing the algorithm on-board an R2 extremely difficult. These limitations are platform-specific.) In the second version, the Corrall is decreased in size to $11 \times 8$ feet (small) and only 18 clear pucks are used (Figure 4.1: Right). The key statistic of interest in these two versions is the time scale at which the robot detects a regime change and decides to begin collecting black pucks (small mines).

We complete the description of the validation experiment by presenting the parameter values used in the regime detection algorithm: the minimum time scale $\tau = 5$; constant $c = 2$; the number of statistics kept for each model was $k = 8$; function $f_i = c^\pi$; Stat($m_i$) returned the number of pucks that had been collected during the lifetime of AMM $m_i$; and DetectRegime($Q_i$) performed an analysis of variance (ANOVA) on two groups of data (namely, the first and second $\frac{k}{2}$ values in $Q_i$), to determine if the means were different at a significance level of 10%. Since in each trial the robot was initialized to collect clear pucks (large mines), DetectRegime($Q_i$) essentially determined if the number of clear pucks changed significantly enough over $k$ consecutive intervals of size $f_i$ to indicate a regime change.

We conducted five experimental trials in each of the two environments and gathered data about the time scale at which regime detection occurred. In each of the 10 trials, the algorithm successfully detected a regime switch. In the large Corrall environment, the mean time scale of detection was 1024, while in the small Corrall it was 256. (Since data were collected at 2 Hertz, this translates to approximately 512 seconds and 128 seconds, respectively.) A hypothesis test based on Student’s $t$ distribution (Freund 1992) indicates that the two means are statistically different at a significance level of 1%. Thus, we have validated our approach by showing that regime changes do occur at different time scales (even in the same task but with different environments), and that our algorithm is able to detect such changes. Next, we describe a more sophisticated use of our approach.

Figure 4.1: Two versions of the mine collection task environment: (Left) $11 \times 14$ foot Corrall with 9 clear and 18 black pucks; (Right) $11 \times 8$ foot Corrall with 18 clear pucks.
### 4.5 Maintaining the Proportion of Mines

In a more complex version of the mine collection task, the robot is required to maintain the proportion of large to small mines in the environment at a specified value $p$. Once again, the robot begins by collecting large mines, but this time switches to small mines when the observed proportion $p_{obs}$ is significantly different from $p$, and $p_{obs} < p$. Conversely, the robot switches back to large mines when $p_{obs} > p$ and this difference is significant. The goal of this experiment was to determine whether the robot could detect multiple consecutive regime changes in its environment.

For this experiment, the Corral was $11 \times 8$ feet and contained 18 each of clear and black pucks. The parameter values used in the regime detection algorithm were: $\tau = 5$; $c = 2$; $k = 4$; $f(i) = e^{i\tau}$; Stat($m_i$) returned the proportion of clear to black pucks; and DetectRegime($Q_i$) performed an analysis of variance (ANOVA) at a significance level of 10% on $Q_i$ and a list of length $k$ having all values equal to $p$. The proportion $p$ was set to 1.0, indicating that the robot should try to maintain equal numbers of the two types of mines. Whenever a regime switch was detected, the regime detection algorithm was re-initialized so as to be able to detect the next regime change.

In this experiment, a trial was considered complete when the robot detected two consecutive regime changes. The robot successfully did so in each of the five trials that were conducted. Table 4.1 shows the numbers of clear and black pucks remaining in the environment at the end of each trial. The correlation between the numbers is quite large ($\rho = 0.70$) and indicates that their proportion tended to be close to 1.0. Thus, not only was the robot able to detect multiple consecutive regime changes, but was also effective in maintaining the desired proportion of pucks (mines).

<table>
<thead>
<tr>
<th>Puck type</th>
<th>Trial #</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>1</td>
</tr>
<tr>
<td>Clear pucks</td>
<td>4</td>
</tr>
<tr>
<td>Black pucks</td>
<td>8</td>
</tr>
</tbody>
</table>

Table 4.1: Pucks remaining in the environment at the end of each trial of the proportion maintaining mine collection task.

### 4.6 Summary

In this chapter, we presented a novel approach that enables a robot to detect and respond to global environmental regime changes having no a priori knowledge or models of the environment, and limited to only local sensing. The approach is based on maintaining multiple augmented Markov models constructed at different time scales and used to derive sets of statistics that are evaluated on-line to detect a regime change. We have experimentally validated the approach on a real mobile robot performing a mine collection task, and demonstrated the efficacy of the approach in a more complex proportion-maintaining scenario.
Chapter 5

AMMs and Reward Maximization

In this chapter, we present an approach to reward maximization in a non-stationary mobile robot environment. The approach works within the constraints of limited local sensing and limited a priori knowledge of the environment. Similar to regime detection in the previous chapter, it is based on the use of multiple augmented Markov models. For the purposes of reward maximization in a non-stationary environment, these AMMs monitor events at increasing intervals of time and provide statistics used to discard redundant or outdated information while reducing the probability of conforming to noise. This approach has been successfully implemented with a mobile robot performing a mine collection task. In the context of this task, we first present experimental results validating our reward maximization criterion in a stationary environment. We then incorporate our algorithm for redundant/outdated information reduction using multiple models and apply the approach to a non-stationary environment with an abrupt change.

5.1 Motivation

In certain classes of mobile robot tasks, it may be necessary for a robot to perform optimally with respect to the information it possesses about the structure of its environment. Reward maximization may be used as one quantification of such optimality in which the robot receives reward (e.g., points) in proportion to its performance. Reward maximization in a non-stationary environment requires the robot to be able to estimate the state of the environment as it changes.

There are a number of issues that can compound the difficulty of this problem, as mentioned in Chapter 4, including: no a priori knowledge of the environment, only local sensing, a very stochastic system, no model of the system, and an unknown time scale at which the non-stationarity manifests. Further, in a stochastic system, the variability associated with performing a task (or elements thereof) may be enormous and effectively mask gradual shifts in the environment. Conversely, in a system with very low variability, even minute shifts may be easily detected. Thus, effective estimation of environmental state requires an understanding of the system’s variability (as often measured by variances, covariances, etc.).
As a concrete example, consider the task of collecting undetonated land mines in a field. Assume that there are two types of mines, large and small, with destructive power proportional to their size. The goal of the robot is to minimize the total destructive power of the mine field as much as possible during a given period of time. When the robot is given points in proportion to the destructive power of the mines it collects, the goal becomes equivalent to reward maximization.

To accomplish its goal, the robot must have enough data about its environment (the field) to intelligently decide whether it is best to collect large mines or small ones at each point in time. The difficulty of this task is compounded when the issues mentioned above apply. The task is likely stochastic, with unknown variability. The robot may have no a priori information about the numbers of large and small mines in the field, their distributions, or relative proportions. The robot may also lack global sensing of the mines in the field. These limitations relegate the robot to estimating the environmental state while performing the task. With only an estimate, however, the robot may not perform in a globally optimal manner. The heart of this problem, therefore, is to use the best possible estimate of environmental state given the limitations of the system.

If the task environment is stationary, then all of the data the robot gathers may be used to estimate the state, with more data presumably providing a better estimate. Conversely, for non-stationary environmental state estimation, some mechanism must exist for discarding old data. This is a tricky proposition. If too much data are discarded, the estimate may be susceptible to noise and variance; if too little are discarded, the estimate may be skewed and not accurately represent the current state. This is analogous to the issues of overfitting and underfitting generally encountered in machine learning (Mitchell 1997). The appropriate amount of data to be kept is not necessarily static and pre-determinable, but rather, depends on the variances of the system and the type of non-stationarity exhibited. Low variances require less data (i.e., a smaller time scale) to characterize, as does non-stationarity exemplified by abrupt shifts. Both high variances and gradually shifting non-stationarity require greater amounts of data (i.e., a larger time scale) to characterize. Thus, a mechanism for estimating environmental state must accommodate both the variances and the type of non-stationarity exhibited by the system. Additionally, since multiple types of relevant non-stationarity and variances may exist in the system, it is desirable that the state estimation procedure be able to dynamically compensate.

In this chapter, we propose an algorithm that provides a moving average estimate of the state of a non-stationary system. The algorithm dynamically adjusts the window size used in the moving average to accommodate the variances and type of non-stationarity exhibited by the system, while discarding outdated and redundant data. Our focus in this chapter is the application of the algorithm to the problem of reward maximization in a non-stationary environment.

The algorithm uses augmented Markov models, and builds upon our previous work with AMMs (Goldberg & Matarić 1999c) to demonstrate another, potentially concurrent, application of the model. Multiple AMMs are used to capture, in real time, the dynamics of a robot interacting with its environment in terms of the behaviors it performs. One AMM is created and maintained at each time scale that is monitored, and statistics about the environment at that time scale are derived from it. The state of the environment is thus estimated indirectly through the robot's
interaction with it. As task execution continues, AMMs are dynamically generated to accommodate
the increasing time intervals. Sets of statistics from the models are used to determine whether old
data and AMMs are redundant/outdated and can be discarded. This approach requires no \textit{a priori}
knowledge, uses only local sensing, and captures the notion of time scale. Additionally, it
works naturally with stochastic task domains where variations between trials may change the most
appropriate amount of data for state estimation. A self-contained and more detailed version of this
work is available (Goldberg & Matarić 2000).

In the next section, we present some Markov chain theory applicable to AMMs and derive the
statistics that will be used for reward maximization and the dynamic moving average algorithm we
subsequently present. We validate our approach using an implementation of the mine collection
task with a real mobile robot.

5.2 AMM Statistics

We wish to derive several useful statistics from an AMM which we will subsequently use in our
reward maximization criterion and our dynamic moving average algorithm using multiple AMMs.

One such statistic is the expected number of time steps the system takes to reach a destination
state from a given start state, and the number of time steps spent in each of the intervening states.
This is known as the \textit{mean first passage}. The theory of Markov chains provides powerful tools
for easily calculating such expectations. We apply these tools to AMMs, then use the results to
calculate two other statistics: the total variance associated with the mean first passage, and the
accompanying degrees of freedom. Details of these statistics are presented in Appendix B.

Given the mean first passage values in matrix $E$ and their associated variances and degrees of
freedom, we can perform two standard tests of statistical significance: the \textit{t}-test and \textit{F}-test (Freund
1992). The \textit{t}-test uses Student's \textit{t} distribution to determine whether the difference between two
means is significant. Calculation of this test requires the two mean values and their combined
degrees of freedom derived above. The \textit{F}-test uses the \textit{F} distribution to determine if the variances
of two normal distributions are significantly different given their degrees of freedom. Either of
these two tests can be used to compare values for mean first passage and variance within the same
AMM and across AMMs. See Press, Teukolsky, Vetterling & Flannery (1992) for more details on
the computation of these tests.

In the next section, we use AMMs and the statistics derived above in our dynamic moving
average algorithm.

5.3 Dynamic Moving Average Algorithm

To manage the amount of data used to estimate the state of a non-stationary environment, we
present an algorithm which essentially computes a moving average with a dynamic window size.
The algorithm maintains multiple AMMs for different time intervals, and uses a $t$-test and $F$-test on comparable values from the different AMMs to determine which AMM provides the best information. These tests allow the algorithm to adjust the window size of the moving average to accommodate both the amount of variance in the system and the type of non-stationarity (ranging from abrupt to very gradual). The window size of the moving average is allowed to grow by maintaining and expanding old AMMs, and is shrunk by deleting AMMs. We now present the algorithm.

1. Let $\mathcal{L}$ be a queue-like list of AMMs, with $\mathcal{L}_0$ as the first element. Initialize $\mathcal{L}$ to contain one AMM.
2. Let $\bar{\omega}_t$ and $\bar{\omega}_F$ be constants specifying the significance levels for the $t$-test and $F$-test, respectively.
3. Let $\text{mode}$ be a variable designating the two modes of the algorithm.
4. For each new input symbol do the following:
   5. Update each AMM in $\mathcal{L}$ with the new input.
   6. If it is time to create a new AMM, then:
      7. Create a new AMM and add it to $\mathcal{L}$.
   8. Compute the mean first passage matrix for $\mathcal{L}_0$, extract the desired values and calculate their associated variance and degrees of freedom.
   9. Do the same for $\mathcal{L}_1$.
10. Perform an $F$-test between the variances calculated for $\mathcal{L}_0$ and $\mathcal{L}_1$.
11. If the significance level returned by the $F$-test is less than $\bar{\omega}_F$ (i.e., the variances are different) then set $\text{mode}=1$, else set $\text{mode}=2$.
12. If $\text{mode}=1$, then let $i$ be the index of the first AMM in $\mathcal{L}$ after $\mathcal{L}_0$ that has either significantly different variances or significantly different means (i.e., significance level $< \bar{\omega}_F, \bar{\omega}_t$). If such an $i$ exists, delete $\mathcal{L}_0$ through $\mathcal{L}_{i-2}$ and use the new $\mathcal{L}_0$ as the best estimate of the state.
13. If $\text{mode}=2$, then let $i$ be the index of the first AMM in $\mathcal{L}$ after $\mathcal{L}_0$ that has neither significantly different variances nor means (i.e., significance levels $> \bar{\omega}_F, \bar{\omega}_t$). If such an $i$ exists, delete $\mathcal{L}_0$ through $\mathcal{L}_{i-1}$ and use the new $\mathcal{L}_0$ as the best estimate of the state.
14. If no such $i$ exists for either value of $\text{mode}$, then
do not delete any AMMs and use the current $L_0$ as the best estimate.

There are several characteristics of the algorithm worth noting. The decision criterion used to create a new AMM (line 6) is very general. For example, a new AMM might be created after a certain period of time, a certain number of input symbols, or when a particular input symbol is observed.

The algorithm adjusts the amount of data in the moving average to accommodate the variance in the system. This is accomplished by considering deletion of $L_0$, the AMM representing the largest time window of data, only when its variance is comparable to (i.e., not significantly different from) that of another AMM. When the variability in the system is high, the AMMs require more data (i.e., larger windows) to acquire comparable variances. When variability is low, less data are required to accurately characterize the variances of the system.

The algorithm also has two distinct modes. In the first mode ($mode=1$), the algorithm removes redundant/old data. In systems with very gradual non-stationarity, this mode effectively maintains a good moving average estimate of the state. In the second mode ($mode=2$), the algorithm essentially “jumps over” more abrupt non-stationarities that would otherwise cause it to stall on old data. We present experimental results for this more abrupt form of non-stationarity later in the chapter.

One final item of note is the importance of the $\alpha_t$ and $\alpha_F$ thresholds for significance level. Both values must be in the interval $[0,1.0]$, with a significance level of 0.05, or less, generally considered significant. The effect of $\alpha_t$ and $\alpha_F$ is to adjust the size of the moving average window. Extremely large values of both thresholds produce a very large window with excessive smoothing and a potentially skewed estimate of state. Very small values of the thresholds result in a small window and state estimation that is prone to overfitting. Empirical tests suggest that values in $[0.01,0.1]$ tend to work fairly well in the algorithm, with relatively little sensitivity. It should also be noted that the experiments described later use this algorithm in real time.

In the next section we describe our experimental mine collection task and the associated behavior space.

### 5.4 Mine Collection Task

To validate our dynamic moving average algorithm and its application to reward maximization, we use the mine collection (foraging) task described in Chapter 4. We use one IS Robotics R2e robot (Figure 1.1) in the experiments. Experiments are performed in an 11×14 foot rectangular enclosure (the Corrall). The Corrall had up to 36 small plastic cylinders (pucks) of two different colors: clear (representing large mines) and black (representing small ones). The pucks were evenly distributed throughout the Corrall, except near Home.

The same nine behaviors used in Chapter 4 also constitute the behavior space here: avoiding, wandering, puck detecting, homing, creeping, exiting, reverse homing, color detecting,
leave puck. The color detecting, homing, avoiding, and creeping behaviors are all qualified to reflect the color of puck the robot has found. We now present the validation experiment and results for the reward maximization criterion.

5.5 Experiment 1: Validation of the Reward Maximization Criterion

Before demonstrating reward maximization in a non-stationary version of the mine collection task, we first validate the reward maximization criterion in a stationary environment. This validation is necessary to ensure that our subsequent results are not biased by an invalid assumption about the value of reward maximization. If it were shown that our reward maximization criterion did not improve performance over random behavior, then the utility of our dynamic moving average algorithm in the non-stationary version of the task would be suspect.

![Figure 5.1: The mine collection task: setup for validation of the reward maximization criterion.](image)

We now more formally define the reward maximization criterion. Let $R_s$ and $R_l$ be the rewards for small and large mines, respectively. Let $\tau^d_s$ be the expected time required for the robot to find a small mine, and let $\tau^d_l$ be the expected time to deliver the mine to the goal location once it has been found. Similarly, $\tau^f_s$ and $\tau^f_l$ represent these times for large mines. The robot maximizes its reward by deciding for each mine found whether to deliver it or leave it in search of a higher valued mine. The action chosen is the one that maximizes the expected reward per unit time (and thus the overall expected reward). If the robot finds a small mine, and the inequality

$$\frac{R_s}{\tau^d_s} > \frac{R_l}{\tau^f_l + \tau^d_l}$$

holds, then delivering the small mine maximizes reward. Otherwise, the small mine should be left and a large mine sought. The complementary inequality is used when a large mine is found.
The main issue in evaluating the inequality is calculating \( \tau^d \) and \( \tau^f \) for each mine type. One could maintain internal variables that record these values. Our approach, however, is to calculate these values from the robot’s AMM. As discussed previously, each element, \( e_{ij} \), of \( E \) gives the mean first passage from state \( i \) to state \( j \). \( E \) also contains the values for \( \tau^f \) and \( \tau^d \). \( \tau^f \) is simply the entry in \( E \) associated with the minimum mean time from a **wandering** state to a **puck color** state, and \( \tau^d \) is the minimum mean time from a **puck color** state to a **wandering** state. In other words, if \( s_1 \) is the input symbol for the **wandering** behavior and \( s_2 \) is the input symbol for the **puck color** behavior, then \( \tau^d = \varepsilon_{21} \) and \( \tau^f = \varepsilon_{12} \). Since these states are qualified by the color of puck the robot possesses, \( \tau_s \) and \( \eta \) can be distinguished.

We performed two sets of experiments in this validation: one control set where the robot collected both types of pucks without discrimination, and one set with reward maximization allowing the robot to decide which pucks to collect. For these experiments, reward values were set in proportion to a mine’s explosive power, thus making reward maximization identical to minimizing the mine field’s destructive potential. The setup for both sets of experiments was identical, with 18 clear pucks (large mines) and 18 black pucks (small mines) evenly distributed in the Corrall (Figure 5.1). Each clear puck had a reward of 4 points, while each black had a reward of 1 point. In addition, the environment was kept stationary by replenishing collected pucks. We performed five one-hour trials for each experiment. Using the reward maximizing criterion, the robot accrued an average of 46.6 points, while without reward maximization the robot averaged 37 points. A hypothesis test based on Student’s \( t \) indicates that the means are different at a significance level of 5%, and validates our reward maximization criterion.

We now present experimental results applying the dynamic moving average algorithm to an abruptly changing non-stationary version of this task.

### 5.6 Experiment 2: Reward Maximization in a Non-Stationary Environment

In this set of experiments, we aim to show that, in an abruptly changing non-stationary version of the mine collection task, reward maximization with the addition of the dynamic moving average algorithm is superior to reward maximization alone. The hypothesis is that when the environment changes, average values of \( \tau^f \) and \( \tau^d \) become inaccurate and thus not effective for reward maximization. Using a dynamic moving average allows quicker adaptation to change.

The environment was first initialized to contain only 18 clear pucks (Figure 5.2). We ran one trial of approximately 20 minutes in this environment, during which the robot collected 4 clear pucks. This result is extremely variable: the actual time to collect 4 pucks could easily range between 10 and 30 minutes. In order to reduce the variability, the data from this one trial were used as a primer for all of the subsequent experiments, in which the white pucks (large mines) were replaced with black (small) ones. Doing so allowed us to focus on the key experimental parameter:
the time required to adapt to the new environment. We considered the robot to have adapted to the new environment when it consistently began collecting black pucks.

We ran two experiments using reward maximization with the dynamic moving average algorithm and three experiments using reward maximization alone. In these experiments, the reward for a white puck was 7 points and the reward for a black puck was 1 point. For reward maximization alone, the mean time to adaptation was 47 minutes, while the mean time with the algorithm was 18.3 minutes. A $t$-test indicates that these means are different at a significance level of 0.01. This strongly supports our hypothesis that the dynamic moving average algorithm allows quicker adaptation to abrupt non-stationarities. In future work, we plan to explore the efficacy of the algorithm in gradually shifting non-stationary environments.

### 5.7 Summary

In this chapter, we have presented an algorithm for moving average state estimation in a non-stationary environment. The algorithm uses multiple augmented Markov models (AMMs) on-line to dynamically adjust the window size of the moving average. It requires no \textit{a priori} knowledge of the environment, and is designed to compensate for both the variability of the system and the manifested types of non-stationarity (from abrupt to gradual shifts). We have applied this algorithm to the problem of reward maximization in a mobile robot mine collection task and shown that it facilitates quicker adaptation in an environment with an abrupt change.
Chapter 6

Related Work

This chapter reviews a small portion of the work most related to our presentation of evaluation methods and experiments in the previous chapters. The final dissertation will contain a greatly expanded chapter on many aspects of related work, including: on-line and off-line methods used to evaluate robotic systems; relevant robotics, AI and multi-agent systems research; a discussion modeling techniques related to AMMs, and the research that uses them; and related learning literature, including learning of finite state automata.

We begin by considering work related to our exploration of interference for off-line evaluation and the foraging task we used throughout the experiments. Arkin, Balch & Nitz (1993) demonstrate simulation work studying the issues of density and critical mass in a hoarding task using fully homogeneous robots. As mentioned in Chapter 1, density and critical mass of robots has significant effect on characteristic interference. Arkin & Hobbs (1993) describe the general schema-based control architecture, which bears some fundamental similarities to behavior-based control, which we used, and give the critical mass experiments. Finally, Arkin & Ali (1994) present a series of simulation results on related spatial tasks such as foraging, grazing, and herding.

Similar to our behavior-based foraging/mine-collection task, Matarić (1994) describes a behavior-based approach for minimizing complexity in controlling a collection of robots performing various behaviors including following, aggregation, dispersion, homing, flocking, and foraging (similar to the foraging task used throughout this proposal). The work also includes a simulated dominance hierarchy based on IDs and used to evaluate performance of homogeneous versus ordered aggregation and dispersion behaviors. There is also a very well explored biological aspect to foraging which has provided some of the inspiration for our experimental foraging task. Gordon (1996) discusses some of the factors that affect task allocation, including foraging, in social insect colonies.

Fontán & Matarić (1998) also worked on multi-robot collection, but focused on issues of critical mass in task division corresponding to an extreme case of DPST interaction (i.e., spatial division). Parker (1992) and Parker (1994) describe multi-robot experiments also on foraging R2e robots with a priori hard-wired heterogeneous capabilities using the Alliance architecture. Parker (1994) describes a temporal division that sends one robot to survey and measure the environment for toxic spills, then has the rest of the group use its information to clean up the spill. This two group
division is similar to our two group spatial arbitration implementation, though the heterogeneity is temporal.

Cao, Fukunaga, Kahng & Meng (1995) offer a view of the multi-agent and multi-robot research applied to 10 ISR R3 mobile platforms, a later generation of our R2e robots. Tan & Lewis (1996) describes an approach to maintaining a geometric configurations of a robot group using virtual structures, tested on the same robot group. Similar to our homogeneous implementation of foraging in Chapter 1, this work also exhibits spatial and temporal homogeneity, though the coupling here is tighter.

Beckers, Holland & Deneubourg (1994) describe a group of five robots without external sensing or communication effectively clustering pucks through a careful combination of the mechanical design of the robots' puck scoops and the simple controller that moves them forward and in reverse. This work demonstrates a homogeneous controller performing a task similar to our foraging task, but where the goal location is not pre-specified, instead emerging during execution. As we have noted, the actual goal location can impact the characteristic interference. This work utilizes the dynamics of the system to accomplish effective collection, but unlike our work in this proposal, it does not attempt to evaluate the dynamics.

Balch (1997) presents Social Entropy, inspired by and based on Information Entropy (Shannon & Weaver 1963), as a metric for describing the heterogeneity of multi-robot systems. As presented, the metric is used off-line to evaluate the learned structure of a robot team. Unlike our examination of interference for evaluating the interaction (dynamics) between robots, the current use of Information Entropy appears to be fairly static. A potential extension of Information Entropy, however, might be to gauge the changing structure of a group, even on-line.

We now consider some related work most closely linked to our on-line evaluations using AMMs. Various models have been employed on mobile robot platforms to date, a few examples of which we consider here. Cassandra, Kaelbling & Littman (1994) use a partially observable Markov decision process (POMDP) to model uncertainty of location in a robot navigation task for an office environment. This example of model construction on, and use by, a mobile robot is similar to our effort. The high computational complexity and large data requirements for POMDP generation, however, make it necessary to use a number of heuristics to reduce the problem size and facilitate learning, which is not the case for our approach.

In more recent work, Koenig & Simmons (1996) use a POMDP to model sensor, actuator, and metric uncertainties in a similar office navigation task. For tractability, the learning system on the robot is initialized with a POMDP compiled off-line using sensor models and a topological map with metric uncertainties. A modified POMDP learning algorithm is used to passively fine-tune the probability distributions. Both POMDPs and AMMs represent uncertainties using probability distributions, but POMDPs also learn control policies. Such policies may require sensor and environment state information, making the search space large and requiring more (possibly heuristic) computation. AMMs do not specify a control policy, but passively capture the interaction dynamics between a robot and the environment at the level of behavioral activity. In addition, the number of states in a POMDP is pre-specified, whereas in an AMM it is learned.
Michaud & Matarić (1998) also present a learning technique that uses a behavioral model of a robot’s interaction with the environment. The model takes the form of a tree capturing the history of behavior use, i.e., specific sequences of behaviors, with nodes representing executed behaviors, and links representing transitions between them. Their approach and our AMMs are both constructive, being generated and modified as needed. Unlike AMMs, which can form arbitrary graphs with alternative behavior choices represented by probability distributions over transitions, their approach stores potentially long linear sequences of behaviors in a tree with branches indicating alternative choices. The result is that the tree representation may require many trials to collect useful statistics, whereas AMMs can be generated during the course of one trial. Unlike AMMs, the learned model here does specify a control policy.

Košecká & Bajcsy (1993) present Discrete Event Systems (DES) with emphasis on applications to mobile robotics. The structure of this DES approach is also related to AMMs, both being represented as directed graphs with behaviors as states. Unlike AMMs, DES require a priori specification of all possible states, events, and the full transition function. This specification endows DES with control theoretic properties, though a practical specification of these parameters for mobile robots would seem to require heuristic engineering.

Related to our work in Chapter 4 is other work in regime detection and information representation at different time scales. (Weigend, Mangas & Srivastava 1995) uses a network of nonlinear gated experts to detect regime changes in a time series. (Sericola 1996) considers stationary regime detection in a finite Markov process as part of the larger problem of availability analysis in a computer system. (Sutton, Precup & Singh 1998) discusses the importance of representing knowledge at multiple time scales in planning and decision making, and use an approach based on Markov decision processes.

The basic structure of augmented Markov models is very similar to that of hidden Markov models (HMMs) (Rabiner 1989). The difference between the two models is that in the AMM it is assumed that there is no hidden state. We set each state to only accept/generate a particular unique symbol, and thereby significantly reduce the computational complexity. Han & Veloso (1999) use HMMs in a real-time behavior recognition system applied to robotic soccer. This application is similar to our use of AMMs for ability/experience-based affiliation determination, although the HMMs were not constructed on-line.

The notion of splitting states based on local estimates of mean and variance is related to work by Hanson (1990) on the stochastic delta rule, used in updating mean and variance estimates on the weights of feed-forward neural networks, and Meiosis Networks, which use these mean and variance estimates to decide when to split nodes in the hidden layer. Other analogous approaches to node splitting have also been explored. In general, the AMM approach is related to non-parametric methods, in which a parameterization of the problem is not specified a priori.

Other work in modeling the interaction between an agent (robot) and its environment has used a dynamical systems approach (Beer 1993, Smithers 1995), attempting to describe the system as sets of mathematical equations. This contrasts markedly with our data-driven approach to AMM construction.
Chapter 7

Conclusions and Future Work

In this thesis proposal we have presented off-line and on-line methods for evaluating the dynamics of mobile robotic systems. Our exploration of on-line methods focussed on the use of interference (specifically, in our work, collisions between robots) as a tool for evaluating multi-robot controllers based on post-experimental data. We applied these evaluations to a multi-step controller refinement strategy using several basic spatio-temporal controller modifications. We introduced the use of spatial statistics as a yet-to-be-explored method for evaluating the spatial nature of much of our data.

Our exploration of on-line evaluation was based on the use of augmented Markov models (AMMs). We showed how AMMs can be used to capture the dynamics of a robot interacting with its environment during the execution of a task. The statistics captured in AMMs were extracted and evaluated via a number of techniques, including Markov chain theory and statistical hypothesis tests. These techniques were then employed in several mobile robot applications: fault detection, ability/experience-based affiliation, dynamic leader selection, regime detection, and reward maximization.

The encompassing theme in this work has been to provide pragmatic, general-purpose tools for improving the performance of mobile robotic systems and providing a rich potential for useful applications, while maintaining sound theoretical bases.

7.1 Timetable of Future Work

I am currently in my third year as a Ph.D. student at USC (fourth year total). Towards the completion of my degree with an expected graduation date in May, 2001, I plan to complete the following work:

- **February, 2000**: Examine the efficacy of our moving average state estimation algorithm (Chapter 5) in a gradually changing environment. Currently, the algorithm has only been used in an abruptly changing environment. Due to the high variance inherent in the mine collection task using physical robots, it may a practical impossibility to obtain significant
experimental results in a gradually shifting environment scenario. The number of trials may be exorbitant. We will likely use a simulated version of the task for this experiment.

- **March, 2000**: Explore spatial statistics for tools and techniques that are applicable to the evaluation of the interference data and other spatial data we have gathered.

- **April, 2000**: Extend the AMM construction algorithm to be able to accommodate higher-order systems. Currently, our algorithm can accommodate first-order and second-order Markovian systems. Since computational and memory overhead increase with the order of the model, we wish the user to be able to specify the highest order model to consider.

- **June, 2000**: Consider the functional and topological equivalence between AMMs. Two AMMs generated in the same system may have different topologies (due to the stochasticity of the system), but may be functionally identical (i.e., symbol sequences generated by each may be essentially identical). The question is how to make such AMMs isomorphic, as is important for applications such as affiliation determination. The answer may be node merging, i.e., merging nodes that were “incorrectly” split.

- **August, 2000**: Explore the similarities between AMMs and HMMs in more depth. Can a version of the Baum-Welch algorithm and a windowing technique be used to generate an HMM version of AMMs on-line and essentially in real-time? If so, what are the benefits/drawbacks or each?

- **October, 2000**: Run additional robot experiments. The fault detection algorithm using AMMs is currently very simple. We wish to expand it to include other types of faults expressible using Markov chain theory. In addition, a number of the applications presented (regime detection and reward maximization) have been validated only in single-robot experiments. We wish to explore the performance of a group of robots for these applications.

- **December, 2000**: Begin writing dissertation.

- **March, 2001**: Thesis defense.
Reference List


Sutton, R. S., Precup, D. & Singh, S. (1998), Between MDPs and Semi-MDPs: Learning, Planning, and Representing Knowledge at Multiple Temporal Scales, Technical Report 98-74, Department of Computer Science, University of Massachusetts, Amherst, MA.

Appendix A

Generation of AMMs: Details

In the pseudo-code that follows, the five elements of the AMM being constructed (i.e., $S, A, B, L, T$) are global variables. The three variables ‘Alast,’ ‘Llast,’ and ‘Tlast’ are also global and function as indices to the last valid element of $A$, $L$, and $T$, respectively.

A.1 Main Loop

Below we present the pseudo-code for the main loop of the algorithm that is executed for every input symbol. At the start of the code, the variable ‘sym’ already holds the current input symbol, and ‘oldsym’ holds the last input symbol. In addition, ‘numsym’ contains the number of symbols observed in the current state, ‘oldnode’ stores the index of the last state the system was in, ‘currnode’ stores the index of the current state, ‘inlink’ holds the index of the link traversed to enter the current state, and ‘outlink’ holds the index of the link to be traversed in leaving the current state.

```plaintext
1. if (oldsym == sym)
   2. numsym = numsym + 1;
   3. $l^{\Sigma}_{inlink} = l^{\Sigma}_{inlink} + 1$;
   4. $l^{\Sigma}_{old} = l^{\Sigma}_{old} + 1$;
   5. traversal_prob(currnode);
   6. else
      7. $l^{\Sigma^2}_{inlink} = l^{\Sigma^2}_{inlink} + numsym^2$;
      8. node_prob(currnode);
      9. $l^{\Sigma^2}_{old} = l^{\Sigma^2}_{old} + numsym^2$;
      10. if (sym $\notin S$)
           11. $S = S \cup \{\text{sym}\}$;
      12. Alast = Alast + 1;
      13. $a_{Alast} = \text{sym}$;
      14. for $i = 1$ to Alast
           15. $b^i_\theta(\text{sym}) = \text{Alast}$;
      end
```
\( \forall i \mid i \in S, b_{A_{i_{\text{last}}}}(i) = b_1(i) \);

end

oldnode = currnodule;
currnode = \text{\textit{oldnode}}(\text{\textit{sym}});

outlink = \{i \mid (l_i = \text{\textit{oldnode}} \& l_i = \text{\textit{currnode}})\};

if (\neg \exists \text{\textit{outlink}})

L_\text{last} = L_\text{last} + 1;

l_i'_{\text{last}} = \text{\textit{oldnode}};

l_i''_{\text{last}} = \text{\textit{currnode}};

\text{\textit{outlink}} = L_\text{last};

end

\text{\textit{numsym}} = 1;

l_i''_{\text{outlink}} = l_i''_{\text{outlink}} + 1;

l_i'_{\text{outlink}} = \sum l_i''_{\text{outlink}} + 1;

\text{\textit{traversal prob}}(\text{\textit{oldnode}});

x_1 = \{i \mid (t_i = \text{\textit{inlink}} \& t_i = \text{\textit{outlink}})\};

if (\neg \exists \text{\textit{x}}_1)

T_\text{last} = T_\text{last} + 1;

t_i'_{\text{last}} = \text{\textit{inlink}};

t_i''_{\text{last}} = \text{\textit{outlink}};

x_1 = T_\text{last};

end

x_1 = t_x_{\text{outlink}} + 1;

t_{\text{\textit{Told}}} = x_1;

l_{\text{\textit{Told}}} = l_{\text{\textit{Told}}} + 1;

\text{\textit{outlink}} = \text{\textit{do node split}}(\text{\textit{oldnode}}, \text{\textit{inlink}}, \text{\textit{sym}}, \text{\textit{outlink}});

\text{\textit{inlink}} = \text{\textit{outlink}};

end

A.2 Calculating Traversal Probabilities

The following pseudo-code function calculates the traversal probabilities associated with a particular node and updates the appropriate statistics in the node and its links.

function ans = \text{\textit{traversal prob}}(\text{\textit{node}})

1. \text{\textit{x}}_1 = \{i \mid t_i = \text{\textit{node}}\};

2. \text{\textit{n}}_1 = \sum_{\text{\textit{ali}} \in \text{\textit{x}}_1} (l_i^\Sigma - l_i^\delta);

3. \text{\textit{x}}_2 = \{i \mid t_i = \text{\textit{node}}\};
4. \( n_2 = \sum_{\forall i \in x_2} l_{i}^{p_i}; \)
5. if \((n_1 + n_2 \neq 0)\)
6. \( a_{\text{node}}^{p} = \frac{n}{n_1 + n_2}; \)
7. \( p_{x_2}^{p} = \frac{n}{n_1 + n_2}; \)
8. end

### A.3 Calculating Node Probabilities

The following function updates the mean and variance for the particular node passed as a parameter.

function ans = node_prob(curmode)
1. \( x_1 = \{i \mid l_{i}^{p_i} == \text{curmode}\}; \)
2. \( n_1 = \sum_{\forall i \in x_1} l_{i}^{p_i}; \)
3. \( n_2 = \sum_{\forall i \in x_1} l_{i}^{p_i}; \)
4. mean = \( n_2/n_1; \)
5. \( a_{\text{curmode}}^{\mu} = \text{mean}; \)
6. \( n_3 = \sum_{\forall i \in x}, \)
7. if \((n_1 > 1)\)
8. \( a_{\text{curmode}}^{\sigma} = (n_3 - 2*\text{mean} * n_2 + n_1 * \text{mean}^2)/(n_1 - 1); \)
9. end

### A.4 Node Splitting

This function determines whether node splitting is necessary, and if it it, splits the nodes and creates new links and two-link transitions as appropriate.

function ol = do_node_split(oldnode,inlink,sym,outlink)
1. \( x = \{i \mid l_{i}^{p_i} == \text{oldnode}\}; \)
2. \( \forall i \mid i \in x, p_i = l_{i}^{p_i}; \)
3. \( \forall i \mid i \in x, p_i = p_i/\left(\sum_{\forall i \in x} p_i\right); \)
4. \( y = \{i \mid l_{i}^{p_i} == \text{inlink}\}; \)
5. flag = 0;
6. for \( j = 1 \) to \(|y|\)
7. \( m = p_{i_{y,j}} * l_{i_{\text{inlink}}}; \)
8. \[ s = \sqrt{m \ast (1 - p_{ij})}; \]
9. if \((|t_{ji}| - m) > 2 * s\)
10. flag = 1;
11. end
12. end
13. if (flag == 1)
14. Alast = Alast + 1;
15. \(a_{\text{Alast}}^t = a_{\text{Alast}}^t;\)
16. \(\forall i \mid s_i \in S, \overline{a}_{\text{Alast}}(i) = \overline{b}_{\text{init}}(i);\)
17. \(t_{\text{init}}^t = \text{Alast};\)
18. \(b_{\text{init}}(a_{\text{Alast}}^t) = \text{Alast};\)
19. \(\overline{b}_{\text{Alast}}(a_{\text{Alast}}^t) = \text{Alast};\)
20. for \(j = 1 \text{ to } |y|\)
21. \(L_{\text{last}} = L_{\text{last}} + 1;\)
22. \(t_{\text{Llast}}^t = \text{Alast};\)
23. \(n = t_{yi};\)
24. \(t_{\text{Llast}}^t = t_{ni};\)
25. \(t_{\text{Llast}}^\delta = t_{yi};\)
26. \(t_n^\delta = n - t_{\text{Llast}}^\delta;\)
27. \(t_{\text{Llast}}^\Sigma = t_{yi};\)
28. \(t_{\text{Llast}}^{\Sigma^2} = t_{yi};\)
29. \(t_{ni}^{\Sigma^2} = t_{ni}^{\Sigma^2} - t_{\text{Llast}}^{\Sigma^2};\)
30. \(t_{\text{Llast}}^{\Sigma^2} = t_{yi};\)
31. \(x = \{i \mid t_i^t = n\};\)
32. \(z = \{i \mid t_i^t = n\};\)
33. \(r = t_{yi} \ast (\sum_{\text{all } i \in z} t_i^\delta);\)
34. \(d_{yi} = L_{\text{last}};\)
35. for \(k = 1 \text{ to } |x|\)
36. \(T_{\text{last}} = T_{\text{last}} + 1;\)
37. \(t_{T_{\text{last}}}^t = L_{\text{last}};\)
38. \(t_{T_{\text{last}}}^t = t_{xa};\)
39. \(t_{T_{\text{last}}}^\delta = \text{round}(t_{xa}^\delta \ast r);\)
40. \(t_{xa}^\delta = t_{xa}^\delta - t_{T_{\text{last}}}^\delta;\)
41. \(t_{T_{\text{last}}}^{\Sigma^2} = \text{round}(t_{xa}^{\Sigma^2} \ast r);\)
42. \(t_{xa}^{\Sigma^2} = t_{xa}^{\Sigma^2} - t_{T_{\text{last}}}^{\Sigma^2};\)
43. \(t_{T_{\text{last}}}^{\Sigma^2} = \text{round}(t_{xa}^{\Sigma^2} \ast r);\)
44. \(t_{xa}^{\Sigma^2} = t_{xa}^{\Sigma^2} - t_{T_{\text{last}}}^{\Sigma^2};\)
45. end
end
def prob(Alast);
traversal prob(Alast);
def prob(olnode);
traversal prob(olnode);
outlink = i | (l_i' == Alast & l_i'' == b_{Alast}(sym));
end
ol = outlink;
Appendix B

AMM Statistics: Details

A more detailed treatment of Markov chain theory, including proofs and derivations, is available in (Roberts 1976) and (Kemeny, Snell & Knapp 1966).

B.1 Mean First Passage

The first step in calculating the mean first passage between two states, or nodes, is to extract the $N \times N$ transition matrix $P$ of an AMM $M$. $P$ is a matrix such that each element $p_{ij}$ is the probability of transitioning directly to state $j$ given the system is in state $i$. Each element of the matrix is given by:

$$p_{ij} = \begin{cases} a_i^j, & \text{if } i = j \\ l^p_k, & \text{if } \exists k \text{ s.t. } l^f_k = a_i \text{ and } l^l_k = a_j \\ 0, & \text{otherwise} \end{cases}$$

where $a_i, a^p_i, l^p_k, l^f_k, l^l_k$ are extracted from $M$.

In order to be able to continue the calculation of the mean first passage, $P$ must represent a regular Markov chain. To be regular, every state in the underlying directed graph of $P$ must be able to reach every other state in $\kappa$ steps. We use a theorem that states if $P$ is ergodic (i.e., every state can reach every other state) and it has a non-zero main diagonal, then it is also regular (Roberts 1976). We can determine that a directed graph is ergodic by showing that it has one strongly connected component (see (Cormen, Leiserson & Rivest 1990) for an algorithm).

Given that $P$ is regular, we calculate the stationary vector $w = w_1, w_2, \ldots, w_N$ giving the probability of being in each state $a_1, a_2, \ldots, a_N$ of $M$ in the limit. $w$ is found by solving the system of equations $wP = w$ with the constraint that $w_1 + w_2 + \cdots + w_N = 1$. Using $w$, we calculate the fundamental matrix

$$Z = [I - (P - W)]^{-1},$$

where $W$ is the square matrix having $w$ as each row. $W$ now enters the calculation of the mean first passage matrix

$$E = (I - Z + JZ_{dg})D,$$
where \( J \) is a matrix of 1’s, \( Z_{di} \) is the diagonal matrix containing the main diagonal of \( Z \), and \( D \) is the diagonal matrix with \( d_{ii} = 1/w_i \). Each element \( e_{ij} \) of \( E \) represents the mean first passage from state \( a_i \) to \( a_j \).

In terms of AMMs, we are more often interested in the mean first passage from an input symbol \( s_i \) to another input symbol \( s_j \). Since each input symbol may be recognized by several states in the AMM, the mean first passage between two input symbols may not be unique. In general, if \( n \) states recognize \( s_i \) and \( m \) states recognize \( s_j \), then \( nm \) entries in \( E \) represent the mean first passage between these symbols. In such a case, our interest is in the minimum mean first passage between two input symbols and the corresponding states that give this value in \( E \). For symbols \( s_i \) and \( s_j \), let \( \varepsilon_{ij} \) be this minimum value from \( E \). Let \( a_\alpha \) and \( a_\beta \) be the states such that \( e_{\alpha\beta} = \varepsilon_{ij} \).

Once we know the states associated with the minimum mean first passage, we can calculate the expected amount of time spent in each state before reaching \( a_\beta \). To do so, we first convert our regular Markov chain into an absorbing chain with \( a_\beta \) as an absorbing state. Essentially, this means modifying \( P \) so that once the system enters state \( a_\beta \) it does not leave it, i.e., \( a_\beta^\alpha = 1.0 \). The transition matrix \( P \) is converted into a new matrix \( Q \) containing only transitions to and from the \( N - 1 \) non-absorbing states by simply deleting the \( \beta \)-th row and column from \( P \). Note that \( \alpha \neq \beta \). The fundamental matrix \( N \) for the absorbing chain is given by

\[
N = (I - Q)^{-1},
\]

where each element \( n_{ij} \) represents the expected amount of time spent in the \( j \)-th non-absorbing state, given that the system starts in the \( i \)-th non-absorbing state, and

\[
e_{\alpha\beta} = \begin{cases} 
\sum_{j=1}^{N-1} n_{\alpha j}, & \text{if } \alpha < \beta \\
\sum_{j=1}^{N-1} n_{(\alpha-1)j}, & \text{if } \alpha > \beta.
\end{cases}
\]

### B.2 Variance Associated with Mean First Passage

In order to calculate the variance associated with a value in the mean first passage matrix, we first note that the underlying Markov chain of an AMM may be interpreted as a set of random variables, one for each state of the chain. Generally, it is assumed that these random variables are independent, identically distributed, and follow a normal distribution. Our calculation of variance also assumes independence and a normal distribution, but to be more general it allows non-identical distributions. Given a set of independent random variables \( \{X_1, X_2, \ldots, X_N\} \) with each \( X_i \) having an associated population mean \( \mu_i \) and variance \( \sigma_i^2 \), we wish to calculate the mean and variance for the linear combination

\[
Y = c_1 X_1 + c_2 X_2 + \cdots + c_n X_n.
\]
Basic results from statistics tell us that the mean of $Y$ is

$$\mu_Y = \sum_{i=1}^{N} c_i \mu_i$$

and the variance of $Y$ is

$$\sigma_Y^2 = \sum_{i=1}^{N} c_i^2 \sigma_i^2.$$  

In our case, we do not know the population means and variances and instead use the sample means and variances calculated for each state of the AMM, i.e., $a_i^\mu$ and $a_i^{\sigma^2}$.

Given $e_{\alpha \beta}, a_{\alpha}, a_{\beta}$, and the fundamental matrix $N$ generated by making $a_{\beta}$ an absorbing state, we are ready to calculate the variance associated with $e_{\alpha \beta}$. As shown previously, $e_{\alpha \beta}$ is equivalent to the sum of the row of $N$ associated with $a_{\alpha}$. Equivalently, $e_{\alpha \beta}$ may be expressed as a linear combination of the $a^\mu$ extracted from the AMM:

$$e_{\alpha \beta} = \sum_{i=0}^{N} c_i a_i^\mu$$

where

$$c_i = \begin{cases} 
  n_{\alpha,i}/a_{\alpha}^\mu, & \text{if } \alpha < \beta \text{ and } i < \beta \\
  n_{\alpha-1,i}/a_{\alpha}^\mu, & \text{if } \alpha > \beta \text{ and } i < \beta \\
  n_{\alpha,i-1}/a_{\alpha}^\mu, & \text{if } \alpha < \beta \text{ and } i > \beta \\
  n_{\alpha-1,i-1}/a_{\alpha}^\mu, & \text{if } \alpha > \beta \text{ and } i > \beta \\
  0, & \text{if } i = \beta 
\end{cases}$$

Now that we have expressed $e_{\alpha \beta}$ as a linear combination of the means of the random variables composing the AMM, we can do similarly for the variance of $e_{\alpha \beta}$:

$$\text{var}(e_{\alpha \beta}) = \sum_{i=0}^{N} c_i^2 a_i^{\sigma^2}$$

with the $c_i$’s calculated as above.

### B.3 Degrees of Freedom

The number of degrees of freedom associated with the linear combination $Y = \sum_{i=1}^{N} c_i X_i$ may be expressed as

$$\frac{\left[ \sum_{i=1}^{N} c_i^2 \text{var}(X_i) / V_{X_i} \right]^2}{\sum_{i=1}^{N} \left[ c_i^2 \text{var}(X_i) / V_{X_i} \right]^2} \cdot \frac{\sum_{i=1}^{N} V_{X_i}}{V_{X_i} - 1}.$$
where \( V_{X_i} \) is the number of values used to calculate \( \text{var}(X_i) \). This is an expanded version of the formula found in (Press et al. 1992). To apply this to our calculation of the variance of \( e_{a\beta} \) we simply use \( c_i^2 a_i \) in place of \( c_i^2 \text{var}(X_i) \), with the \( c_i \)'s calculated as above, and with

\[
V_{X_i} = \sum_{\{i \neq a_i\}} t_i^5.
\]